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Introduction

Medical image analysis is firmly at the centre of clinical practice and research. This offers
simultaneously opportunities and challenges to our community. The former are the many
possibilities to make a real difference in terms of better diagnosis, more efficient procedures,
more effective treatments, and the discovery of biomarkers for high-prevalence conditions,
to cite only a few. The latter include the complex nature of medical images, the difficulty of
taking advantage of the image formation process for the analysis, the limited interaction
with clinical specialists, the time-consuming nature of generating gold-standard annotations,
how to translate results effectively, forming sufficiently large research consortia to produce
meaningful results technically and clinically, and managing and exploiting the huge volume
of data (not only image data, incidentally) being generated daily in hospitals. It comes as no
surprise that the medical image analysis and medical informatics communities have been
growing steadily, and with them the number of journals and conferences disseminating
their research.

The challenges are many, but they must be read as, again, real opportunities for research.
It is tempting to embrace a perhaps poetic exaggeration in saying that there has never been
a better moment for research in this field, as the computational power we can access in
large clusters and the cloud was unimaginable a relatively short time ago, the performance
of imaging instruments is continuously getting better, and increasingly large bioresources
with cross-linked data and including images are becoming available; see for instance UK
Biobank.

We are delighted to host the SICSA Medical Image Analysis Workshop in the School of
Computing of the University of Dundee. The program includes a small but representative
cross-section of medical image analysis research in Scotland, and we are delighted to
have two distinguished invited speakers, Prof Wyper from SINAPSE and the University of
Glasgow and Prof Montana from King’s College London. We have built in the program
various slots in which participants will be able to swap ideas and generate new projects and
collaborations. There is no shortage of opportunities for collaborative research.

We are grateful to SICSA for sponsoring this workshop and to David Harris-Birtill for
his organisation of the SICSA Medical Imaging and Sensing in Computing Research Theme.
The School of Computing, University of Dundee, also provided sponsorship, and the BMVA
endorsed the meeting. Thanks are also due to support staff in the School of Computing,
including Derek Brankin and Anne Millar, for their continual assistance.

We wish all of you a very interesting and productive day in Dundee.

Stephen McKenna
Manuel Trucco
Jianguo Zhang
Shazia Akbar
Andrew McNeil
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SICSA Medical Imaging and Sensing in
Computing Theme

Computing has provided significant technological advancements within medicine over the
last decade, contributing to medical imaging within MRI and X-ray CT, PET and ultrasound
and optical imaging, and in recent years, advances in smart phones and wearable sensors
have also enabled patients and clinicians to get complementary information. These imaging
and sensing advances impact the general population as they have found methods to detect
cancer, detect arterial plaque which leads to heart attacks, and guide cancer radiotherapy
treatments by providing information on how much radiation dose to give to which parts of
the body.

Through this SICSA theme, it is hoped that like-minded researchers across Scotland
can form a new intellectual community, promote their research, and foster creativity across
institutions and collaborations between academia and industry. In addition, computer
scientists involved in other research fields, such as machine learning, are invited to connect
their relevant work to the field of medicine, sparking innovative new projects. Ultimately
this theme enables researchers from across Scotland at all stages of their careers to make
meaningful connections with other academics and industry members, to work together to
improve patients’ lives.

Also the theme has funds for more events, if you’re interested in hosting an event
within the theme (e.g. in robotics in medicine, or big data in healthcare, or sensors within
medicine, or any other related area) please contact theme leader Dr David Harris-Birtill
(dcchb@st-andrews.ac.uk).

To get emails about events in the theme please sign up to the theme mailing list here:
http://tinyurl.com/theme-mail
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In 2011 in the UK 43,463 people were diagnosed with lung cancer and
in 2012 there were 35,371 deaths directly attributable to this disease [1].
Radiotherapy is used to treat lung cancer patients either using standard
fractionation schedules lasting several weeks or using stereotactic ablative
radiotherapy (SABR) where the treatment is delivered in fewer fractions.
Regardless of the approach it is essential that the gross tumour volume
(GTV) is accurately defined on computer tomographic (CT) images used
for radiotherapy planning and on cone-beam CT (CBCT) images acquired
at time-of-treatment for verifying patient position and response to radio-
therapy. However, CBCT images suffer from a lack of soft-tissue contrast,
which makes identification of the GTV on these images extremely diffi-
cult and beyond the limits of eyesight. This is a major problem for clin-
icians when assessing CBCT images to identify changes due to disease
progression and response to radiotherapy. This paper presents prelimi-
nary work on a combined texture and level set method for identifying the
GTV on CBCT images acquired on 5 lung cancer patients during a course
of radiotherapy.

For each patient the GTV was outlined on the radiotherapy planning
CT images by an experienced radiation oncologist. All CBCT images,
together with GTV contours, were next rigidly registered to the corre-
sponding CT images. The position of the registered GTV contour on the
CBCT was used to set an initial front for the evolution of the combined
texture and level set algorithm. A level set is an evolving contour based on
curvature-dependent speed for propagating fronts. First proposed by Os-
her and Sethian, they are based on the use of Hamilton-Jacobi equations
for reconstructing complex shapes [5]. Chan and Vese (CV) extended
Sethian’s model by applying an energy minimization term instead of par-
tial differential equations (PDE) as a speed function to detect interior con-
tours [2, 3]. In the Chan-Vese model the cost function is developed as:

E(φ) =
∫

Ω
F(I(x,y),φ(x,y))dxdy +λ

∫

Ω
δ (φ(x,y))|∇φ(x,y)|dxdy (1)

where δ represents Dirac function and the first term in this equation refers
to the external energy, the image formation in the sense that the minimiz-
ing contour will favour locations of large gradient, the second term is the
internal energy, which is the length of the contour which is called a regu-
larization term.

F(c1,c2,φ) =
∫

Ω
(u0− c1)

2H(φ)dxdy

+
∫

Ω
(u0− c2)

2(1−H(φ))dxdy

+
∫

Ω
|∇H(φ)|

(2)

H is Heaviside function, c1 and c2 are the mean intensity values of inside
and outside of the contour respectively, which need to be re-calculated at
each iteration as:

c1 =

∫
Ω(1−H(φ(x,y)))(I(x,y))dxdy∫

Ω 1−H(φ(x,y))dxdy
(3)

c2 =

∫
Ω(H(φ(x,y)))(I(x,y))dxdy∫

Ω H(φ(x,y))dxdy
(4)

Texture analysis has been widely used for characterising the irregu-
larity in medical images and for extracting quantitative information not

Figure 1: Level set comparison on registered CBCT images and their
textured images for 5 patients; (a) LS on registered CBCT image, (b)
cropped region of interest in each patient of previous part and (c) cropped
region of interest when LS on textured images is applied (blue contour is
GTV and red contour is LS)

visible by eye (ref). In this work second-order texture features (n=14),
based on the grey-level co-currence method (GLCM) in [4], were calcu-
lated on the GTV region present on each CBCT. The pixel values on the
CBCT images were replaced by the texture feature values and these im-
ages used as the basis for CV level set evolution. Figure 1 shows examples
of the planning CT images and the contours produced by the approach on
the textured images and for comparison the original CBCT images.

Of the 14 features used the image produced by the sum of variance
(SoV) feature consistently produced the best results, which is shown in
Figure 1 where the blue contour is the clinical contour and the red contour
is the level set. These early stage results show our progress in this area
and have led to a more comprehensive study on data from 50 lung cancer
patients in which CBCT data is available at day 1 and day 10 of treatment.
The next phase of this work will involve establishing the best approach
for initialising the GTV on follow-up CBCT images and a comprehensive
approach for validating the tue extent of the GTV on these images.

[1] Lung cancer statistics. http://www.cancerresearchuk.
org/cancer-info/cancerstats/types/lung/. Ac-
cessed: 2015-02-11.

[2] Tony Chan and Luminita Vese. An active contour model without
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edges. In Scale-Space Theories in Computer Vision, pages 141–151.
Springer, 1999.

[3] Tony F Chan, B Yezrielev Sandberg, and Luminita A Vese. Active
contours without edges for vector-valued images. Journal of Visual
Communication and Image Representation, 11(2):130–141, 2000.

[4] R.M. Haralick. Statistical and structural approaches to texture. Pro-
ceedings of the IEEE, 67(5):786–804, May 1979. ISSN 0018-9219.
doi: 10.1109/PROC.1979.11328.

[5] Stanley Osher and James A Sethian. Fronts propagating with
curvature-dependent speed: algorithms based on hamilton-jacobi for-
mulations. Journal of computational physics, 79(1):12–49, 1988.
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Tumour Localisation in Histopathology Images

Shazia Akbar1

Stephen J. McKenna1

Lee B. Jordan2

Alastair M. Thompson3

1 School of Computing,
University of Dundee, Dundee, U.K.

2 Ninewells Hospital,
Dundee, U.K.

3 MD Anderson Cancer Center,
Houston, Texas, U.S.

1 Introduction

Tumour localisation is an important component of histopathology image
analysis such as immunohistochemical (IHC) scoring. Currently tumour
localisation is performed manually which is a time consuming task prone
to inter- and intra-observer variability. Specifically, tumour localisation
in breast tissue is a challenging problem due to complex visual structure
including ducts, lobules, fat and stroma. Currently no detailed guidelines
exist on how to visually identify tumour regions.

In this work, we considered estrogen receptor-stained tissue microar-
rays (TMAs) as an exemplar. Invasive tumour regions in thirty-two TMA
spots were manually annotated by an expert pathologist. Using these man-
ually acquired labels, we trained a system to automatically locate tumour
by modelling complex appearance of tissue in a rotation invariant manner,
suitable for histopathology images.

2 Method: Rotation Invariant Superpixel Pyramids

We investigated features based on superpixels [1] to localize tumour re-
gions (Figure 1). The intuition is that a superpixel-based representation
can retain information about visual structures such as cellular compart-
ments, connective tissue, lumen and fatty tissue without having to commit
to semantic segmentation at this level.

Figure 1: Image patch (left) and superpixel image [1] with each superpixel
rendered as the average RGB value of the pixels contained in it (right).

For each superpixel, we obtained a set of features to describe its geo-
metric and photometric properties as well as its adjacency relationship to
neighbouring superpixels. These features were normalized and concate-
nated to form a descriptor per superpixel. Extracted superpixel descriptors
were then quantized using a K-means dictionary to give superpixel visual
words. A circular window with radius r was positioned at the centre point
of the superpixel to be classified. Visual words of superpixels within the
circular window were histogrammed, resulting in a Bag-of-Superpixels
(BoS).

One of the main drawbacks of BoS is that it fails to capture informa-
tion about spatial configurations of superpixels. Therefore we propose a
method to retain spatial information in the form of annuli positioned in a
circular support window.

Spatial pyramids partition an image repeatedly to compute a BoW
histogram per cell or sub-region; in [3], sub-regions consist of square
grids and the representation is not rotation invariant. Instead we use a
Rotation Invariant Superpixel Pyramid (RISP) in which Spatial Bags-of-
Superpixels (S-BoS) are computed per level (Figure 2). In S-BoS, fre-
quencies of superpixel visual words are captured in a two-dimensional
histogram, where each row denotes an annulus. The number of annuli

Figure 2: Levels 0, 1 and 2 of RISP. The BoS representation is as level 0
after which partitions are applied iteratively according to p.
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Figure 3: Precision-recall curves for RISP, BoS, S-BoS, superpixel fea-
tures (SF), method as described in [2] (Gorelick) and superpixel autocor-
relograms (Corr).

grows exponentially with p in each level. By utilising circular rings, his-
tograms computed from each ring are rotationally invariant.

S-BoS histograms are computed per level and concatenated to form
a multi-scale RISP representation. To provide complementary local fea-
tures, the superpixel descriptor for the centre superpixel is also concate-
nated with RISP.

3 Results

Figure 3 shows RISP performing favourably compared with BoS, S-
BoS, superpixel autocorrelograms and a method proposed by Gorelick
et al [2]. RISP also resulted in better performance than classification of
superpixels features alone (SF) and RISP, suggesting contextual informa-
tion from surrounding superpixels contributes towards accurate tumour
classification.

Acknowledgements

This work was funded by the UK Engineering and Physical Sciences Re-
search Council (grant EP/J500392/1) and the University of Dundee.

[1] R. Achanta, A. Shaji, K. Smith, et al. SLIC superpixels compared to
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Hierarchical Classification of Ten Skin Lesion Classes

Carlo Di Leo, Vitoantonio Bevilacqua Department of Electric and Information Engineering,
Polytechnic of Bari, Bari,Italy

Lucia Ballerini, Robert Fisher School of Informatics,
University of Edinburgh, Edinburgh, UK

Ben Aldridge, Jonathan Rees Dermatology,
University of Edinburgh, Edinburgh, UK

This paper presents a hierarchical classification system based on the k-
Nearest Neighbors (kNN) classifier for classification of ten different classes
of Malignant and Benign skin lesions from color image data.

Our key contribution is to focus on the ten most common classes of
skin lesions. There are five malignant: Actinic Keratosis (AK), Basal
Cell Carcinoma (BCC), Squamous Cell Carcinoma (SCC), Melanoma
(MEL), Intraepithelial Carcinoma (IEC) and five benign: Melanocytic
Nevus / Mole (ML), Seborrhoeic Keratosis (SK), Dermatofibroma (DF),
Haemangioma (VASC), Pyogenic Granuloma (PYO). Moreover, we use
only high resolution color images acquired using a standard camera (non-
dermoscopy).

Our image dataset contains 1300 lesions belonging to ten classes (45
AK, 239 BCC, 331 ML, 88 SCC, 257 SK, 76 MEL, 65 DF, 97 VASC, 24
PYO and 78 IEC).

(a) AK (b) BCC (c) SCC (d) MEL (e) IEC

(f) ML (g) SK (h) DF (i) VASC (j) PYO

Figure 1: Examples of skin lesion images from the different classes used
in this work

The ground truth used for the experiments is based on agreed classifi-
cations by two dermatologists and a pathologist. Images are acquired us-
ing a Canon EOS 350D SLR camera. Lighting was controlled using a ring
flash and all images were captured at the same distance (∼50 cm) result-
ing in a pixel resolution of about 0.03 mm. Lesions are segmented using
the method described in [3]. Specular highlights have been removed [1].

The classification approach used in our research falls within the hi-
erarchical model. Our approach divides the classification task into a set
of smaller classification problems corresponding to the splits in the clas-
sification hierarchy. Each of these subtasks is simpler than the original
task, since the classifier at a node in the hierarchy need only distinguish
between a smaller number of classes. Therefore, it may be possible to
separate the smaller number of classes with higher accuracy and more
specialized properties. Moreover, it may be possible to make this deter-
mination based on a smaller set of features. The hierarchy is fixed a priori
by grouping image classes into two main groups. The first group contains
malignant and pre-malignant lesion classes (AK, BCC, SCC, MEL, IEC).
The second group contains benign lesions and some Melanoma (ML, SK,
MEL, DF, VASC, PYO). The two groups were constructed to enhance
classification between malignant and benign lesions but all lesions inside
a group have similar characteristics: benign lesions are brown or reddish
and are characterized by uniform color and a regular shape, while malig-
nant lesions have pink, white, red and brown colors, high color variation
within the same lesion, and random shapes. While all non-melanoma
skin lesions are well classified at the root node, some MEL have the same
brown color as ML and SK whose samples in the dataset are an order of
magnitude more common than MEL samples. This means that half of
MEL were misclassified as Benign lesions and this is why, to overcome
this problem, Melanoma lesions are classified in both of the two groups.
Thus, if a Melanoma is classified as a benign lesion by the first classifier,
it is still possible to correct the misclassification. Each of the 3 decision

Figure 2: Hierarchical organisation of our skin lesion classes

nodes uses a k-Nearest Neighbor Classifier (kNN).
In this work three different measures have been combined to calculate

the distance between lesions: the Bhattacharyya Distance, the Histogram
Intersection Distance and the Euclidean Distance. The features used in the
classification system are widely used features extracted from shape, color
and texture information [2]. The Bhattacharyya Distance has been used
for comparing the lesion’s mean color and covariance matrix [1]. The
color histogram provides information about the image’s color distribution.
It is invariant to image rotation and translation and tolerant to changes in
the image’s scale. A 3D color histogram uses the values of the three color
channels. Features using the Euclidean Distance come from six different
families: Texture features (extracted from the grayscale co-occurrence
matrix of color channel pairs as given in [1]); Shape-related Features
(Perimeter-Area Ratio, Form Factor, Ratio between the skin lesion area
and the area of the minimum bounding box, Eccentricity); Asymmetry;
Fourier Descriptors; ad hoc Color Ratio Features; Invariant Moments;
Histogram-based Descriptors [2].

Sequential forward feature selection (SFS) was applied for each clas-
sifier in the hierarchical system. SFS finds the features that maximize
classification accuracy for a given level.

Accuracy is 93% when discriminating malignant from benign lesions
and it reaches an overall classification accuracy of 67% over ten classes
of skin lesions, five malignant and five benign.

Malignant Benign

Malignant 491 (93%) 35 (7%)
Benign 115 (15%) 659 (85%)

Table 1: Confusion matrix on distinguishing between malignant and be-
nign classes: rows are true classes, columns are the selected classes. The
classification rate is inserted within brackets

[1] Lucia Ballerini, Robert B. Fisher, Ben Aldridge, and Jonathan Rees.
A color and texture based hierarchical k-nn approach to the classifi-
cation of non-melanoma skin lesions. In M. Emre Celebi and Gerald
Schaefer, editors, Color Medical Image Analysis, volume 6 of Lec-
ture Notes in Computational Vision and Biomechanics, pages 63–86.
Springer Netherlands, 2013. ISBN 978-94-007-5388-4.

[2] Carlo Di Leo. Design of a content-based medical image retrieval
and classification system for ten skin lesions classes. Master’s the-
sis, Polytechnic of Bari, 2013. URL http://dx.doi.org/10.
13140/2.1.4067.6644.

[3] Xiang Li, Ben Aldridge, Lucia Ballerini, Robert Fisher, and Jonathan
Rees. Depth data improves skin lesion segmentation. In Guang-
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Cardiac disease is one of the leading causes of death in Scotland [1]. 
Cardiac CT is a major non-invasive cardiac image modality, and is a 
promising technique for early detection cardiac disease. Images acquired 
by cardiac CT are critical for diagnoses, especially for coronary artery 
disease (CAD). However, cardiac images are often degraded by motion 
blurring induced by the heart beating during the CT scanning procedure. 
Beta blocker drugs are sometimes administered prior to scanning to 

reduce the patient’s heart rate, but these are contraindicated in some 
patients. 

In this work, we propose a new method for motion estimation and 
compensation for cardiac CT. Our aim is to reduce motion blurring, 
improving apparent temporal resolution and allowing patients to be 
scanned successfully at higher heart rates. The proposed method 
estimates motion of the entire heart, and then applies motion 
compensation. Therefore, we reduce motion artefacts not only in the 
coronary artery region, as in most other methods [2-3], but also in the 
myocardium region. 

 

Figure 1: Schematic representation of the proposed method. 

The complete method is represented schematically in Figure 1. On 
the left side of Figure 1, three half-scan images, 𝑓𝑎 , 𝑓𝑏 , and 𝑓𝑐  are 
reconstructed from the original CT scan data, centred at a target phase of 
interest. The motion estimation step uses these images to determine two 
dense warp fields, representing cardiac motion. On the right side of 
Figure 1, many partial images are obtained from the target image 𝑓𝑐 . 
These are warped using interpolated information from the motion 
estimation step, and summed to produce the final image. 

The motion estimation step comprises two stages. The first stage is a 
global non-rigid registration, following the method of Piper et al [4]. 
Each of the two images 𝑓𝑎  and 𝑓𝑏  is registered to the target image 𝑓𝑐 , 
producing two dense warp fields 𝑡𝑎 and 𝑡𝑏 representing cardiac motion. 
However, these transforms may not perfectly align vessels, particularly 
where motion artefacts are present. Therefore, we require a further stage 
of motion estimation, specifically targeting coronary arteries. 

In the second stage of motion estimation, we segment fragments of 
coronary vessels from the three half-scan images 𝑓𝑎, 𝑓𝑏 , and 𝑓𝑐 , before 
transforming them to the space of 𝑓𝑐  using the initial motion estimates 𝑡𝑎 
and 𝑡𝑏. We then apply a medial axis transform to each set of vessels to 
obtain centrelines, and match those centrelines to obtain corrective 
vessel motion estimates.  

Vessel segmentation is performed in a region containing the 

myocardium and coronary arteries, obtained using an atlas-based 

segmentation method [5]. We use a simple classifier with MRF spatial 

constraints to identify contrasted vessel areas within this region. This 

approach allows fragments of arteries to be detected, even in cases with 

severe motion artefacts. 

Vessel matching is formulated as a discrete optimization problem 
between vessel centrelines of the target phase (from 𝑓𝑐), and a second set 
of centrelines (from either 𝑓𝑎  or 𝑓𝑏 ). Unary costs minimize the total 
Euclidean distance between matched points, and pairwise costs 
minimize lengthwise distortion of the matched vessels. Once the vessels 
have been matched using a suitable optimizer, we create two further 
dense warp fields, representing local vessel displacements. The global 
and local motion estimates are combined to give two final warp fields 
𝑤𝑎 and 𝑤𝑏. 

In the motion compensation step, we use the Fourier transform of 
the target image 𝑓𝑐  to generate many partial images, following the 
method of Pack et al [6]. Each of these images is obtained from a very 
small angle of rotation, and therefore has good temporal resolution. We 
warp each of these images using interpolated motion information from 
𝑤𝑎 and 𝑤𝑏, and sum the results to obtain the final motion compensated 
image. 

The proposed method has been verified using ten cardiac CT 
datasets, with heart rates ranging between 67.6 and 106.5 beats per 
minute. The data were acquired at Rigshospitalet, Copenhagen, 
Denmark, using a single-source 320-row scanner (Toshiba Aquilion 
ONE™). 

Figures 2 and 3 show axial view images before and after motion 
compensation. Motion artefacts are visibly reduced in the coronary 
artery regions, particularly on the right coronary artery. Figure 3 also 
shows improvements in the sharpness of calcium deposits. 

 

Figure 2: Right coronary artery scanned at 67.6 bpm. Left image with no 
motion compensation; right image with the proposed method. 

 

Figure 3: Right coronary artery scanned at 106.5 bpm. Left image with 
no motion compensation; right image with the proposed method. 
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Time-series fluorescence microscopy is a tool commonly used in the re-
search of synaptic membrane physiology and synaptic vesicle recycling
function [2, 3]. The goal of this type of imaging is to record the changes
in fluorescence of a population of synapses from cultured central ner-
vous system neurons in response to changing stimuli. These fluorescence
changes are then used to infer activity occurring within the synapses.

The analysis of the raw time series image data requires significant
work to obtain these final synapse fluorescence measurements, with a
large proportion of this work invoked manually (see Figure 1). Image
processing tools such as FIJI/ImageJ[4, 5] are commonly used to carry
out the individual operations. The system described here is our current
progress in automating some of this analysis work.

Figure 1: Regions of Interest (ROI) are selected from time-series fluo-
rescence microscopy images (top) to produce intensity profiles (bottom).
The intensity profile shown is the normalised mean intensity over all ROIs
in a single assay. Intensity data from prior work by the Cousin group[1].

The existing steps in image processing can include the following, af-
ter the time-series image data has been acquired:

1. Image registration: The frames of the time-series of images are
aligned to correct for drift if necessary using FIJI and StackReg/
TurboReg[6].

2. Region Of Interest (ROI) candidate selection: Potential synapses
are identified and marked manually using FIJI.

3. Measure ROI intensities: The intensities of the set of ROIs over
the time-series of frames is extracted using FIJI.

4. Filter ROIs: The ROI set is filtered to exclude unhealthy synapses
and image artefacts, based on the observed intensity profile of each
candidate ROI.

5. Obtain normalised mean ROI fluorescence: The mean intensity
profile of the filtered ROI set is calculated.

6. Correct for photo-bleaching: Fluorescent markers can decay over
time and in response to imaging. This effect is corrected by sub-
tracting an exponential fluorescence decay curve from the mean
intensity profile.

7. Aggregate assays: Multiple replicates of the same assay are then
aggregated to provide mean and standard error ROI intensity pro-
files for synapse behaviour. protocol being tested.

The aggregated result is then subject to further statistics and process-
ing, depending on the experiment being performed.

While some of the above processing steps could easily be automated,
there is sufficient human input required that the resulting ROI intensity
profiles would be suboptimal. Our work here has been both to develop
components which automate steps of the sequence above, and to develop
means of quantifying the effectiveness of the automation results.

To this end, we have developed a batch processing system to run im-
age analysis routines over a large set of previously acquired imaging data
from the Cousin group. As this data has already been processed manu-
ally, the effectiveness of our automation can be scored against the existing
processing results.

The system currently uses both raw and aligned time-series image
data, with matching manually acquired ROI sets. From these it allows
the researcher to rapidly explore choices in ROI dimensions to obtain the
cleanest signal in the resulting ROI intensity profiles.

We are currently also automating the ROI candidate selection step.
We are exploring a range of approaches here and testing them against the
available manually selected ROI sets. Robust solutions found here will be
integrated into the batch processing system.

In addition to improving the throughput of image analysis, our soft-
ware allows for multiple analysis techniques to be attempted on each
dataset, to rapidly search for a set of operations which best suits the data.
For example, there are a number of options for image registration, the best
of which to use depends on the dataset, and is difficult to judge quanti-
tatively before the downstream filtered mean ROI intensity profiles had
been obtained. This can be prohibitively time-consuming to do manually.

Finally, the batch processing system generates intermediate, exploratory
and final results in a browsable web format, allowing the researcher to
view the results of the available processing choices, and quickly review
an archive of prior experimental results.

The system is Java based, making it platform independent and able to
natively use components of the also Java based ImageJ/FIJI.
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Human diseases are often associated with dysregulated gene expression 
and alteration to specific DNA sequences. This association is 
particularly strong in cancer: changes to the expression level of key 
genes, particularly tumour suppressors and oncogenes, and widespread 
genetic mutations are considered “hallmarks of cancer” [1].  

Such alterations are generally associated with both genetic insults – 
such as single nucleotide mutations, deletions and insertions – and 
chromosomal instabilities, which result in translocation and variation in 
chromosome copy numbers [1,2]. 

Understanding which alterations are robustly associated with 
specific cancers is fundamental to develop targeted therapies. 
Unfortunately, this understanding is hampered by heterogeneity: cells 
extracted from different parts of a tumour have been shown to carry 
different mutations [3] and detailed analyses of recurrent chromosomal 
instabilities can be challenging [2]. 

Assessing heterogeneity is therefore crucial to develop better 
therapies. However, three major obstacles limit our potential to measure 
heterogeneity in vivo. First, experimental and computational limitations 
constrain our ability to measure heterogeneity at a single cell resolution 
using DNA sequencing. Second, cell culturing may affect the 
heterogeneity of a tumour as different clones may react differently to 
microenvironment changes. Third, a cytogenetic analysis of 
chromosomal rearrangements is a lengthy and laborious process that 
produces results that can be difficult to quantify numerically [2]. 

To party overcome these limitations, we developed a 
methodological pipeline based on spectral karyotyping [4] that allows an 
automated comparison of heterogeneity in different cell lines. 

Spectral Karyotyping and Fluorescence In Situ Hybridization (SKY-
FISH) can be used to identify the DNA material associated with 
different chromosomes in a metaphase spread [4]. By using a dedicated 
microscopy environment is then possible to obtain a false-coloured 
image for each metaphase spread (Figure 1, Top). After acquisition, this 
image is transformed into a vector containing the percentage of DNA 
material associated with each chromosome. Repeating this procedure for 
multiple cells allows then the assessment of the chromosomal variation 
in a given cell line. 

After image acquisition, we aimed at assessing the noise associated 
with the experimental procedure. To this end, we measured the 
variability of chromosomes in a normal cell line and discarded the 
chromosomes whose percentage displayed a variation above a 
predefined threshold. While this filtering limits the amount of 
heterogeneity that can be measured, it allows us to produce more robust 
results. 

 Assuming that 𝑀  chromosomes have been retained, a cell line 
composed by 𝑁 metaphase spreads is summarised by a 𝑁 ×𝑀 matrix. 
We consider each of the 𝑁 rows as a point in a 𝑁-dimensional space and 
use the volume of the convex hull induced by these points to measure 
the heterogeneity of a cell line: heterogeneous cell lines with large 
variability in chromosome percentages will produce larger volumes. 

While a direct use of the volume is possible, we introduced two 
correction mechanisms to improve the robustness of our results and to 
produce results that are more easily interpretable. To control for the high 
dimensionality of the data, we normalized the volumes by taking its 𝑁th 
root. To correct for the bias due to different population sizes, we used a 
bootstrapping method: for each cell line, 𝑁 + 1 cells were selected at 
random 1000 times, and each time the normalized convex hull was 
computed. The heterogeneity of two cell lines was then compared by 
taking the ratio of their associated median normalized volumes (Figure 
1, Bottom). The computational analysis described was implemented in R 
to improve its portability [5]. 

Our method was reproducible and correctly derived the 
heterogeneity hierarchy of previously studied cell lines. 

Finally, we explored the consequence of a drug treatment on 
heterogeneity and found an increased value, suggesting that treatments 
may have undesirable side effects. 
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Figure 1. Automatic heterogeneity assessment from a collection of 
spectral karyotypes of two different cell lines. 
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Features of the retinal vasculature, such as the Artery Vein Ratio (AVR) 
[1], are candidate biomarkers for systemic diseases like hypertension, 
arteriosclerosis and cardiovascular disease [2]. In population studies, it 
is important to automate the process of computing the AVR in order to 
ensure an objective quantification of its value and to avoid the time cost 
of having a trained observer manually annotating large numbers of 
images to produce such measures. A reliable measure of the AVR is 
based on the correct estimation of the blood vessel widths and on the 
correct classification of vessels in arterioles and venules. In this paper 
we focus on this second task in the particular case of ultra-wide field of 
view (UWFoV) scanning laser ophthalmoscope (SLO) retinal images 
[3]. 

Two sets of images are used in this study. The first set, Dundee, 
comprises 40 UWFoV images that underwent a stereographic projection 
[4]. Six arterioles and six venules in zone B [5] were manually labelled 
by two trained observers achieving perfect agreement. The second set, 
WIDE [6], comprises 15 UWFoW, non-reprojected, scaled down by a 
factor of two, images. In this case, the entire retinal vasculature was 
annotated by two trained observers. The images were rescaled to their 
original size before further processing.  

The binary vessel maps of all the images were extracted using the 
segmentation technique detailed in our previous work [7]. In the Dundee 
dataset 15 vessels (9 arterioles and 6 venules) were not properly 
segmented, thus discarded, leaving us with 465 vessels in total for 
further analysis. In the WIDE dataset, respectively 16, 24 and 20 vessel 
segments (i.e., parts of vessels between two junction, crossing or end 
points), were randomly sampled for our analysis in three concentric 
regions of each image: zone B, central part (annulus between 1.5 and 5.5 
optic disc diameters from the optic disc centre) and periphery (rest of the 
image). The sampling process was constrained only by the requirement 
of selecting an equal number of arteries and veins, with no ambiguity in 
vessel labels, from each image.  

 

Figure 1: Example of image from WIDE dataset (top) and the binary 
map obtained after the segmentation of blood vessels (bottom). 

A set of 76 features was extracted from each pixel of the vessels 
according to the guidelines in [8], taking into consideration the 
substantial differences of SLO images with respect to conventional 
fundus camera images: the blue channel, hence the saturation, of SLO 
images is entirely set to 0 and the scale of vessel widths is considerably 

smaller due to the different image resolution. Twenty additional features 
representing the vessel cross-sectional profile at the pixel in question in 
the red and green channels of the RGB image were also added to form 
the final 96-feature-long feature vector. 

The results of a leave-one-image-out cross-validation on the two 
datasets using a Linear Bayes Classifier are reported in Table 1. The 
vessel labels were computed by thresholding the average of the 
artery/vein likelihood of all the pixels belonging to the vessel. Values of 
accuracy of the same analysis performed using linear and non-linear 
SVM’s, K-Nearest Neighbour and Parzen Classifier were lower than 
those shown in Table 1, therefore omitted.  

 

Dataset Dundee 
WIDE 

Zone B Central Periphery Total 

Pixel 
Accuracy 

0.804 0.705 0.730 0.713 0.722 

Vessel 
Accuracy 

0.865 0.726 0.777 0.767 0.765 

Table 2: Accuracy values of artery / vein classification on the two 
datasets. 

The results of this preliminary study are promising given the 
challenges posed by the resolution of UWFoV SLO images and 
intrinsically by the acquisition modality. The wavelengths of the laser 
used by the ophthalmoscope to scan the retina are not optimized to 
differentiate between arteries and veins. The lowest accuracy on the 
WIDE dataset can be explained by the initial downscaling that had been 
applied to the images. This procedure makes many of the features 
extracted less discriminative for our purpose. On the other hand it is 
worth noting that the accuracy values for the WIDE dataset do not 
decrease dramatically when analysing vessels in the periphery of the 
images. This will certainly prove useful for the extension of biomarkers 
studies to the entire field of view that only UWFoV SLO retinal images 
can provide.  

The analysis of the vasculature morphology, especially at junctions 
and crossing points between vessels could significantly improve results 
of artery/vein classification and the separation of the artery and vein 
trees in retinal images in the future. 
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Phenotype imaging from screens and at the smaller scale from wet lab
specialists in model organisms are critical assets for translational research
providing insight into human disease and abnormalities. High-throughput
imaging is now accessible to bench biologists such that individual re-
search groups are able to produce significant quantities of images and
several large consortia are generating mutant and gene knockouts to an-
notate genotype at a genomic scale.

Advanced techniques in optical microscopy for histopathology like
OPT and other non-focal modalities like OCT, µMRI and µCT have been
developed to acquire images in full 3D to complement LacZ staining of
whole mounts and high-resolution histology sections. The number of
images is growing, for example there are 750k public 2D and 3D im-
ages for the mouse and there will be similar for Zebrafish generated by
the Wellcome Trust Sanger Institute alone, and the large-scale studies of
mouse gene-expression (e.g. EurExpress [2]) have delivered 1-2M im-
ages. These will be dwarfed by the image generation in laboratories small
and large across the globe, which will remain inaccessible without support
for federation.

There is a need to acquire, manage, analyse, mine, visualise and ac-
cess remotely the vast amount of images and images annotations pro-
duced even by few biological experiments [8]. Several collaborative bio-
imaging platforms like OMERO [10], Bisque [5] and BioIMAX [6] have
been developed focusing on openness, interoperability, extensibility and
scalability but they do not provide overarching query capability or annota-
tion tools aimed at bench biologists, nor do they bridge between molecule
level resources such as Ensembl and images. The provision of seman-
tically meaningful annotation of the content of the images, and spatial
markup is key to discovery, reuse and integration with phenotype anal-
yses, gene expression data (in situ and sample based) and ‘omics’ data.
This can be achieved manually by expert curators or automatically by
pattern-based algorithms, but this is often out of the reach of biologists
and again is not addressed by platforms such as OMERO.

There are currently multiple reference repositories where images on
model organisms can be retrieved (e.g., eMouseAtlas [1]). While each of
these resources provides advanced tools to query their contents, there is
currently no standard mechanism for bench biologists to index and mine
multiple public bioimage resources in order to retrieve interesting pheno-
types and integrate these with other spatially organised or genomic data
(query analysis suggests most phenotype search is via a gene query).

The PhenoImageShare (PhIS) platform will address these issues by
providing species, domain and imaging technology neutral toolkits with
unified open access views for complex image annotations, sharing, dis-
covery and query for federated biological images supporting phenotype
descriptions. Web-based tools enable biologists to search for images, and
subsequently semantically annotate them. Annotations consist of a visual
element that highlights the region of interest (ROI) to which the annota-
tion applies, a series of ontological terms that semantically describe the
ROI and an optional free text description. The ontologies available to
annotators include anatomy ontologies (e.g., UBERON [7] and EMAP
[9]) and phenotype ontologies (e.g., Mammalian Phenotype [3]). Extra
anatomical terms can be inferred from the supplied phenotype terms us-
ing bridge ontologies provided by the Monarch Initiative [4].

At registration, PhIS does not store the images nor their technical
properties, but instead records the associated genotype information and
annotations, as well as metadata such as the image’s public URI. PhIS
organises and indexes the metadata, and user generated annotations, in a
semantically meaningful manner that allows for images of interest to be
discovered. The search functionality supports multi-token free text search
with auto suggest, as well as faceting to enable browsing, or filtering, of
the PhIS dataset. Queries can be bookmarked and shared between col-

Figure 1: PhIS GUI: searching for corneal opacity; facets and filters (on
left) allow further exploration of results.

leagues.
In the latest PhIS closed beta prototype (open beta due in April) only

the search facility is supported, with the annotation functionality sched-
uled for a summer release. Currently PhIS contains over 94k images;
93% are phenotype images, the rest are gene expression. The majority
of images (96%) are captured with X-ray illumination, the remainder are
from macroscopy (2.3%) and various types of microscopy. In subsequent
beta releases fly gene expression data will be added. Work is ongoing to
extend the platform to support histopathology data too.
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In automatic and semi-automatic retinal image analysis (RIA) conclusions
drawn from measurements or classifications or retinal vessels must very
often consider the venular and arteriolar networks separately, for instance
estimating the arteriolar to venular ratio (AVR) [4], making artery-vein
classification (AVC) a task of fundamental importance [5, 6]. Using a
rigorous protocol we aim at the same time to provide an efficient clas-
sifier that is able to discriminate the two classes yielding high accuracy
(> 90%) and to identify a small subset of features sufficient to achieve
such precision.

We considered 74 image features, substantially more than used in
the literature reviewed, within a learning framework designed to provide
unbiased and reproducible results [1].

In our experimental protocol, an experiment is a multi-step procedure
considering one unique pair of feature selection (FS) and classification
(CL) algorithms and a model is a specific assignment of parameter values
for a fixed pair of FS-CL algorithms. We perform a total of 20 experi-
ments, one for each pair of 5 FS and 4 CL algorithms. In each experiment,
we split the dataset in three chunks: Xtr for training a given model, Xvd
for validating it, and Xts for evaluating the performance of the best clas-
sifier (for each experiment, the one corresponding to the model achieving
minimum validation error), retrained on the union of the first and the sec-
ond chunk. As each vessel is subsequently assigned a label (A or V) by
majority voting from the labels of its component pixels, pixels are as-
signed to chunks in vessel groups: either all pixels belonging to a vessel
are assigned to a chunk, or none is. The procedure is implemented using

Figure 1: The pipeline implemented by the PyXPlanner framework.

the PyXPlanner framework1. The FS algorithms included a filter method
based on the ranking obtained from a 1-way ANOVA test (features are
ranked individually based on their ability to discriminate between the two
classes), manual selection of features based on the distribution of values
(those features whose distribution appeared to be the result of the mix-
ture of two different distributions), Lasso and Elastic Net [7] (both used
as filters, i.e. the list of features was determined based on which com-
ponents of the β vector were different from 0). FS algorithms included
Ordinary Least Squares (OLS), Regularized Least Squares (RLS), Linear
SVM (LSVM) and Logistic Regression (LR) [3]. All these CL algorithms
were also tested without performing any feature selection, i.e. using the
full set of features, in order to assess the effect of the FS step (the “no FS”

1The latest version is available at https://bitbucket.org/oettam/
pyxplanner

row in Table 1). An even smaller subset of features was identified using a

FS vs LRN OLS RLS LR LSVM

no FS 0.948 0.946 0.954 0.952
VI 0.94 0.94 0.948 0.949
filtKbest 0.946 0.945 0.954 0.949
ENET 0.946 0.946 0.954 0.952
LASSO 0.942 0.943 0.952 0.95

Table 1: Classification accuracy on vessels obtained on one of the two
dataset.

slightly different procedure, as described in [2], which returns nested lists
of features exploiting the characteristics of a method based on the mini-
mization of a `1`2 penalized functional, where the amount of correlation
can be controlled by assigning different weights to the `2 penalty.

Although slightly less precise, the list of features returned by this
procedure is consistent with previous results, as the features selected are
the ones related to the green and red color levels, as well as the central
reflex ratio, which are actually used by physicians to discriminate between
the two types of vessels when visually inspecting retinal images.

With the extensive feature set and amount of vessels used, we found
that FS increases accuracy only marginally, possibly as several colour
features in our set may be correlated. However FS reduces the complexity
of the final classifier as it determines the best smallest feature set. Good
accuracy is achieved with as few as 9 features, in line with results reported
by other authors. The two combinations that yield the best results on the
two datasets use the same classification algorithm (Logistic Regression)
but different FS algorithms (either no FS, filterKbest or Elastic Net for the
first dataset and Visual Inspection for the second one); however, those FS-
CL combinations yielding the best results for the first dataset still perform
very well on the second one.
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Simple and accurate evaluation of cell cytotoxicity of compounds is 
meaningful in drug discovery industry. A desired cell cytotoxicity 
assay should be cheap, simple, fast, sensitive, accurate, and universal. 
Other desired properties also include simple instrumentation and non-
toxic reagents. In addition, the assay should be easily adapted to high-
throughput screening. None of current running cytotoxicity assays 
meets all of these qualities. 

In this study, we are aiming to develop a new method of cell 
cytotoxicity assay. We applied cell cytoplasm localized fluorescent 
probes LLF-17 to stain cells. Under fluorescent microscopy, healthy 
cells are imaged as the uniform phenotype of being bright cytoplasm 
with hollow nucleus. When cells are induced dead, they are imaged as 
bright cytoplasm and nucleus. With this property, a thresholding 
method is derived to analyse images and present cell viability. This 
offers a simple and accurate cell cytotoxicity assay. 

 

       

Figure 1: Cytosolic distribution of LLF-17 in various cancer cells 
under fluorescent microscopy. 

 

      

Figure 2: Cytosolic distribution of LLF-17 in various cells under 
fluorescent microscopy. 

 

 

 

 

 

 

 When analysing the cell viability, instead of counting the number 

of cells one by one, we try to calculate the pixel numbers of the area of 

cells. The main idea of our method is to separate and calculate the pixel 

number of dead cells and all cells respectively by thresholding, and 

then we can get the proportion of our two kinds of cells.  

Since it’s easier to process black & white images rather than colour 
images, first we transfer all our images into grey-scale. Then we’ll do 
some noise removal and contrast enhancement so we can observe our 
images better. Considering the black background of our high-contrast 
images, we can separate the area of all cells by simply choosing an 
appropriate threshold using the Otsu’s method. After that, our problem 
becomes how to distinguish dead cells from healthy cells. From the 
images we can see that dead cells are brighter than healthy cells, which 
means dead cells have higher grey level than healthy ones. Using this 
property, we can separate these two kinds of cells with a high accuracy 
by thresholding.  

      

        Figure 3: Mathematic process to calculate the rate of dead cells. 

Pictures from up to down, left to right are original image, high contrast 

image, dead cells image and total cell image.         

 

In this study, we develop a cell cytoplasm localized fluorescent probe 

to discriminate healthy and dead cells, and recognize the cell viability 

by thresholding method. This method can be used to measure drug 

induced various modes of cell cytotoxicity. This new method shows it 

advantage of simple, fast, accurate, simple instrumentation, which 

show the potential to be widely used in drug toxicity screening. And in 

our future work, when dealing with different modes of cell death, we 

may try match filter method for presenting cell viability. 

 

This is a joint work with Dr Huaqing Cui from Chinese Academy of 

Medical Sciences and Dr Zhengwei Shen from University of Science 

and Technology Beijing. 
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Volumetric quantification of white matter hyperintensities (WMH) 
from structural Magnetic Resonance Imaging (MRI) is challenging. In 
addition, this task may be affected by subtle inhomogeneities in the 
magnetic field (also known as bias field), which alter structural MRI 
intensity levels. We investigated how much correcting for such 
inhomogeneities – an operation known as bias field correction (BFC) – 
influences longitudinal measurements of WMH volumes in brain MRI 
of patients with minor stroke. 

 

METHODS 

 

We used brain structural MRI from 46 mild stroke patients obtained 
at stroke onset and 3 years later. We tested three commonly used 
methods to correct for spatial low-frequency intensity variations due to 
magnetic field inhomogeneities: N4 [1], FSL-FAST [2] and the 3D 
exponentially entropy driven homomorphic unsharp masking (E2D-
HUM) [3]. The WMH median volume change over 3 years was obtained 
using a validated method (MCMxxxVI) [4], independently at both time 
points (i.e., after correcting and not correcting for magnetic field 
inhomogeneities). We quantitatively and visually analysed the effect of 
each method on the image intensities and on the measured WMH 
change. 

First, we assessed the difference in the variance-to-mean ratio 
(VMR) between time points, and bias field corrected vs. uncorrected 
FLAIR, T2*W and T2W with the three BFC methods after optimising 
their performance. The highest sensitivity and best efficiency in our 
sample was obtained with 5 and 6 classes for FSL-FAST, the default 
parameters for N4 and the cut-off frequency of the low pass Butterworth 
filter equal to 0.001 for E2D-HUM. 

The difference in the VMR is defined as:  

 ∆𝑉𝑀𝑅 = (
𝜎𝐵𝐹𝐶
2

𝜇𝐵𝐹𝐶
) − (

𝜎𝑜𝑟𝑖
2

𝜇𝑜𝑟𝑖
), (1) 

where 𝜎𝐵𝐹𝐶
2  and 𝜎𝑜𝑟𝑖

2  (resp., 𝜇𝐵𝐹𝐶  and 𝜇𝑜𝑟𝑖) refer to the variance (resp., 
mean) of the intensity in the corrected and original images, respectively. 

Next, we assessed the effect of the BFC method that more consistently 
performed throughout the sample on the measurement of the volumetric 
change in the WMH. 

 

RESULTS 

 

Effect of the correction for spatial intensity variations 

 

The smallest difference in the variance-to-mean intensity ratio on 
normal tissue between BFC and uncorrected images was obtained with 
E2D-HUM applied after extracting the ICV. These differences in 
intensity ratio on baseline images are 0.08 (IQR=0.10) for baseline and 
0.16 (IQR=0.07) for follow-up images, which represented no significant 
difference (p=0.003). The biggest difference was obtained when the 
three methods were applied to the original follow-up T2-weighted 
images (i.e. without previous extraction of the ICV or stroke lesion): 
36.28 (IQR=15.79; p<0.001) with FSL-FAST, 16.35 (IQR=7.45; 
p<0.001) with N4 and -3.42 (IQR=2.67; p<0.001) with E2D-HUM. 
However, the results from the analysis of ΔVMR were generally good 
and consistent with all the three methods, these being consistently 
significant across all tests for FSL-FAST. 

 

Effect of BFC on WMH volume change 

 

We found that the WMH change with BFC done with FSL-FAST 
differed from that without BFC. With BFC, the volume of WMH 
existent only at baseline was 3.12 ml (IQR 2.86) and at follow-up was 
7.65 ml (IQR 5.60); without BFC these were 3.25 ml (IQR 4.35) and 
6.23 ml (IQR 11.05), respectively (p=0.54). The proportion of WMH 
that disappeared or were unchanged after 3 years was almost the same 

regardless of the bias field correction operation (r = 0.24 and 1.07 
respectively with BFC vs. r=0.23 and 1.26 without).  

As the Bland-Altman analysis shows (Fig. 1), although the 
difference in the WMH volume change is within the 95% confidence 
interval (CI), it is not possible to state that there is a good volumetric 
agreement between results when BFC was and was not applied. 

 

Figure 1: Bland-Altman plot comparing the performance of MCMxxxVI 
at both time points using images corrected (m1) vs. not corrected for 
inhomogeneities in the magnetic field (m2). The red line indicates the 
mean % difference between the outcomes of m1 and m2 and the pink 
lines limit the confidence interval. 

 

CONCLUSION 

 

From the three BFC methods applied, FSL-FAST gave more 
consistent results regardless of the WHM load and size of the stroke 
lesion, as it distorted less the intensity levels. 

BFC influences individual measurements of WMH change. 
However, the overall proportion of WMH that newly appear, decrease 
and disappear at follow-up with respect to baseline may not be 
significantly affected. 
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Optical Projection Tomography (OPT) microscopy is a relatively new 3D
imaging modality [4]. It has an effective resolution of 5µm to 10µm and is
ideally suited for specimens between 0.5mm and 10mm. Recently OPT
has been used to image colorectal polyps. The analysis of these images
is currently performed visually and the classification of polyps exhibits
variability depending on the experience and awareness of the experts [1].
We investigate automated analysis of polyp regions to assist pathologists
in colorectal cancer diagnosis.

To model the underlying patterns of image regions, accurate annota-
tions are desirable. However the volumetric images of polyps are large
(10243 voxels); while high resolution brings us considerable detail, diffi-
culty arises in obtaining annotations. In our dataset, a polyp typically ex-
tends across 700 ∼ 800 slices and about 0.5 billion voxels in total. Fully
delineating 3D regions slice by slice is tedious and time-consuming.

We investigate an alternative approach based on partial, sparse, in-
complete annotations. We propose a learning framework for partially
annotated OPT images, for the task of classifying dysplastic changes in
colorectal polyps. More specifically, the objective in this paper is to dis-
criminate between image patches that contain low-grade dysplasia (LGD)
and image patches that contain invasive cancer. This is a first step towards
the goal of automated polyp analysis.

(a) (b)

Figure 1: OPT colorectal polyp images with (a) region annotation and (b)
partial annotations.

Different forms of partial annotation can be appropriate for different
image modalities and applications. In this paper, we consider partial an-
notations consisting of just one click or a few clicks in the 3D polyp region
of interest (as shown in Fig. 1(b)) as an alternative to the stronger annota-
tion shown in Fig. 1(a). The annotation effort required is quite different.
Our goal is to reduce the annotation efforts while achieving good classi-
fication performance. In addition, learning should scale well making it
suitable for high-resolution volumetric images.

In supervised classification settings, locations outside annotated re-
gions are usually ignored during training because the corresponding class
labels are considered unknown. However, for images annotated with a
partial annotation protocol, the annotations carry information about the
class membership at unannotated locations. We refer to 3D windows as
patches. Patches in the training set at locations with annotated (known)
class labels are referred to as reference patches. Patches near to them (in
terms of displacement or distance in feature space) are referred to as can-
didate patches. Let xi ∈Rd , i = 1, · · · ,N denote a feature vector extracted
from an image patch indexed by i. We assign the label yi ∈ {1,−1} if the
i-th feature vector is from a reference patch; otherwise we set yi with a
confidence-rated label:

yk = a(Sk,Sr)yr, (1)

where a(·, ·) ∈ (0,1] is a measurement of affinity between two image

patches; yr ∈ {1,−1} is the label of reference patch. The absolute value
of yk can be viewed as a confidence measurement.

We form the ranking model by optimizing a regularized margin-based
problem:

min
w,b

λ
2
||w||2, (2)

s.t.
1
yi
(wT xi +b)≥ 1, ∀xi ∈ X, (3)

wT xi−wT x j ≥ Ri j, ∀xi ∈ X+,x j ∈ X−, (4)

where X+ = {xk : 0 < yk < 1} and X− = {xk : −1 < yk < 0}. Ri j is the
pairwise contextual relevance of two patches Si and S j:

Ri j =
a(Si,Sir)a(S j,S jr)

a(Si,Sir)+a(S j,S jr)
, (5)

where the patches Sir and S jr are the reference patches of Si and S j re-
spectively; λ is the regularisation parameter. We tackle the primal form
directly with a recently proposed efficient stochastic gradient method,
SAG [3]. This method enables us to learn features online and with mini-
mal storage cost.

The approach was evaluated on a dataset with 59 3D optical projec-
tion tomography images of colorectal polyps. The results showed that
the proposed method can robustly infer patterns from partially annotated
images with low computational cost. The implementation details as well
as evaluations of different affinity measurements and loss functions are
described in the paper [2].
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Weakly Supervised Feature Learning for Colonoscopy Image Classification
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In this paper we concentrate on classifying colonoscopy images into
2 classes: abnormal and normal. Abnormal images contains one or more
lesions (e.g. polyps, adenomas); normal images contains none and show
healthy colon wall.

The approaches proposed for colonoscopy image analysis are mainly
focussed on identifying appropriate features; various hand-crafted fea-
tures such as Root-SIFT (rSIFT) [1, 9], color histograms [8], Local Binary
Patterns (LBP) [9], Local Ternary Patterns (LTP) [9] have been explored.
However, these hand-crafted features may not be optimally discriminative
for classifying images from particular domains (e.g. colonoscopy), as not
necessarily tuned to the domain’s characteristics.

Recent feature learning approaches, e.g. [2, 4, 11, 14], learn domain-
specific discriminative local features and report improved performance
compared to hand-crafted features in various applications, e.g. medical
image segmentation [2], natural image retrieval [10, 11] and/or feature
point matching [4, 14]. These approaches use labelled data for learning;
e.g, Becker et al. [2] uses manual region-level segmentations to learn fil-
ters for curvilinear structure segmentation in retinal and microscopy im-
ages, Winder et al. [4, 14] learn the configurations of the local descriptor,
such as the number of orientation bins, the pooling regions, using a train-
ing set comprised of matching and non-matching feature pairs.

Since obtaining annotations in the form of region-level labels or
matching and non-matching feature pairs for training set is a difficult,
time-consuming task, we propose a novel discriminative feature learning
approach which uses only the weakly-labelled data, namely image-level
labels. Requiring image-labels instead of region-level labels or matching
and non-matching image patch pairs makes annotations less expensive,
hence more feasible in practice. Comparative experiments shows that our
learned features outperform widely applied feature descriptors such as
LBP, SIFT, Random Projections, and color histograms.

Methodology

We characterize an image Ii by a set of local features {xi j}, j = 1, . . . ,Ni,
where Ni is the number of local features in Ii. Our goal is to learn the local
features as well as an image-level classifier based on the given training
data, which is formed by the set of tuples D= {Ii,yi}, i= 1, . . . ,M, where
M is the number of images in D, and yi ∈ {0, . . . ,C}, where C is the
number of classes.

In the following, first we describe the structure of the proposed fea-
ture, and then the max-margin optimization framework created to learn
the feature parameters. We call the learned feature “Extended Multi-
Resolution Local Pattern" (xMRLP).
Extended Multi-Resolution Local Patterns (xMRLP) Let Ii j be the
intensity of the jth pixel in the ith image. Let Is

i j, s = 1, . . . ,d, represents
the intensity value at the s-th sampling point in the pattern (Figure 1)
around the jth pixel of image Ii (e.g. d = 24 in Figure 1). We define
xi j ∈ Rd as the xMRLP descriptor vector at pixel j in image Ii using the
multi-resolution sampling pattern with d sampling points:

xi j(a,τ) =




Ii j + a1I1
i j + τ1

...
...

...
Ii j + adId

i j + τd


 (1)

xMRLP contains two sets of parameters, a and τ , which has to be
learned from the training data; a weight the importance of the neigh-
bourhood pixels, while τ are the bias in different directions. xMRLP
is inspired by the success of LBP for colonoscopy image classifica-
tion [9]. LBP is a special case (binarized version) of xMRLP where
as = −1 and τs = 0, ∀s. To learn the parameters a and τ , we propose
a max-margin framework based on the image-to-class (I2C) distance.
Image to class distances The I2CD was first introduced by Boiman et al.
[3]. It requires no training phase, and classifies an image by comparing
its distance to different classes. The relaxed version of I2CD of an image

Figure 1: An example
sampling pattern.

Figure 2: Example images: Abnormal (top),
Normal (middle), and Uninformative (bottom).

Ii to a class c can be given as:

Dic =
1

NiP

Ni

∑
j=1

P

∑
p=1
‖xi j−xcp

i j ‖2
2 (2)

where xcp
i j is the pth nearest neighbour of xi j in the cth class, P is the

number of considered neighbours.
Max-margin optimization Motivated by the soft-margin loss function of
SVM and by the distance metric learning framework of [13], we propose
the following minimization framework to learn a and τ . In this approach
the I2CD from image Ii to its correct class c should be smaller than the
distance from Ii to any other class c̄, i.e.,

argmin
a,τ

C

∑
c=1

1
Nc

[
∑
i∈c

Dic +λξicc̄

]

s.t. Dic̄−Dic ≥ 1−ξicc̄

ξicc̄ ≥ 0

(3)

where the non-negative slack variable ξ measures the degree of misclas-
sification, and Nc is the number of images in class c. When we calculate
Dic we use the local features from all the training images except Ii.

We use a coordinate descent method for optimizing Equation (3),
where we learn one parameter at a time while keeping the others constant
(details omitted due to space constraints).

Experiments

Our colonoscopy dataset contains 1000 abnormal and 1000 normal im-
ages. The abnormal images contain various prevalent abnormalities such
as polyps, cancers, ulcers and bleeding, appearing in a variety of sizes,
positions and orientations in the image; normal images contains none and
shows healthy colon wall. Some example images from our dataset are
shown in Figure 2.

The classification performance is measured as the average of the per-
class accuracies (mean-class accuracies MCA) measured on the test test.
All the experiments were repeated 10 times and the MCA averaged over
these iterations are reported. In each run we randomly selected 300 im-
ages from each class for training and use the rest for testing.

Since feature encoding methods are widely used for image classifica-
tion in medical image analysis [9] and in computer vision [12], we evalu-
ated the proposed xMRLP feature against rSIFT and RP features using a
feature encoding method called Bag-of-visual-words (BOW).

Feat. CH [8] CWC [7] GLCM [6] LBP [9] LTP [9] rSIFT RP xMRLP
M 225 216 144 531 1062 1000 1000 1000
MCA 85.1 62.1 77.1 87.2 88.8 90.4 89.5 93.5
std(±) 0.9 1.1 1.2 1.1 1.0 0.9 0.5 0.4

Table 1: Performance of different features (M -size of the image repre-
sentation).

We used a SVM classifier (LIBSVM [5]) with an exponential chi2
(exp-chi2) kernel and report the performance in Table 1. xMRLP gives
a MCA of 93.5% which is considerably better than the MCA obtained
by rSIFT (90.4%) and RP(89.5%). Our features performs significantly
better than the features proposed for colonoscopy such as CH [8], CWC
[7], GLCM [6], LBP [9] and LTP [9].
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We formulate the segmentation of tumor regions in digital pathology slices
as a window-based classification problem. The proposed classification
system contains the following stages:

• Feature extraction, encoding and classification by global SVM

• Seeds initialization and image-specific SVM

• Refinements with CRF

From each image, image windows of size 200 x 200 pixels are densely
sampled with a step size 50 pixels in both horizontal and vertical direc-
tions. Then overlapping image patches of size 20 x 20 with a step size
of 4 pixels are extracted inside each window. Two different local features
followed by a recently proposed feature encoding method are adopted to
represent each window (Figure 1) :

• Multi-resolution local patterns (mLP): a 3-resolution version of
non-binarized local binary pattern feature, recently proposed for
Human Epithelial cell and specimen classification in [3, 4]. For
each patch this feature is extracted from each of the HSV color
channel and then concatenated to get an mLP representation.

• Root-SIFT (rSIFT): a variant of widely used SIFT feature proposed
in [1] produces better performance than SIFT for image matching
and retrieval tasks. As for mLP, rSIFT is extracted and concate-
nated over all three color channels.

Figure 1: window representation

We followed the approach proposed in [5] to represent each image
window. For each feature type, we build two dictionaries, one with a size
of 1000 visual words to capture the statistics of local features and the other
one being a rather small dictionary of size 100 to capture the intermediate-
scale information. Both dictionaries are built based on 300,000 randomly
sampled local features. As proposed in [5], we use 20% of cluster (i.e.,
word) pairs from the smaller dictionary to capture the intermediate-scale
features. Each image window is represented by the combination of the
1000-dimension BoW and the 950-dimension inter-cluster statistics, lead-
ing to a feature dimensionality of 1950 for each type of local features.

A SVM classifier can be trained to categorize each image window
into either necrotic or normal. To train the SVM, each image window is
represented based on the above feature encoding method, and the class
label of each image window was generated based on the ground-truth
segmentation masks. The Platt scaling [6] is used to convert the SVM
outputs into probability values. Augmenting the training set of a classifier
may improve the classification. Therefore we train an ensemble of four
linear SVM classifiers, one trained on the original training windows set,
and others trained on image windows after they were rotated by 90◦, 180◦

and 270◦ respectively. The final classification of a window was made
by averaging these probabilistic values and selecting the highest scoring

class. Since this SVM ensemble is trained using all the window-based fea-
ture representations obtained from the training images we called it global
SVM (G-SVM).

As can be seen from Figure 2(c), the output of the G-SVM is very
noisy and many image windows are wrongly classified. This is due to
the fact that the G-SVM is unable to handle the intra-class variations in
the training set. To efficiently handle the intra-class variations, we pro-
pose image-specific SVMs (IS-SVM) which are independently trained
for each image to classify each window in that image into Necrosis or
non-Necrosis.

(a) (b) (c)

(d) (e) (f)

Figure 2: Example segmentation result. (a) input images. (b) ground-truth
segmentation. (c) the probability map produced by G-SVM. (d) the iden-
tified seeds. (e) the probability maps produced by IS-SVM. (red indicates
the presence of necrotic, and blue indicates the presence of non-necrotic.)
(f) the final results produced by CRF.

To train an IS-SVM for a particular image, we first identify some seed
regions in that image based on the probabilistic output of the G-SVM. For
example, we consider experimentally the pixels as part of the seed region
for Necrosis if its probability belong to Necrosis larger than 0.85, and
for non-Necrosis if its probability belong to Necrosis smaller than 0.15.
Based on the thresholded output we select the regions whose areas are
larger than a threshold, and use these regions as seeds (Figure 2d). Then,
the features (representing windows) extracted from these seeds are used
to train the IS-SVM.

Based on the probabilistic outputs of IS-SVM, we applied the CRF
framework similar to [2] which incorporates spatial constraint (e.g., en-
forcing adjacent pixels belonging to the same class).

Figure 2e shows the probabilistic output of the proposed IS-SVM to-
gether with the output produced by G-SVM for an image. It is clear that
IS-SVM produces better, high confident output than G-SVM. Note that
IS-SVM is trained independently for each image. We applied 5 fold cross
validation on training dataset which contains 34 digital pathology slices.
The average Dice score for proposed IS-SVM obtained 0.73, which sig-
nificantly outperforms the results of traditional G-SVM 0.66. One limita-
tion of IS-SVM is that it is sensitive to seed initializations. Poor initializa-
tions will lead to bad segmentation results so our future work will focus
on getting good seed initializations for IS-SVM training.
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The black void behind the pupil was optically impenetrable before the 

invention of the ophthalmoscope by von Helmholtz over 150 years ago. 

Advances in retinal imaging and image processing, especially over the 

past decade have opened a route to another unexplored landscape, the 

retinal neurovascular architecture and the retinal ganglion pathways 

linking to the central nervous system beyond. Exploiting these research 

opportunities requires multidisciplinary teams to explore the interface 

sitting at the border between ophthalmology, neurology and computing 

science. It is from the detail and depth of retinal phenotyping from 

which novel metrics and candidate disease biomarkers are likely to 

emerge. Unlocking this hidden potential requires integration of 

structural and functional datasets, i.e. multimodal mapping and 

longitudinal studies spanning the natural history of the disease process.  

And with further advances in imaging, it is likely that this area of retinal 

research will remain active and clinically relevant for many years to 

come. 

Is against this backdrop that the VAMPIRE project was conceived. It is 

led by imaging scientists and clinicians from the Universities of 

Edinburgh and Dundee and features collaborative input from 10 other 

research centres in Italy, Singapore, Australia, Japan and the US. With 

funding from EPSRC, MRC, Leverhulme Trust, Optos plc and the EU, 

we are translating cutting-edge image processing and analysis to the 

clinical research environment to deliver software that users without 

specialist knowledge can apply easily to their images to generate 

valuable data that they normally would not have been able to obtain. To 

date, our software has been used to analyse more than 10,000 images in 

studies investigating retinal biomarkers for cardiovascular disease [11], 

diabetes, stroke, MS, cerebral malaria, and age-related cognitive change. 

VAMPIRE has been the first software tool ever to analyse retinal images 

from UK Biobank. 

We propose a poster or a talk illustrating the VAMPIRE constellation of 

activities, some of which are summarized below. 

 Software tools for retinal image analysi in fundus images. The team 

has been growing since 2007 the VAMPIRE software tool for 

semi-automatic measurement of morphometric properties of the 

retinal vasculature, including conventional ones like artery-vein 

classification, calibre, tortuosity, CRVE/CRAE and AVR, but also 

fractal dimension and angles at junctions [6,7].  

 Software tools for retinal image analysis for ultra-wide-field-of-

view SLO images. This stream aims to develop the equivalent of the 

VAMPIRE software tools for UWFV SLO images, provided by 

industrial collaborator OPTOS plc. VAMPIRE has received 

uninterrupted funding from OPTOS since 2002. Target 

measurements include morphometric properties as in fundus 

images above, but also quantification of vascular lesions in 

fluorescein angiogram exams (leakage, nonperfusion) [8,9]. 

 Discovery of retinal biomarkers for systemic conditions. The 

current version of the fundus-image tool (VAMPIRE 3.0) is being 

used to measure most of the above in two cross-linked data sets 

with clinical and genetic data, GoDARTS [1] and ORCADES [2], 

each with n ~= 2,000, in a study funded by the Leverhulme Trust. 

SLO analysis software is being used in a study investigating retinal 

biomarkers for cardiovascular disease, attached to two major 

Scottish studies, TASCFORCE [3] in Tayside and SCOT-HEART 

[4]  (pan-Scotland). A recently awarded EPSRC project, starting 

April 2015, will investigate multi-modal retinal biomarkers for 

vascular dementia, in collaboration with the Centre for Clinical 

Brain Science in Edinburgh and Ninewells Hospital in Dundee. 

Neurodegenerative associations, e.g., MS, are being investigated as 

well within an MRC CASE project.  

 Generation of synthetic retinal images. We are developing a system 

based on machine learning and computer graphics techniques with 

the aim to generate realistic fundus images parameterized by 

content, which could be extremely useful for ground truth 

generation (training machine learning algorithms) and potentially 

for training junior specialists with larger-than-normal collections of 

images [5]. 

 Analysis of the corneal nerve fibre layer and allied biomarkers. 

This stream is developing software tools for the automatic 

segmentation of corneal nerve fibres in microscopy images, and to 

assess density and tortuosity. The latter are being investigated as 

potential biomarkers is a variety of conditions in collaboration with 

the Massachusetts Eye and Ear Infirmary, Harvard Medical School, 

Boston [10].  
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Figure 1. Maximum 

intensity projection 

whole body MRA 

image of a peripheral 

arterial disease 

patient.  

 

Whole-body MRA enables 

characterisation of systemic cardiovascular 

disease (1) by providing high resolution 

imaging of the arterial system. While 

associated with many advantages, in high 

volume imaging radiologists are limited in 

the amount of information they can 

efficiently extract from the whole-body 

dataset due to the size and complexity of 

the image (2). Semi-automated analysis 

approaches aim to improve radiological 

workflow and enhance interaction with 

image data. Achieving automated 

identification of the arteries of interest in a 

whole body angiogram provides a starting 

point for the development of advanced 

cardiovascular analysis and reporting 

software by allowing targeting of specific 

areas. As a starting point towards the 

development of targeted and advanced 

vascular analysis and reporting tools our 

objective is to develop automated 

identification of all arteries of clinical 

interest in the whole body dataset.  

 

Objective: The aim of this work is to 

define and validate expert-generated 

arterial location ground truth. This data 

will then be used to facilitate and test 

automated vascular identification 

algorithm development. 

 

Methods: A total of seventy-four arterial 

locations distributed throughout the body 

required to identify the major arteries of 

clinical interest were pre-defined and 

localised across 20 whole-body MRA 

datasets by two experienced radiologists. 

Patient datasets were selected to include 

five healthy volunteers and fifteen peripheral arterial disease 

patients of varying levels of atheroma burden. The landmarking 

process was repeated a minimum of three weeks later. Landmark 

coordinates were recorded using custom designed annotation 

software and compared for inter- and intra-observer variability. 

Variability in landmark placement across 1480 points of 

comparison were measured as the Euclidean distance between 

matched landmarks known as the ‘distance error’. 

 

DE = √(𝑥1 − 𝑥2)² + (𝑦1 − 𝑦2)² + (𝑧1 − 𝑧2)²  
 
Results: 90.5% and 82.4% of landmarks were associated with an 

intra-observer Euclidean distance error of ≤10 mm, while 72.3% 

of matched landmarks were within 10 mm between radiologists. 

A small number of landmarks associated with substantial 

distance error of >20 mm. Landmarks associated with the largest 

distance errors were almost exclusively located within the lower 

limb.  

 
Figure 2. Histogram of inter-observer distance error across all matched 

landmarks. 

 

 
Figure 3. Scatter graph of mean landmark distance error in peripheral 

arterial disease and healthy patients. 

 

Discussion: Most arterial positions of interest can be localised 

with high reproducibility to within a few mm on a WBMRA 

image, and this data represents a robust ground truth.  A small 

number of locations associated with a significant degree of 

distance error between expert analysts were identified, referring 

to a total of 14 landmarks of the 74 in total. Vascular disease did 

not significantly influence distance error measures. Landmark 

definition by position relative to non-vascular structures was 

found to be related to personal interpretation and significantly 

increased distance error. By contrast landmarks localised with 

reference to vascular geometry were found to be associated with 

the lowest distance errors. 

 

Conclusions: Ground truth in most arterial locations was 

localised within a small number of mm between radiologists. In a 

small subset of landmarks radiological interpretation was found 

to be significant, resulting in greater difficulty in determining 

location. The study established the level of accuracy within 

which each landmark location can be determined via expert 

annotation. 

 
1. Fenchel, M. et al. Atherosclerotic disease: whole-body cardiovascular imaging 
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Resonance Angiography (WBMRA) as a tool for driving efficiency in the cost and 
treatment of Claudication Co-morbities. Heal. Policy Technol. 2, 181–187 (2013)  

0

200

400

600

800

1000

5 10 15 20 25 30 35 40 45 50 55 60 65 70 75

La
n

d
m

ar
k 

Fr
e

q
u

e
n

cy

Inter-observer Distance Errror (mm)

0

20

40

60

80

100

120

140

0 20 40 60 80

M
e

an
 D

is
ta

n
ce

 E
rr

o
r 

B
et

w
ee

n
  

La
n

d
m

ar
ks

 (
m

m
)

Normal

PAD

Establishing arterial location ground truth through landmarking of whole body contrast enhanced MRA 

Lynne McCormick 1 

Jonathan Weir-McCall 1,2 

Richard White 2 

Stephen Gandy 3  

J Graeme Houston 1,2 

 

 1 Cardiovascular and Diabetes Medicine, University of Dundee 

 2 Clinical Radiology, Ninewells Hospital & Medical School, 
Dundee 

   3 Medical Physics, Ninewells Hospital & Medical School, Dundee 

 

27



Evaluation of the “GroBa” method for arterial lumen calibre estimation in Whole-Body MRA
Examinations

Andrew McNeil1

a.y.mcneil@dundee.ac.uk

Emanuele Trucco1

e.trucco@dundee.ac.uk

J Graeme Houston2

j.g.houston@dundee.ac.uk

1 School of Computing,
Dundee University

2 Clinical Radiology,
Ninewells Hospital & Medical School,
Dundee

Figure 1: WBMRA dataset, demonstrating the stages of the “GroBa” al-
gorithm; vascular enhancement, centreline extraction, and calibre estima-
tion (shown using the HSV colour-space).

In Europe, over 4 million deaths are caused annually by cardiovascular
disease (CVD) and it’s complications. There is therefore strong interest
in the early staging of CVD (identifying its severity and distribution) to
improve patient outcomes.

Contrast-enhanced Whole-Body Magnetic Resonance Angiography
(WBMRA) is performed by injecting a contrast agent into the vein and
acquiring MR images as the agent passes through the arteries of inter-
est, generating high contrast in the channel within the artery where the
blood is flowing (the lumen). This allows local narrowings (stenoses)
to be detected and measured, providing a non-invasive, comprehensive
imaging method for assessing CVD throughout the entire body. However,
analysing these large datasets is both time-consuming and costly, neces-
sitating the development of robust, automated, quantitative analysis tools
to aid clinicians with their diagnoses.

“GroBa” is a method for measuring the calibre of the lumen in MRA
datasets, developed at Dundee University [2], and is based on growing
“balloons” inside the segmented vessel. The GroBa method relies on ini-
tialising a “balloon” as a single voxel on the centreline, which is grown
via binary dilation until either the length is twice the width, or no more
neighbouring voxels can be added. The vessel calibre is then computed
from the equation of a cylinder, using the calculated balloon volume and
it’s half-diagonal.

GroBa has been integrated into a fully automatic system that seg-
ments the vasculature, obtains the corresponding centrelines, measures
the lumen calibre throughout each segmented vessel and finally presents
the calibre information as an HSV (Hue, Saturation, Value) colour-space
overlay on the maximum intensity projection (MIP); all without any hu-
man intervention (see Figure 1).

Figure 2 shows a general overview of the stages of the algorithm.

Figure 2: General overview of GroBa system.

Figure 3: GroBa results for a Grade 1 stenosis (between 1–30%) anno-
tated by a clinician (circled in red), with the corresponding centreline and
GroBa HSV overlay. The graph shows the calculated calibres along the
centreline shown.

First, the Frangi method of vessel enhancement (eigenvalue analy-
sis of the Hessian) is used to enhance vessel-like structures in the data
[1], from which a binary vessel map is extracted. Using the binary seg-
mented volume, a skeletonisation methodology based on fast-marching
techniques is applied in order to obtain the corresponding centrelines with
sub-pixel accuracy [3], with one of the key benefits of the GroBa method
being that it can obtain precise calibre measurements even in the presence
of noisy or otherwise inaccurate centrelines. Finally, the lumen calibre is
calculated using the process described previously.

In this poster we present the results of a study examining a MATLAB
implementation of the “GroBa” system developed at Dundee University.
It was found that the current implementation works well with simple syn-
thetic models, but has a number of issues when applied to more complex
real WBMRA datasets, obtaining inaccurate measurements in many situ-
ations. Despite this however, it was found that when compared to a small
number of manually graded stenoses in large vessels, the measurements
fell within the expected ground truth range (Figure 3).

[1] AlejandroF. Frangi, WiroJ. Niessen, KoenL. Vincken, and MaxA.
Viergever. Multiscale vessel enhancement filtering. In WilliamM.
Wells, Alan Colchester, and Scott Delp, editors, Medical Image Com-
puting and Computer-Assisted Interventation — MICCAI 1998, vol-
ume 1496 of Lecture Notes in Computer Science, pages 130–137.
Springer Berlin Heidelberg, 1998. ISBN 978-3-540-65136-9. doi:
10.1007/BFb0056195.

[2] A. Perez-Rovira, E. Trucco, J. Weir-McCall, and G. Houston. Groba:
Growing balloons for calibre measurement on stenotic lumens. In
Computer-Based Medical Systems (CBMS), 2012 25th International
Symposium on, pages 1–6, 2012. doi: 10.1109/CBMS.2012.6266305.

[3] Robert Van Uitert and Ingmar Bitter. Subvoxel precise skeletons of
volumetric data based on fast marching methods. Medical Physics,
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Liquid-chromatography coupled to mass-spectrometry (LC-MS) is a
popular method for investigating the differential expression of compounds
and identifying disease biomarkers in large-scale studies of proteins (pro-
teomics) and metabolites (metabolomics) [2]. The resulting data from
LC-MS can be represented as a 2-D image of retention time (RT) versus
mass-to-charge (m/z). Starting from the feature detection step, the typi-
cal LC-MS data pre-processing pipeline operates in a serial manner with
many intermediate steps before any biological conclusion can be drawn
from the data. Matching of peak features across multiple LC-MS images
(alignment) is an integral part of all LC-MS data processing pipelines.
Alignment is challenging due to variations in the retention time of peak
features across files and the large number of peak features produced by a
even single compound in the analyte.

In this paper, we propose HDP-Align, a Bayesian non-parametric
model that aligns peaks via a hierarchical cluster model using both peak
mass and retention time (Figure 1). Crucially, this method provides con-
fidence values in the form of posterior probabilities allowing the user to
distinguish between aligned peaksets of high and low confidence.

Figure 1: An illustrative example of how the proposed model in HDP-
Align simultaneously (1) performs the clustering of related peak features
into within-file local clusters by their RT values, (2) assigns the peak fea-
tures to global RT clusters shared across files, and (3) separates peak fea-
tures into mass clusters, which correspond to aligned peaksets.

The proposed model for HDP-Align is framed as a Hierarchical Dirich-
let Process mixture model [1], with essential modifications to suit the na-
ture of the multiple peak alignment problem. Our input consists of J
files, indexed by j = 1, ...,J, corresponding to the J LC-MS images to be
aligned. Each j-th input file contains N j peak features, which can be sepa-
rated into K j local clusters based on RT values. In a j-th file, peak features
are indexed by n = 1, ...,N j and local clusters are indexed by k = 1, ...,K j.
Across all files, each local cluster k in file j can be assigned to a global
cluster i = 1, ..., I, where I is the total number of global clusters shared
across files.

Let d j be the list of observed data of peak features in file j, d j =
(d j1,d j2, ...,d jn) where d jn = (x jn,y jn) with x jn the RT value and y jn the
m/z value in log space. θ denotes the global mixing proportions and π j
the local mixing proportions for file j. The global mixing proportions θ
are distributed according to the Griffiths, Engen and McCloskey (GEM)
distribution, while the local mixing proportions π j are distributed accord-
ing to a Dirichlet Process (DP) prior with the base measure θ and con-
centration parameter αt . Within each file j, the indicator variable z jnk = 1

denotes the assignment of peak n in file j to local RT cluster k in that file.
This follows the local mixing proportions for that file.

θ |α ′ ∼ GEM(α ′) (1)

π j|αt ,θ ∼ DP(αt ,θ) (2)

z jnk = 1|π j ∼ π j (3)

The RT value ti of a global mixture component is drawn from a base Gaus-
sian distribution with mean µ0 and precision (inverse variance) σ0, while
the RT value ti j of a local mixture component in file j is normally dis-
tributed with mean ti and precision δ . The precision controls how much
RT values of related-peak groups across runs are allowed to deviate from
the parent global compound’s RT. Finally, the observed peak RT value is
normally distributed with mean t jk and precision γ . The precision controls
how much RT values of peaks can deviate from their related-peak group.

ti|µ0,σ0 ∼N (µ0,σ−1
0 ) (4)

t jk|ti,δ ∼N (ti,δ−1) (5)

x jn|z jnk = 1, t jk,γ ∼N (t jk,γ−1) (6)

Once peaks have been assigned to their respective global clusters, we need
to further separate peaks within each global cluster into mass clusters to
obtain the actual alignment. We do this by incorporating an internal DP
mixture model on the m/z values (y jn) within each global cluster i. Let
the indicator v jnia = 1 denotes the assignment of peak n in file j to mass
cluster a in the i-th global cluster. Then:

λ i|αm ∼ GEM(αm) (7)

v jnia = 1|λ i ∼ λ i (8)

µia|ψ0,ρ0 ∼ N (µia|ψ0,ρ−1
0 ) (9)

y jn|v jnia = 1,µia ∼ N (µia,ρ−1) · I(d jn) (10)

where the index ia refers to the a-th mass cluster of the i-th global cluster.
λ i is the mixing proportions of the i-th internal DP mixture for the masses,
with αm the concentration parameter. µia is the mass cluster mean, drawn
from the Gaussian base distribution with mean ψ0 and precision ρ0. The
observed mass value is drawn from a Gaussian distribution with the com-
ponent mean µia and precision ρ , for which the value is set based on
the MS instrument’s resolution. Additionally, we add an additional con-
straint on the likelihood of y jn using the indicator function I(·) such that
I(d jn) = 1 if there are no other peaks inside the mass cluster that come
from the same file as the current d jn peak, and 0 otherwise.

Inference within the model is performed via a Gibbs sampling scheme,
allowing us to compute posterior probabilities over the alignment of any
set of peaks across the J files via the proportion of posterior samples in
which they are assigned to the same mass component a in the same global
cluster i. Experiments based on real biological datasets show that HDP-
Align is able to produce alignment results competitive to the benchmark
alignment methods, with the added benefit of being able to provide a mea-
sure of confidence in the alignment quality. This can be useful in real ana-
lytical situations, where neither the optimal parameters nor the alignment
ground truth is known to the user.

[1] Yee Whye Teh, Michael I Jordan, Matthew J Beal, and David M Blei.
Hierarchical dirichlet processes. Journal of the american statistical
association, 101(476), 2006.

[2] Mathias Vandenbogaert, Sébastien Li-Thiao-Té, Hans-Michael
Kaltenbach, Runxuan Zhang, Tero Aittokallio, and Benno
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biomarker discovery and protein identification. Proteomics, 8(4):
650–72, February 2008.
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