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Abstract

This paper presents a system to manipulate 3D objects
or navigate through 3D models by detecting the gestures
and the movements of the hands of a user in front of a cam-
era mounted on top of a screen. This paper more particu-
larly introduces an improved skin color segmentation algo-
rithm which combines an online and an offline model; and
a Haarlet-based hand gesture recognition system, where
the Haarlets are trained based on Average Neighborhood
Margin Maximization (ANMM). The result is a real-time
marker-less interaction system which is applied to two ap-
plications, one for manipulating 3D objects, and the other
for navigating through a 3D model.

1. Introduction

The goal of the system presented in this paper is to
enable the visualization and manipulation of complex 3D
models on a large screen. The environment should support
multiple participants. Traditional human-computer interac-
tion devices (e.g. mouse, keyboard) are typically focused to
fullfil single user requirements, and are not adapted to work
with large screens and multiple users. The system detects
hand gestures and hand movements of a user in front of a
camera mounted on top of a screen as shown in Figure 1.
The goal is to enable interaction of the user with a 3D ob-
ject or model.

The first contribution of this paper is an improved skin
color segmentation algorithm which combines an offline
and an online model. The online skin model is updated at
run-time based on color information taken from the face re-
gion of the user. The second contribution is a novel hand
gesture recognition system based on ANMM and Haarlets.
The system is example-based, matching the observations to
predefined gestures stored in a database. It is also real-time
and does not require the use of special gloves or markers.

∗This work was supported by the Competence Center of Digital Design
Modeling (DDM) at ETH Zurich.

Figure 1. Person interacting with a camera and a screen.

The result is a real-time marker-less interaction system
applied to two applications, one for manipulating 3D ob-
jects, and the other for navigating through 3D models. It
is implemented at the Value Lab [2], a visualization cave
designed as a research platform to guide architectural plan-
ning processes. It consists of a physical space with state-
of-the-art hardware, software and intuitive human-computer
interaction devices, which include several large area dis-
plays (which are touch-sensitive), high resolution cameras
and fast computing resources. This system was motivated
by the fact that beside the direct on-screen manipulation of
information (using a mouse or the touch interface), a tech-
nology was needed that offers a novel touch-less interaction
system with camera-based gesture recognition.

2. Background
The introduction above contains a number of choices that

have been made. The first is one in favor of example-based
rather than model-based (tracking) techniques.

Model-based approaches typically rely on articulated 3D
body/hand models. In order to be effective they need to
have a high number of degrees of freedom, in combination
with non-linear anatomical constraints. Consequently, they
require time-consuming per-frame optimization and the re-
sulting trackers are too slow for real-time (≥ 25Hz) ap-
proaches. They are also very sensitive to fast motions and
segmentation errors. A review of current model-based hand
pose estimation methods is presented by Erol et al. [1]. The
review states that currently, the only technology that satis-



fies the advanced requirements of hand-based input for hu-
man computer interaction is glove-based sensing. In this pa-
per, however, we aim to provide hand-based input without
the requirement of such markers, which is possible through
an example-based approach.

Example-based methods benefit from the fact that the set
of typically interesting poses is far smaller than the set of
anatomically possible ones, which is good for robustness:
(1) since the pose is estimated on a frame-by-frame basis,
it is not possible to lose track; and (2) not needing an ex-
plicit parametric body model is more amenable to real-time
implementation.

Compared to tracking, few example-based pose-estima-
tion methods exist in the literature. An example-based ges-
ture recognition system can be decomposed into two sub-
systems: detecting the hand location and recognizing the
hand gesture/pose. For detecting the hand location, several
Haarlet-based approaches exist [6, 5], where the Haarlets
are trained with boosting algorithms. These approaches are
similar to face detection [11]. However, while faces remain
rather static in appearance, the hand configuration has over
26 degrees of freedom, and its appearance can change dras-
tically. Therefore detecting the hand location using similar
techinques as for face detection may only work when the
hand is visible in specific orientations and poses. By consid-
ering several orientations and poses of the hand, it is more
easily confused with clutter in the background.

To overcome this problem, we detect the hands based on
color. In a survey by Schmugge et al. [9] different skin
color segmentation techniques are compared. In this paper
we propose a combination of the histogram-based method
from this survey, and the Gaussian mixture model (GMM)
based method proposed by Jedynak et al. [3]. Taking ad-
vantage of this segmentation, the hands are located, and the
next step is to detect the gesture of each hand.

Sato et al. [8] recognize the shape of a human hand using
an eigenspace method. Depth data is projected to a lower-
dimensional eigenspace in order to recognize the pose of the
hand. The eigenspace is found as the principal eigenvec-
tors of the covariance matrix of vectors taken from train-
ing data, also referred to as principal component analysis
(PCA). Wang and Zhang [12] show that linear discriminant
analysis (LDA) and average neighborhood margin maxi-
mization (ANMM) perform better than PCA at dimension-
ality reduction. Van den Bergh et al. [10] recognize full
body pose based on LDA and ANMM respectively, while
approximating the projection/transformation with Haarlets.
In this paper we aim to recognize hand gestures/poses in a
similar fashion, based on ANMM and Haarlets.

3. System Overview
An overview of the hand gesture recognition system is

shown in Figure 2. A camera is placed on top of the screen,

and captures color images at a resolution of 640×480 pixels
and at 30 frames per second. For each frame, the camera im-
age is passed to the skin color segmentation system, which
is described in Section 4. The online skin color model is up-
dated based on the color information from the face, which
is found using the standard face detector in OpenCV [11].
Then the hands are located as the two largest skin-colored
objects that are not part of the face. The two detected hands
are used as input for the hand gesture classification system,
which is described in Section 5. For each hand, the gesture
classification system outputs a location (x, y) and an id (i)
for the detected gesture. Based on these variables, an appli-
cation can be built to manipulate 3D objects or to navigate
through 3D models. Two applications were developed and
are described in Section 7.

skin

locate
face

locate
hands

classify
gesture

classify
gesture

manipulate
object

Figure 2. Overview of the hand gesture recognition system.

4. Skin Color Segmentation
The hands of the user are located using skin color seg-

mentation. The system is hybrid, combining two methods.
The first method is trained in advance with a Gaussian mix-
ture model (GMM). The advantage of the offline trained
system is that it can be trained with much more training
data. However, it is not robust to changes in illumination
or of the user. A second histogram-based method is thus
introduced, which can be trained online while the system is
running. Its advantage is that it is adapted in real-time to
changes in illumination and to the person using the system.

4.1. Color spaces

In a recent study [9], Schmugge et al. tested different
color spaces for skin color segmentation, and concluded
that the HSI (hue, saturation and intensity) color space pro-
vides the highest performance for a three dimensional color
space, in combination with a histogram-based classifier.
Histograms lend themselves very well to online updating.
HSI is an expensive transformation, but it can be stored be-
forehand in a look-up table (LUT), to increase the speed.

i = max(R,G, B) (1)

s =

{
max(R,G,B)−min(R,G,B)

max(R,G,B) if max(R, G, B) 6= 0

0 if max(R, G, B) = 0
(2)

h = arccos (R−G)+(R−B)

2
√

(R−G)(R−G)+(R−B)(G−B)
(3)



Converting to a two dimensional color space, the intensity
component can be discarded, resulting in a more compact
representation of the skin colors, which benefits pre-trained
(offline) methods as it makes them more robust to illumi-
nation changes. The rg color space (chromaticity) is used,
and is obtained through the transformation,

r =
R

R + G + B
, g =

G

R + G + B
. (4)

This transformation combines a very compact representa-
tion of skin color pixels, with fast computation.

4.2. Online model

As the study by Schmugge et al. [9] reveals, the high-
est segmentation performance can be obtained using a
histogram-based method. The method described in this Sec-
tion is similar to [4], but uses the HSI color space instead of
RGB, and adds online training of the color models. Two
histograms are kept, one for the skin pixel color distribution
(s), and one for the non-skin colors (n). Schmugge et al. [9]
suggest both histograms to have 8 bins per color channel.
The bins store the number of training pixels that have been
found belonging to that color bin. It makes more sense,
however, to assign more importance to the hue information,
as it defines the actual color, and assign less importance to
intensity information, as it varies greatly with illumination
and shadow. Therefore we assign 8 bins to the hue chan-
nel, 4 bins to the saturation channel and 2 bins to the inten-
sity channel. In our experiments this greatly improves the
accuracy of the skin color segmentation. The color hsi is
assigned to bin s[h′s′i′] as,

h′ = bh ∗ 8/256c (5)
s′ = bs ∗ 4/256c (6)
i′ = bi ∗ 2/256c (7)

where h′, s′ and i′ are the indices of the bin in a three di-
mensional matrix. The color is assigned to the bin by incre-
menting the value of the bin. Each skin color pixel in the
training data is assigned to the bins in the skin color his-
togram s, and each non-skin color pixel is assigned to the
bins in the non-skin color histogram n. Labeled training
pixels are used to construct skin and non-skin color models
for skin detection.

Given skin and non-skin histograms we can compute the
probability that a given color value belongs to the skin and
non-skin classes:

P (hsi|skin) =
s[h′s′i′]

Ts
(8)

P (hsi|non-skin) =
n[h′s′i′]

Tn
(9)

where s[h′s′i′] is the pixel count contained in bin h′s′i′ of
the skin histogram, n[h′s′i′] is the equivalent count from

the non-skin histogram, and Ts and Tn are the total counts
contained in the skin and non-skin histograms, respectively.
The pixel is then classified by a threshold,

P (hsi|skin)
P (hsi|non-skin)

> T. (10)

The histograms s and n are first initialized using a face
detector, such as the one provided in Open CV [11]. The
pixels inside the face region are considered skin pixels,
while the pixels outside the region are considered non-skin
pixels. This is a rough initialization, but the histograms will
be refined as the algorithm proceeds.

In each new frame, the face region is found using the face
detector, and the pixels inside the face region are used to up-
date the skin color histogram s. Subsequently, the skin color
detection algorithm is run and will find the face regions as
well as other skin regions such as the hands and arms. The
pixels which are not classified as skin, are then used to up-
date the non-skin color histogram n. This is done with a
margin of some pixels, so that pixels which are close to skin
regions are not added to the non-skin color histogram. The
histograms s and n are updated by keeping 90% of the old
histogram and taking 10% of the new pixel counts. This al-
lows the histograms to evolve over time, and take changes
in illumination into account as the system runs.

4.3. Offline model

In the offline model, the training pixels are transformed
to the rg color space, and a Gaussian mixture model
(GMM) is fitted to their distributions. As this approach re-
quires training in advance, it cannot adapt itself to changes
in lighting. Therefore the rg color space is used, where the
illumination component of the color is discarded, which al-
lows for some degree of illumination invariance.

A GMM is fitted to the distribution of the training
skin color pixels using the expectation maximization algo-
rithm [3]. The mixture is defined by:

p(c|skin) =
X

i

wi

2π
p
|Σi|
· exp

`
− 1

2
(c−µi)T Σ−1

i (c−µi)) (11)

and a similar model for the p(c|non-skin), where c is the
pixel color in the rg color space. Given these models, the
probability that a pixel belongs to the skin class is given by
Bayes’ rule,

P (skin|c) =
p(c|skin)

p(c|skin) + p(c|non-skin)
(12)

assuming P (skin) = P (non-skin). The probabilities
P (skin|c) can be computed in advance, and stored in a
look-up table. Pixels are then classified by looking up
P (skin|c) in the lookup table, and applying a threshold to
the probability.



4.4. Hybrid approach

The histogram-based method performs rather well at de-
tecting the skin color pixels under varying lighting condi-
tions. However, as it bases its classification on very little
input data, it has a lot of false positives, due to colors that
are not sufficiently present in the non-skin training pixels.

The pre-trained Gaussian mixture model-based method
performs well in constrained lighting conditions. Under
varying lighting it tends to falsely detect white and beige
regions in the background. Since both methods make differ-
ent mistakes, we can apply both of them with a low thresh-
old (lots of false positives) and then combine the results
(AND function). The resulting skin color segmentation is
more robust to changes in illumination and in the user, and
fast as a 640× 480 frame is segmented in about 46 ms. It is
illustrated in Figure 3.

(a) input image (b) histogram-based

(c) gaussian mixture model-based (d) combination

Figure 3. Combining the histrogram-based and the Gaussian mix-
ture model-based segmentation. The regions segmented as skin
regions are marked in white.

4.5. Post-processing

In both the histrogram-based and GMM-based ap-
proaches, we assume that the skin color probabilities of
neighboring pixels are independent. Thus, a significant
amount of information is lost. Pixels that are surrounded
by skin pixels will have a higher probability of being skin
colored themselves, and vice versa.

A solution is to perform a smoothing on P (skin|c). This
is possible by building a hidden markov model (HMM) that
puts restrictions on P (skin), based on training data. Based
on a HMM, a maximum entropy model is built. [3] shows
that this HMM-approach results in 1% less false positives
than the base model. A more efficient implementation of
an HMM can be achieved by using filters. Instead of build-

ing a complex HMM, median filtering can be performed on
P (skin|c). Pixels surrounded by skin pixels get a higher
skin color probability and vice versa. This is in fact a good
approximation of the HMM, and can be implemented with
less CPU cycles.

As a final step in the post processing, the remaining noise
and unwanted objects can be filtered out based on their size,
by connected components analysis. Pixels are grouped per
skin component, and sorted by size. We only consider com-
ponents which are sufficiently large, and we only consider
the 3 largest components (the head and the two hands). The
remaining components are considered noise, and discarded.

5. Hand Gesture Recognition
The hand gesture recognition algorithm is based on the

full body pose recognition system using 2D Haarlets de-
scribed in [10]. Instead of using silhouettes of a person as
input for the classifier, hand images are used.

5.1. Haarlet-based classifier

The hand gesture classifier is based on an average neigh-
borhood margin maximization (ANMM) transformation T,
which projects the input samples to a lower dimensional
space, as shown in Figure 4. This transformation is ap-
proximated using Haarlets to improve the speed of the sys-
tem. Using nearest neighbors search, the coefficients are
then matched to hand gestures stored in a database. We re-
fer to [10] for a detailed description of the classifier.

T

compute
Haarlet

coefficients
C

NN

NN

input

input

database

database
set

coeffs

coeffs coeffs

pose

pose

Figure 4. Structure of the classifier illustrating the tranformation
T (dotted box), approximated using Haarlets. The Haarlet co-
efficients are computed on the input sample. The approximated
coefficients (that would result from T) are computed as a linear
combination C of the Haarlet coefficients..

To classify an input hand image, the Haarlet coefficients
are computed on the input. This results in 50-100 coef-
ficients depending on the classifier, which are stored in a
vector. Multiplying this vector with the pre-trained ap-
proximation matrix C results in a small number of approx-
imated ANMM-coefficients (2-5 depending on the num-
ber of trained hand poses). These coefficients are a near-
identical approximation of the coefficients that would re-



sult from a pure ANMM projection (T). These ANMM-
coefficients maximally separate the hand poses and al-
low for classification by finding the nearest match in the
database of stored coefficients/hand gestures.

5.2. Inputs

The input for the classifier is a 36 × 36 image vec-
tor, which can contain either of four options: the cropped
grayscale image of the hand, a segmented version of this
cropped image where the non-skin colored background is
removed, a silhouette of the hand based on the skin color
segmentation, or an edge map based on the silhouette of the
hand. These four possibilities are illustrated in Figure 5.

(a) cropped (b) segmented (c) silhouette (d) edge

Figure 5. Possible inputs for the hand gesture classifier.

After experiments, we chose to use a concatenation of
a cropped grayscale image and a silhouette, resulting in a
72× 36 image vector, as shown in Figure 6. The benefit of
using the cropped image without segmentation (Figure 5a),
is that it is very robust to noisy segmentations. Using the sil-
houette based on skin color segmentation only (Figure 5c),
the background influence is eliminated. Using the concate-
nation of both gives us the benefits of both.

Figure 6. Input for the hand gesture classifier.

5.3. Gestures

The hand gesture classifier is trained based on a set of
training samples containing the gestures shown in Figure 7.
An example of the system detecting some of these static
gestures is shown in Figure 8.

Figure 7. The 10 hand gestures used in this hand gesture classifier.

(a) detected gesture 1 (b) detected gesture 2 (c) detected gesture 3

Figure 8. Examples of the classifier detecting different hand ges-
tures. An open hand is marked in red (a), a fist is marked in green
(b) and a pointing hand is marked in blue (c).

The hand gesture interaction in this paper is composed
of the three hand gestures shown in Figure 8. It recognizes
the gestures and movements of both hands to enable the ma-
nipulation of the object/model. Pointing with one hand se-
lects the model to be manipulated. By making two fists, the
user can grab and rotate the model along the z and y-axis
(the horizontal axis pointing from the screen to the user and
the vertical axis of the screen respectively). The rotation
around the z-axis is measured as the relative change in an-
gle of the straight line connecting the two hands. The rota-
tion around the y-axis is measured as the relative difference
in size (pixel surface) of the hands, resulting in a pseudo-3D
rotation. By making a fist with just one hand and moving
it, the user can pan through the model. By making a point-
ing gesture with both hands, and pulling the hands apart,
the user can zoom in and out of the model. Opening the
hands releases the model and nothing happens until the user
makes a new gesture. An overview of these gestures is given
in Figure 9.

(a) select (start interaction) (b) rotating

(c) panning (d) zooming

(e) release (do nothing)

Figure 9. The hand gestures used for the manipulation of the 3D
object on the screen.



6. Speed Optimization
To improve the speed of the system, the face detection

is run at a lower resolution (half of the original resolution)
and the skin color segmentation is also first run on a lower
resolution image, after which the segmentation is refined by
evaluating the high resolution pixels around detected skin
pixels. This results in face detection in 34 ms and skin color
segmentation in 46 ms. Adding the time required to grab a
frame from the camera (11 ms), updating the skin model
(30 ms), detecting the hands and classifying the gesture (3
ms), the total processing time for a frame is 124 ms. This
means that the refresh rate of the system is 8 Hz.

In order to make the system even faster, the parts that
require a lot of computations are spread over a loop of 9
frames. For every 9 frames that are grabbed from the cam-
era, the face detection is run on frame 0, the full skin color
segmentation is run on frame 3, and the skin model is up-
dated on frame 6. For each frame, instead of running the
skin color segmentation on the full frame, it is only run on a
small region of interest around the previous location of the
head and hands. This optimized skin detection requires only
5 ms per frame. The resulting frame loop is shown in Fig-
ure 10 and reduces the average computation time per frame
to 31 ms, which results in a refresh rate of the system of
32 Hz. These refresh rates allow for a very fast and smooth
interaction of the user with the 3D object.

frame 0

frame 1

frame 2

frame 3

frame 4

frame 5

frame 6

frame 7

frame 8

- face detection (34 ms)
- skin detection in ROI (5 ms)
- hand gesture recognition (3 ms)

- skin detection in ROI (5 ms)
- hand gesture recognition (3 ms)

- skin detection in ROI (5 ms)
- hand gesture recognition (3 ms)

- skin detection in ROI (5 ms)
- hand gesture recognition (3 ms)

- skin detection in ROI (5 ms)
- hand gesture recognition (3 ms)

- skin detection in ROI (5 ms)
- hand gesture recognition (3 ms)

- skin detection in ROI (5 ms)
- hand gesture recognition (3 ms)

- full skin color segmentation (46 ms)
- hand gesture recognition (3 ms)

- update skin model (30 ms)
- skin detection in ROI (5 ms)
- hand gesture recognition (3 ms)

53 ms

19 ms

19 ms

60 ms

19 ms

19 ms

49 ms

19 ms

19 ms

}

}

}
}

}

}

}

}
}

Figure 10. Computing times on a frame after optimizations. Frame
grabbing (11 ms) has been left out for brevity. Total average com-
puting time results in 31 ms, or a framerate of 32 Hz.

7. Experiments

Experiments have been executed in the Value Lab [2].
First, the hand gesture recognition system is evaluated, and
then, two applications are presented, for which supplemen-
tary video results are included.

For the evaluation, 50 samples were recorded of each
hand in 10 poses, for a total of 500 samples. The samples
have varying backgrounds, and the hand moves and twists.
For each pose class, 10 samples are used for training and
40 for validation. The 10 pose classes used are shown in
Figure 7.

7.1. Haarlet-based vs. Hausdorff distance

First, we compare the Haarlet-based approach to a base-
line approach based on the Hausdorff distance [7]. As the
Hausdorff-based approach takes an edge map as input, the
Haarlet-based approach is also limited to an input vector
with the same information: the hand silhouette.

2 3 4 5 6 7 8 9
Hausdorff 80% 63.33% 65.50% 57.20% 49.67% 56.29% 50.25% 44.89%
ANMM/Haarlets 100% 100% 100% 100% 98.69% 97.48% 97.48% 97.82%
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number of hand gestures

Hausdorff ANMM/Haarlets

Figure 11. Correct classification rates for the Haarlet-based
method and the Hausdorff distance-based method.

The results of this experiment are presented in Figure 11.
The reason why the Hausdorff-based approach performs
poorly is that it expects: (1) a perfect segmentation, with
not much changes in the shape of the hand (as it does not
generalize); and (2) poses of which the silhouettes are suf-
ficiently different. The ANMM-based approach performs
very well, also on noisy silhouettes.

7.2. Inputs

The ANMM-based classifier can take different kinds of
inputs: silhouettes, grayscale images, or a combination
thereof. If silhouettes are used for classification (Figure 5c),
then the classification is based on shape. If a cropped
grayscale image is used as input (Figure 5a), then the classi-
fication is based on appearance. Both are relevant in detect-
ing hand gestures, so it is useful to use both. To determine
which input type is optimal for the ANMM-based classi-
fier, we tested the performance based on four input types:



the cropped grayscale image, the segmented grayscale im-
age, the silhouette, and the concatenation of the cropped
grayscale image with the silhouette (Figures 5a, 5b, 5c and
6 respectively). The results presented in Figure 12 show
that the concatenation consistently yields the highest per-
formance. Using the concatenated input for the classifier on
10 pose classes, it achieves 98.24% correct classification, as
opposed to 97.25% and 97.45% for using only the cropped
image or only the silhouette respectively.

2 3 4 5 6 7 8 9
concatenated 100% 100% 100% 100% 98.69% 97.48% 97.48% 97.82%
silhouette 100% 100% 100% 99% 97.71% 97.20% 97.20% 97.17%
cropped 100% 99.35% 99.51% 98.82% 97.39% 97.20% 97.20% 96.30%
segmented 100% 99.35% 99.51% 99.61% 94.77% 94.96% 94.96% 96.08%
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Figure 12. Correct classification rates for 2 to 10 pose classes using
the ANMM-based method with different input images.

7.3. Application: manipulating two objects

In the first demo application, two objects are shown on
the screen: a teapot and a cube. The user can select an ob-
ject with a pointing gesture: pointing with the left hand se-
lects the object on the left, and pointing with the right hand
selects the object on the right, pointing with both hands se-
lects both. Then, the user can manipulate the objects he
has selected by ‘grabbing’ the virtual object with two fists
and rotating it in three dimensions. A picture of this system
running in the Value Lab is shown in Fig 13.

Figure 13. Hand gesture system manipulation two objects.

7.4. Application: navigating through a city model

The second interaction demo system has been imple-
mented as an extension of an open-source 3D model viewer,
the GLC Player1. This enables us to (1) load models in mul-
tiple formats (OBJ, 3DS, STL, and OFF) and of different
sizes; and (2) use our hand interaction system in combina-
tion with standard mouse and keyboard interaction. Press-
ing a button in the toolbar activates the hand interaction
mode, after which the user can start gesturing to navigate
through the model. Pressing the button again deactivates the
hand interaction model and returns to the standard mouse-
keyboard interaction mode.

We conducted experiments in the Value Lab with mul-
tiple 3D models, and in particular with a large model cre-
ated as part of a student urban planning project (Dübendorf
project). This model represents an area of about 0.6 km2

and is constituted of about 4000 objects (buildings, street
elements, trees) with a total of about 500,000 polygons.
Despite this size, our system achieved frame rates of about
30fps, which is sufficient for smooth interaction. Examples
of the user zooming, panning and rotating through the 3D
model are shown in Figure 14, 15 and 16 respectively. In
each figure, the left column shows side and back views of
the system in operation at the beginning of the gesture, and
the right columns the same views at the end of the gesture.

Figure 14. Zooming into the model.

The hand interaction mode is currently only available for
model navigation (rotation, panning and zooming), all the
other features of the viewer being only accessible in mouse-
keyboard interaction mode. Nonetheless, our implementa-
tion enables simple extensions of the hand interaction mode.
In the near future, we for instance aim to enable the hand in-
teraction mode for object selection (to view its properties).

1http://www.glc-player.net/



Figure 15. Panning the model.

Figure 16. Rotating the model.

8. Conclusion

This paper introduced a novel solution for human-
computer interaction based on vision. Compared to cur-
rently existing systems, it presents the advantage of being
marker-less and real-time. Experiments, conducted in the
Value Lab, investigated the usability of this system in a sit-
uation as realistic as possible. The results show that our
system enables a smooth and natural interaction with 3D
objects/models.

The hand segmentation/detection was made more robust
to changes in lighting and different users by combining a
pre-trained skin model with one that is trained online. In
future work, shape or depth information will be included
in the detection process to further improve robustness: the
system cannot detect the hands when they overlap with the
face; and it also requires some finetuning of the white bal-
ance parameters of the cameras before use (which could be
automated as well).

With respect to the interaction system, the next steps in
the development include: (1) extending the set of viewing
features accessible through hand gestures; and (2) the ex-
tension to multiple users interacting with multiple screens.
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