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Abstract—Trust between humans and robots is a complex,
multifaceted phenomenon and measuring it subjectively and
reliably is challenging. It is also context dependent and so
choosing the right tool for a specific study can prove difficult.
This paper aims to evaluate various trust measures and compare
them in terms of sensitivity to changes in trust. This is done by
comparing two validated trust questionnaires (TAS and MDMT)
and one single item assessment in a COVID-19 triage scenario.
We find that trust measures are equivalent in terms of sensitivity
to changes in trust. Furthermore, the study shows that trust
could be measured similarly through a single item assessment in
comparison with other lengthier scales, in scenarios with distinct
breaks in trust. This finding would be of use for experiments
where lengthy questionnaires are not appropriate, such as those
in the wild.

Index Terms—HRI, error, trust, measure, single item assess-
ment

I. INTRODUCTION

As robots and autonomous systems become an embedded
part of our society, influencing both our work and social
life, the issue of trust becomes increasingly important. With
everything from industrial assembly lines, social robot helpers,
and online artificial agents, humans are now interacting with
more intricate and intelligent systems than ever before. With
the growing technology assimilation, new research on trust in
human-robot interaction (HRI) is emerging. With a common
goal to ensure a safe, trusting relationship within HRI, an
important question arises: How do we measure trust in HRI,
and are the measures we use valid and reliable indicators of
the trust between a human and the robot they are interacting
with? Previous studies have measured and compared validated
trust questionnaires, such as [1] and [2]. However, single item
assessments are not included in these comparisons, although
frequently used in the literature [3], [4].

The aim of this paper is to assist researchers in their choice
of trust measure tools by comparing two commonly used trust
questionnaires: the Trust in Automated System (TAS) scale [5]
and the Multi-Dimensional Measure of Trust (MDMT) scale
[6]. This study also measured users’ single item assessment
of their trust and explores if this correlates with these two

validated trust questionnaires. Single item assessment in this
context is a single question that specifically asks participants to
evaluate their trust. Trust is highly personalised, and individu-
als vary in terms of their propensity to trust [7]. Therefore, we
also investigate these 3 trust measures in terms of individual
differences, such as age, gender, and general attitude to robots,
amongst others.

The following hypotheses are thus presented for this paper:
H1: MDMT/TAS/Single item assessment show equivalent

levels of sensitivity to changes in trust.
H2: MDMT/TAS/Single item assessment are equally sensi-

tive to individual differences.
This study’s contribution is with regards to helping re-

searchers make informed choices about which trust measure
they should use. Additionally, we hope for this work to be
a starting point for future research in the evaluation of trust
measures in terms of their validity, reliability and utility.

II. BACKGROUND LITERATURE

Lee and See [8] define human trust in automation as the
attitude that: “an agent will help achieve an individual’s goal
in a situation characterised by uncertainty and vulnerability”.
This is one of many trust definitions often used in HRI. Trust is
an important aspect of HRI, especially in the face of decision
making and collaboration [9]. There may be serious negative
consequences if the truster (i.e. the human user) has an attitude
of trust towards a system that is in conflict with the system’s
actual capabilities. The impact of incorrect trust can be divided
into misuse and disuse [10]. Meaning that the user either over-
relies on the system (misuse) or neglects to rely on the system
(disuse). Both results in mental models that are inconsistent
with the robot’s actual abilities or intent [11].

Hancock et al.’s meta-analysis [12] categorises factors that
alter the trust a user has towards a robotic system. The
robot’s characteristics that have the largest impact on the user’s
trust were performance-based factors, such as behaviour and
transparency. Robot error, in particular, could potentially have
serious consequences on the user’s trust towards the system



moving forward [13], this includes both social norm violations
and technical failures [14].

Trust in HRI is most commonly measured through subjec-
tive questionnaires or behavioural tasks [1]. Some studies also
tend to use a combination of these trust measures if applicable,
such as in [15] and [16]. We describe here the common trust
measures.

A. Behavioural Trust Measures

A behavioural measure is a useful way to measure trust
without the biases that might follow from questionnaires and
single item assessments [17]. Users’ behaviour shows an
internal attitude and is a non-intrusive way to measure trust.
There are many ways to gather behavioural trust, such as deci-
sion making, eye-tracking, speech, or galvanic skin responses.
Studies such as [18] and [16] have also combined behavioural
measures with questionnaires or single item assessment.

B. Validated Questionnaires

There exist multiple different validated questionnaires that
all measure trust. Some scales such as the Propensity to Trust
Robots Scale (P2T) [7] are used to provide a baseline for
subjects before they start to interact with the robot. These
types of questionnaires are often used to assess any under-
lying biases and general attitudes within the user population.
Another example of this is The Negative Attitudes towards
Robots Scale, also known as NARS. This scale, however, can
be used both before and after an interaction to measure change
in attitude, as done by [18] and [16]. Other questionnaires
aim to assess users’ trust after one or multiple interactions
have taken place. Numerous scales exist, often with different
systems in mind such as the Human-Robot trust scale [19],
the Human-Computer Trust scale [20], and Trust in Industrial
Human-Robot Collaboration scale [21]. The next sections will
go more in-depth into the two scales used in this study, along
with the rationale for why each scale was chosen.

1) TAS trust scale: One of the most common tools for
measuring trust in HRI is the Trust in Automated Systems
questionnaire [5], which henceforth will be referred to as the
TAS scale. The scale consists of 12 items all rated on a 7-point
Likert scale. This scale was selected for this study primarily
because of its popularity: in 2019 this scale had been used in
more than 175 different studies relevant within HRI [22]. This
is also of interest to explore further as it has been suggested
that there is a positively skewed bias in this scale when keeping
the ordering of items fixed [22].

2) MDMT trust scale: A more recent scale emerged known
as the Multi-Dimensional Measure of Trust (MDMT) [23].
This scale consisted of 16 items, but was subsequently revised
and now consists of 20 items, that are rated on an 8-point
Likert scale [6]. Additionally, this scale provides its users with
the option to opt-out of answering items deemed not applicable
to a particular robot or interaction scenario. The items in
the scale are divided into two factors of trust and further
sorted into five different categories: Performance (reliable and
competent) and moral (ethical, transparent, and benevolent)

trust. As underlined in [1], the ability for users to refrain from
answering questions they are uncertain about makes the data
collected on users’ trust more valid, which was why this scale,
in particular, was chosen.

3) Single item assessments: Single item assessments tend
to be used when multiple interactions take place with the
same user [3], or combined with behavioural measures [24].
Some studies extract an individual question from one or more
validated scales as the basis of their single item assessment
measure [4]. We will later in this study also compare how
our own single item assessment correlates with the TAS item
number 11, which similarly asks users to report their trust in
the system.

III. METHODOLOGY

This study was conducted using two pre-recorded videos of
an actor interacting with a Pepper robot (from SoftBank) in
a scripted interaction. Videos were used due to the pandemic,
and to ensure that all participants experienced the error the
same way. The videos, as presented in Figure 1, are focused
on the actor sitting in front of the Pepper robot in a one-to-one
dialogue scenario. The interaction taking place is a COVID-
19 triage scenario, where the robot’s aim is to determine if
the user it is interacting with should get tested for COVID-19
or not. This is done through a series of questions that remain
the same throughout the interaction, with the final diagnosis
from the robot differing in the videos. In the first interaction,
the robot gives the correct evaluation and argues that the actor
should get tested, while in the second interaction, the robot
makes an error and sends the actor home, with no instruction
to test or self isolate themselves.

Fig. 1. Frame from video showing actor interacting with the Pepper robot.

This study is a within-subjects design, i.e. the same partici-
pants watched both pre-recorded interaction videos. However,
after their responses were collected the participants were
also allocated into different groups for a between-subjects
evaluation, (e.g. sorted by gender). In this study, participants
completed the survey online using Qualtrics [25]. Informed
consent was gathered from all participants before they started
the survey and the study was approved by the establishment
Ethics Committee. Participants were first asked to submit
general information about themselves, such as age and gender.
Then they were asked to disclose on a 7-point Likert scale how



much they have been affected by the COVID-19 pandemic.
Next, participants completed the Negative Attitudes towards
Robots Scale [26] and the Propensity to Trust Robots [7]
scale. Participants were then asked to watch the first interaction
video. In the first video, the robot made no error and managed
to correctly recommend that the actor get tested for COVID-
19. After the first video, participants were asked to assess
their trust with the question: “How much do you trust the
robot in this interaction?”. The single item assessment was
rated on a 7-point Likert scale. Participants were then asked
to complete the two trust questionnaires (MDMT and TAS).
For the second interaction video, the robot made an error,
and sent the sick actor home, informing them that they had no
symptoms and did not need to self-isolate, despite all evidence
stating the contrary. After watching the second interaction
video, participants completed the same questionnaires, as after
the first video.

In order to avoid an ordering effect of the questionnaires
(e.g. questionnaire fatigue), the order of the two questionnaires
was alternated between the videos, with the initial ordering
randomly assigned to participants. The idea behind measuring
the trust after each video was to investigate if the question-
naires were equally sensitive in capturing the drop in trust that
was observed in a previous experiment reported in [27].

Three attention checks were implemented in the study. Two
of the attention checks were set within the interaction videos
to ensure that all participants watched the videos. The third
attention check was in the middle of the study and asked
participants to select strongly agree on a 5-point Likert scale.
Participants who failed any of these attention checks were
excluded from the study.

The survey also contained one manipulation check, with a
question asking participants if the robot made any errors after
each interaction video. Participants failed this manipulation
check if they were not able to identify an error between the
two interaction videos.

IV. RESULTS

This section will present the participant demographics, and
then the results according to the hypotheses presented in the
introduction.

A. Participant Demographic

This study used Prolific [28] to screen and recruit partici-
pants. The study was first piloted by ten Prolific participants.
After the pilot, the error manipulation check presented in
Section III was deemed successful and thus implemented in
the full survey. The study was then sent out anew to 100
participants. Out of these, six were excluded due to failure
of one or multiple attention checks in either the survey or one
of the interaction videos. Another nine were excluded due to
them not identifying the error and thus failing a manipulation
check. Thus, 85 participants were included in the final results.
The population consisted of 45 females and 40 males, with an
age distribution of M=26.94 years and SD=8.98.

B. Trust Scale Comparisons

We will now present the results from our trust scale com-
parisons where we conducted correlation analyses between the
three trust measures, and significance testing to determine the
scale sensitivities.

1) Correlation analysis: To determine any correlation be-
tween the three different trust measures evaluated, we con-
ducted a Pearson’s correlation test. The test showed a signifi-
cant positive correlation between all three trust measures. The
TAS scale and the single item assessment had a correlation of
r1(83)= 0.417, p < .001 before the error occurred and r2(83)
= 0.599, p < .001 after error. The correlation test between
the MDMT scale and the single item assessment resulted in
r1(83) = 0.625, p < .001 before error and r2(83) = 0.629, p
< .001 after. Finally, the correlation test between the MDMT
scale and TAS scale, resulted in r1(83) = 0.643, p < .001
before error and r2(83) = 0.625, p < .001 after. As illustrated
in Figure 2, the measured trust positively correlates, meaning
that if there is a change in trust, the scales will continue to
moderately to strongly correlate.

Fig. 2. Scatter plot of correlation between the MDMT and TAS trust scales

We also wanted to see if there were any consistency in
users’ reported trust from different single item assessments,
since no standard has been determined for how these trust
measures should be defined and used. To determine the level of
consistency between subjects’ single item assessments, we also
did a correlation analysis on the single item assessment results
and the 11th item in the TAS scale. This item specifically
states the following: “I can trust the system.”, and has been
used in studies as a single item assessment before [29]. The
Pearson correlation test resulted in the following correlation
coefficient of r(83) = .426, and p > .001 before the error.
After the error, these results were gathered: r(83) = .461, and
p > .001. Thus, there is a moderate correlation between the
single item assessment used in this study and the one present
in the TAS item 11.

2) Significance Testing: Figure 3 shows that all three mea-
sures capture the drop in trust after an error. To confirm
this sensitivity, we conducted a Wilcoxon signed-rank test



separately for each measure comparing trust before and after
and comparing effect sizes. The effect size (matched rank bis-
erial correlation) reports whether there is a strong correlation
between the interaction (No error and Error), and the trust
reported by the participants. The closer the effect size is to 1
the stronger the correlation is. This test resulted in an equally
sensitive outcome with the decrease in trust for the MDMT
scale at p < .001 and an effect size of rrb = .999; the TAS
scale had a p < .001 and an effect size of rrb = .989; and
the single item assessment had a value p < .001 and an effect
size rrb = .996. Our results suggest that all three scales are
equally sensitive to the change as they both have similar drops
that are statistically significant and have similar effect sizes.

Fig. 3. Line plot of mean decrease in trust score from before to after the
robot made an error.

In summary, the results presented in this section support
our original hypothesis, stating that the three different trust
measures correlate and are equally sensitive to the changes in
trust.

C. Individual differences
In this study, we also gathered information on our par-

ticipants in order to divide them according to five different
variables: age, gender, propensity to trust robots, negative
attitudes towards robots, and personal assessment of COVID
impact. These results were further used in accordance with our
second hypothesis. By conducting a Mann-Whitney U test, we
compared our participants to see if all three trust measures
would report the same findings (e.g. a significant difference
between high and low propensity to trust).

The only inconsistency between the participants was ob-
served with age as a variable. In the error interaction, the
TAS scale did not report a significant difference in age, with
a p-value = .383. However, the MDMT and the single item
assessment resulted in a significant difference between the
two participation groups with a p-value of .021 and .025
respectively.

V. DISCUSSION AND FUTURE WORK

In this paper, we wanted to help researchers make better-
informed decisions when selecting their trust evaluation meth-

ods. It is important to note that this paper does not aim
to convince researchers to select one scale over any other.
Rather, our aim is to help researchers in their decision-making
process when selecting their evaluation methods. All three
trust measures show similar significant declines in the trust
after the error interaction occurred, with an effect size close
to 1, and a moderate / strong correlation. So, there is evidence
to support hypothesis one.

We also compared the TAS-scale item number 11 with
the single item assessment scale, due to their similarities in
regard to the fact that they both request users to rate their
trust. With a correlation coefficients of r1(83) = .426 before
error, and r2(83) = .461 after error, there is a moderate
correlation between these two measures. These results suggest
there is a reliability in the answers participants give to different
single item assessments. Therefore, the wording of the single
item assessment could potentially be altered to better fit the
individual task at hand.

Finally, we compared the trust measures in order to de-
termine their universality across different participant demo-
graphics. With age as a variable, the MDMT and single
item assessment reported a significant difference between the
two participant groups, while the TAS scale did not report
similar results. Since these tests were completed to compare
the measures only, there is no definitive answer to whether
age influences users’ trust, as the MDMT and single item
assessment suggests. Still, it is clear from the result that if one
trust measure had been chosen over the other, the outcome of
the study results would have been different for the different age
groups. These results do not support our second hypothesis,
since one inconsistency was found. In summary, this research
suggests that for interactions with seemingly obvious breaks of
trust, for the most part any one of these tools is a good measure
of users’ trust. This includes a single-item assessment.

Moving forward, we argue the field would benefit from
including single item assessment as a trust measuring tool
alongside the many validated trust questionnaires used in HRI
to better understand the legitimacy of single item assessments
in more than one particular interaction scenario. With a larger
and more varied dataset from multiple studies, one could
better map out how accurate single item assessments are,
and if it can be used as a reliable tool in studies where
longer scales are less ideal. By further comparing the many
trust questionnaires in HRI, one can also start to classify
them for their optimal use cases, and help researchers make
better-informed decisions when choosing the correct trust
measuring tool. This includes comparing these trust scales
with behavioural measures, maybe even combining the two
to optimise trust measure reliability.
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