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A B S T R A C T

This paper establishes a new framework for assessing multimodal statistical causality between cryptocurrency
market (cryptomarket) sentiment and cryptocurrency price processes. In order to achieve this, we present an
efficient algorithm for multimodal statistical causality analysis based on Multiple-Output Gaussian Processes.
Signals from different information sources (modalities) are jointly modelled as a Multiple-Output Gaussian Pro-
cess, and then using a novel approach to statistical causality based on Gaussian Processes (GPs), we study linear
and non-linear causal effects between the different modalities. We demonstrate the effectiveness of our approach
in a machine learning application by studying the relationship between cryptocurrency spot price dynamics and
sentiment time-series data specific to the crypto sector, which we conjecture influences retail investor behaviour.
The investor sentiment is extracted from cryptomarket news data via methods developed in the area of statistical
machine learning known as Natural Language Processing (NLP). To capture sentiment, we present a novel
framework for text to time-series embedding, which we then use to construct a sentiment index from publicly
available news articles. We conduct a statistical analysis of our sentiment statistical index model and compare it to
alternative state-of-the-art sentiment models popular in the NLP literature. In regard to the multimodal causality,
the investor sentiment is our primary modality of exploration, in addition to price and a blockchain technology-
related indicator (hash rate). Analysis shows that our approach is effective in modelling causal structures of
variable degree of complexity between heterogeneous data sources and illustrates the impact that certain
modelling choices for the different modalities can have on detecting causality. A solid understanding of these
factors is necessary to gauge cryptocurrency adoption by retail investors and provide sentiment- and technology-
based insights about the cryptocurrency market dynamics.
1. Introduction

This paper develops a statistical causality framework based on
Multiple-Output Convolutional Gaussian Process models for multimodal
data. A formal inference procedure has been developed that can readily
accommodate testing for general causality structures, which includes
linear and non-linear relationships between time-series processes, whilst
also incorporating side information.

The interest in this paper is related to how to develop such a statistical
causal testing framework for the context of multimodal data. In general,
multimodal systems first appeared in the context of Human-Computer
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interaction [1], where ‘modality’ is understood as a natural way of
interaction (e.g., speech, vision, handwriting), but are becoming
increasingly popular in areas such as sensor networks [2]. A ‘modality’ in
the sensor data context is understood as a signal originating from
different sensors capturing diverse physical phenomena (e.g., tempera-
ture, pressure, wind speed) or the same phenomenon but from different
sources (e.g., speech by audio and video recordings from various angles),
and the data across the sensors are intrinsically dependent in space and
time. Multimodal systems are therefore important for jointly modelling
dependent data sources in complex multivariate environments, yet also
for understanding the interplay of the different modalities, which is what
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we aim to study in a causal analysis framework in this manuscript. In our
case, we will be considering three modalities. The first arises from mul-
tiple sources of text data (news articles), collected over time from various
news sources and authors. The second involves a variety of financial
market price and trading volume data for cryptocurrency assets. The
third relates to network attributes and blockchain technological attri-
butes of cryptocurrency protocols. These three modalities of data create
an interesting and underexplored multimodal data analysis framework,
in which we seek to test the key financial hypothesis of statistical cau-
sality between news sentiment and price dynamics. This will enable us to
better understand the mechanisms of price discovery in cryptocurrency
markets and the role of the retail investors' behaviour in such markets, in
response to news releases on particular cryptocurrency assets. By treating
these data modalities in a multimodal data format, we can develop a
framework based on Multiple-Output Convolutional Gaussian Processes
in order to capture local dependence in data within each modality as well
as cross-modality dependence between the different data sources.

In this paper, we develop the classical concept of Granger statistical
causality [3] into themultimodal data framework as ameans to study one
aspect of the dependence relationship between different modalities
(news sentiment, price and trading volume, and technology/network
features). We achieve this by quantifying the causal relationships be-
tween multiple signals from a conditional probability perspective.

In effect, we are able to present a novel example that allows one to
combine both highly structured and unstructured data to produce a new
approach to multimodal Granger causal analysis. This is because we
consider modalities that describe the same phenomena not only from
different sources but also via different media. On the one hand, we
consider well-structured time-series (cryptocurrency asset prices), and on
the other hand, we study raw text from published articles of different
lengths, authors, or publication sources. Whilst price time-series for asset
exchange rates are well-structured, the modality of natural language text
data has to be carefully processed into a sentiment index which inherits a
structured format that can be studied in light of causal analysis of the
observed price series. This is a challenge both in combining multiple
sources of unstructured text data as well as extracting non-trivial senti-
ment index models representing the text from multiple documents on a
time-series scale consistent with the price signal information.

There are a variety of approaches in the literature that seek to study
different notions of causality and even different formulations of the
concept of statistical causality. For instance, the original trend-based
univariate statistical causality definition goes back to Granger [3].
Since then, more sophisticated versions of statistical causality have
emerged, including [4] that study's graphical Granger (statistical) cau-
sality. In this context, it is assumed that the time-series of data come from
different distributions of the exponential family, and a vector
auto-regressive model with a Lasso penalty is estimated. Although
related, our approach differs in two key aspects. Firstly, we a priori make
a causal hypothesis of a particular model form and we seek to test this
hypothesis, which is fundamentally different in nature to model devel-
opment and model selection, followed by a posteriori assignment of a
hypothesis of causal relation to interaction structures between model
components. Secondly, we develop a Multiple-Output Convolutional
Gaussian Process structure for our inference procedure, that can
accommodate causal structure locally for each modality in terms of other
modalities in an either linear or non-linear structure. In addition, our
model has the ability to explicitly and readily test for causality re-
lationships in trend and/or covariance structure. This is a significant
development that was previously not easily achievable when using
classical time-series models for statistical causal analysis. Hence, the
framework we develop allows us to study much more flexible model
structures that can incorporate non-stationarity and non-linearity in the
causal relationships. The latter can be of the first order, i.e., mean-based
statistical causality, or second order, i.e., covariance-based statistical
causality. At the same time, with our Gaussian Process (GP) model, we
mitigate model risk, as we can perform testing with good power
2

properties even under a misspecified model [5].
This paper makes the following contributions: first, we present a

system that jointly models different sources of heterogeneous data via
Multiple-Output Gaussian Process structures that incorporate time-series
regressions in both the mean and the covariance functions via automatic
relevance determination kernels; second, using the Multiple-Output GP
models developed, two classes of causal models are proposed (Model A
and Model B) capturing presence or absence of a particular causal
structure. We consider both linear and non-linear causal relations in the
mean and the covariance in the analysis, which is readily facilitated in
the proposed Multiple-Output GP framework; third, we employ a novel
framework to construct text embeddings and a sentiment index from
public news articles. We conduct an extensive statistical analysis to verify
the representational power of our index, as well as compare it, with
regards to expressivity to alternative, state-of-the-art models for senti-
ment indices; fourth, we seek to understand causal relationships between
the underlying blockchain technology and the cryptocurrency price
process, via incorporating a blockchain-related technology index into the
multimodal framework. Finally, we demonstrate an application of the
above, and in addition, investigate how the parametrisation of sentiment
affects the causal evidence we observe.
1.1. Notation

In the current section we present some key notation that will be used
in the manuscript:

� t is a single token, where a token can be any linguistic unit of one or
more characters: a word, a number, a punctuation character, etc.

� V is the vocabulary, i.e., a finite set of tokens that are valid according
to the language.

� D is the dictionary, i.e., a finite set of tokens, which we consider
related in some sense, for instance, they relate to a certain topic. Note
that D⊆V, and that it is common in Natural Language Processing
(NLP) literature not to distinguish between vocabulary and dictio-
nary, but it is necessary in the current thesis, as is demonstrated later.

� ~νN ¼ f~νwNgw¼1:n is an n-gram, namely a collection of n consecutive
tokens.

� Γ denotes the Gamma function and Bν denotes the modified Bessel
function of the second kind [6].

� H0 denotes the null hypothesis of a statistical hypothesis test, while
H1 denotes the alternative hypothesis.

� Gaussian Process (GP): Let f ðxÞ : X 7! R be a stochastic process par-
ametrised with state-space fxg 2 X , where X⊆Rd. The random
function f ðxÞ is a GP if all its finite dimensional distributions are
Gaussian, where for any n 2 N, the random vector ðf ðx1Þ; f ðx2Þ;…;

f ðxnÞ Þ is jointly normally distributed.
� μ and K denote, respectively, the mean and covariance functions of a
GP.

� Y�l
t ¼ ½Yt�lþ1;Yt�lþ2;…;Yt �, denotes a vector of l lags of process fYtg,

i.e., observations at previous l time steps up to time t.
� In the present manuscript, Y denotes an asset price process, X denotes
the process of an alternative signal (sentiment or technology index),
and Z denotes an additional process utilised as side information.

� P(Y|X) denotes the conditional probability of Y given X.
� In the statistical hypothesis testing framework of Section 3, super-
script A denotes parametrisation under model A, whilst superscript B
denotes parametrisation under model B.

� LX→Y|Z denotes the Generalised Likelihood Ratio-based test statistic
for testing whether process X causes process Y in the presence of the
side information process Z. Similarly, LY→X|Z denotes the Generalised
Likelihood Ratio-based test statistic for testing whether process Y
causes process X in the presence of the side information process Z.
Note that causality in this work is understood according to Granger's
definition (see Section 3).
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2. Background on causal analysis in Natural Language
Processing and cryptocurrency asset price dynamics

In this section, we will highlight some previous examples of statistical
causality for cryptocurrencies with NLP, which is a field that has been
recently gaining popularity for blockchain analytics [7]. We focus on
studies in this context as they are the closest examples of published work
related to the proposed multimodal causal analysis we study in this
manuscript in regard to non-structured time-series data types such as
text-based data.

Previous work detects cause-effect pairs and constructs multiple
cause-effect chains based on financial news articles and financial state-
ments [8,9]. The method consists of extracting linguistic features (such as
part-of-speech tags, pairs of particles, uni-grams, and bi-grams) in order
to recognise sentences expressing cause and effect, and then connecting
effects with future identified causes to link the cause-effect pairs into a
chain. The link is achieved based on the similarity of the text expressions
of the effect and the future cause, usually via the construction of word
embeddings. These methods are interesting from an NLP perspective but
their proposed techniques apply neither to the sentiment index models
that we explore nor directly to a multimodal signal context that we
develop in this manuscript.

Granger statistical causality has also been used to explore whether
Twitter sentiment Granger-causes stock market returns of popular com-
panies [10]. Similar to our approach, a dictionary-based methodology
was followed for sentiment extraction, enhancing established dictio-
naries [11] with topic words, hand-labelled for sentiment polarity. Their
Twitter data spanned the three-month period of January 1, 2017 to
March 31, 2017, and only used Tweets from verified accounts to preserve
data quality. Conducting a simple Granger causality analysis between the
stock returns and sentiment data, revealed that there is causality in both
directions, i.e., stock returns cause Twitter sentiment and Tweets cause
certain stock market return dynamics. This was a limited data study, and
the sentiment index construction was relatively crude. The approach
developed in this work will be significantly broader in the duration of the
study, the amount and quality of data used, and the methodology for
sentiment extraction and causal analysis. Specifically, the data we used
span a period of two years and contain news articles about cryptoassets
rather than Tweets, thus giving more substantial and extensive text data
and analysis from which to form more accurate sentimental signals.
Furthermore, the domain dictionary we specifically constructed is almost
four times as big. We demonstrate in the studies performed the impor-
tance of correctly specifying the dictionary utilised in the construction of
the sentiment signals.

Furthermore, alternative ways of measuring Granger causality be-
tween social media sentiment and cryptocurrency prices have been un-
dertaken, see Ref. [12]. In that work, the used models are also able to
accommodate measures of non-linear causal relationships, like the
models proposed in this manuscript. The manner in which they achieved
this differs from our framework as they adopted the method of transfer
entropy. This method is less interpretable regarding the specific form of
the causal relationships under study compared to our approach where
this can be parametrically specified and therefore explicit and inter-
pretable. To compare the effect of such direct and indirect specification
approaches, we have implemented their framework for transfer entropy
causal testing and compared this against our specific non-linear causal
Multiple-Output Gaussian Process testing framework. The results of this
analysis are provided in detail in the real data analysis sections, and we
believe they explain clearly the advantages our approach offers in regard
to the ability to detect causal relationships of non-stationary and
non-linear structures in real data. Regarding the component of Ref. [12]
that related to the extraction of sentiment information, in that work the
authors relied on the number of positive and negative relevant messages
on Twitter and StockTwits, which were obtained by filtering for specific
hashtags and ‘cashtags’ respectively. However, the authors mention that
the data were provided by a private company, and include no description
3

of how they processed the messages to determine sentiment polarity or
how they accounted for bots or unverified social media accounts. This
can have a substantial influence on data quality reduction and the
introduction of noise that could bias the constructed sentiment index and
causal model risk in any resulting model using such data. We have opted
to construct from first principles via a more statistically rigorous
approach a sentiment index, which is described in Section 6.

Compared to both of these approaches, we remark that by using news
articles rather than crude Twitter data, we are able to take advantage of
the editorial process applied, so we have less noise present in our text
data when compared to very noisy Tweets or StockTwits. Regarding the
index construction, we constructed more sophisticated sentiment indices
that will be outlined in the manuscript in detail, and the inference pro-
cedures we conducted included a significantly more flexible Granger
causal analysis. From a study design perspective, it is important to note
that, distinct from classical financial markets for equities, cryptocurrency
markets are primarily retail investor focused during the period of our
study, and therefore prone to retail sentiment and news-driven price
discovery. Finally, we will compare the transfer entropy non-parametric
approach to our proposed Multiple-Output Gaussian Process causality
testing framework, to contrast the differences in performance. We will
explain the basic framework of transfer entropy for statistical causal
analysis in the application section.

3. Framework for testing statistical causality

We present a basic statement of the statistical causality testing
framework we consider, which is based on the classical framework of
statistical causal testing of Granger. One advantage of our hypothesis
testing inference framework is that the test we develop is classical, the
test statistic is closed form and can be evaluated efficiently pointwise,
and the asymptotic distribution of the test statistic under the null hy-
pothesis is widely studied and classical. The novelty we bring is in the
classes of models we develop in the application of this test and the
context for the study in which we apply such a test. We will first present
the basic testing framework. Then we will develop each component of
this framework in subsequent sections via the Multiple-Output Gaussian
Process structures we introduce to make this framework non-trivial.

In this general setup, without loss of generality, one may consider two
real-valued univariate time-series, denoted by fXtg and fYtg with nx and
ny samples, respectively, whose potential causal relationship will be of
interest to test, as well as potentially a third real-valued time-series, fZtg
of length nz that will act as side information. An explanation of the role of
side information and how including side information can help distinguish
direct from indirect causality is discussed in Refs. [13,14]. Statistical
causality is a generalisation of Granger's concept defined in the context of
prediction in linear autoregressive parametric time-series models: the
null hypothesis of no causality from time-series fXtg to fYtg means that
including the past of fXtg does not improve the prediction of the future of
fYtg [3].

We use a more general definition, written as equality of the condi-
tional distribution of fYtg, where we condition on a set of explanatory
variables with or without the past of fXtg, for all t 2 Z:

H0 : P
�
Yt

��X�k
t�1;Y

�l
t�1;Z

�m
t�1

� ¼ P
�
Yt

��Y�l
t�1;Z

�m
t�1

�
H1 : P

�
Yt

��X�k
t�1;Y

�l
t�1;Z

�m
t�1

� 6¼ P
�
Yt

��Y�l
t�1;Z

�m
t�1

� (1)

where P(⋅∣⋅) denotes conditional probability,Y�l
t is the vector of past lags,

defined as Y�l
t�1 ¼ ½Yt�l;Yt�lþ1;…;Yt�1�, and analogously for X�k

t�1 and
Z�m
t�1. Eq. (1) can also be understood as a comparison of two competing

models that explain different plausible causal relationships in the data:
model B, which includes the time-series fXtg as an explanatory variable,
and model A, which does not.

Under this general hypothesis framework for causal inference, we
may then develop for the Gaussian Process context a generalised



Fig. 1. How to obtain dependent Gaussian Processes (GPs) X, Y from inde-
pendent fX, fY and a common white noise process u0 smoothed by smoothing
kernels (linear filters) hX, hY. Note that the GPs f1 … fd that comprise fX can
represent different modalities or different aspects of the same modality.
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likelihood ratio test setup to perform the statistical inference to test these
hypotheses. Note, this testing framework is standard and we present it
here to show our framework and introduce notation, the novelty we
bring to this setup is the class of Gaussian Processes we utilise and the
way we subsequently set up a multimodal convolutional Gaussian Pro-
cess test for modality causal inference. The advantage of our setup is that
these classical results presented here are inherited by our framework,
which we see as an advantage of our method compared to more complex
inference procedures where two problems may arise: first, the asymptotic
distribution of the test statistic under the null may be unknown; and
secondly, the test statistic may be difficult to evaluate pointwise. In our
framework, neither of these is prohibitive.

In formulating the test statistic, we represent {Xt} and {Yt} as
Gaussian Processes with mean vectors and covariance matrices for the
two models denoted μA,Y, KA,Y and μB,Y, KB,Y. It is precisely how we
structure these trend and covariance structures to encode causality that is
of primary significance in this work, and how we couple dependence
between these two Gaussian Processes that represent two data modalities
that will form the interesting aspect of our methodology. We will present
the details of these aspects in subsequent sections of the manuscript.
Then the test statistic can be simply stated as:

LX→Y jZ ¼ �
Y� μA;Y

�T�KA;Y
��1�Y� μA;Y

�þ log ∣ KA;Y ∣

� ðY� μB;YÞT ðKB;YÞ�1ðY� μB;Y Þ � log ∣ KB;Y ∣;

where the estimation procedures for the parameters of the GP models are
described in the following sections. For the kernel matrices of the two
models, we have:

�
KA;YY

�
i;j
¼ kA;Y

�
yti ; ytj

�
þ ρYti ;tj (2)

and

fKB;XXgi;j ¼ kB;X
�
xti ; xtj

�þ ρXti ;tj ;�
KB;YY

�
i;j
¼ kB;Y

�
yti ; ytj

�
þ ρYti ;tj ;�

KB;YX
�
i;j
¼ ρYXti ;tj ;

(3)

where we encode the marginal modality-specific dependence through
kernels kA,Y for model A of data modality Y and, equivalently, kA,X for
model A of data modality X. Analogous notation is then adopted for
model B, where the functional form differs to accommodate the different
hypotheses on causality present. We denote the dependence coupling the
two modalities Y and X under model A or model B by the convolutional
kernels ρYti ;tj and ρXti ;tj . Note that we use the same convolutional filters for

both models A and B, and that we assume that the two models are nested,
namely, we can obtain model A from model B if we select the parameters
of X�k

t�1 to be zero. The latter, together with additional assumptions
detailed in Ref. [5] are important to be able to use the properties of the
Generalised Likelihood Ratio Test (GLRT). According to those properties,
under the null hypothesis, the test statistic LX→Y∣Z has asymptotically χ2q
distribution, where q is the difference in dimensionality between the
parameter space for models A and B. Furthermore, we remark that the
convolutional dependence structure implies that even in the conditional
model, we can still observe dependence between modalities, which can
be described by a factor copula. Without the convolutional component,
the model in Fig. 1 results in conditional independence between mo-
dalities, in which case dependence is induced only through the mean and
the covariance.

4. Multiple-Output Convolutional Gaussian Processes for causal
inference

In this section, we introduce the class of statistical model we develop
4

to represent the multiple modalities of the cryptocurrency price data,
transaction data (hash rates), and Natural Language Processing sentiment
index time-series data. This will be based on a special class of Multiple-
Output Convolutional Gaussian Process time-series regression models.
We do this in two stages, first defining the marginal GP for each modality
of data and then defining the coupled multiple-output version that
combines the modalities whilst preserving the joint Gaussian structure
that is important for ease of evaluation of the causal inference procedure
test statistics under model A and model B. These models form the basis of
our framework for statistical causality analysis that incorporates both
first order (trend causality) and second order non-linear (covariance
causality) structures.
4.1. Gaussian Processes for time-series
Definition 1. (Gaussian Process (GP)) Denote by f ðxÞ : X 7! R a sto-
chastic process parametrised with state-space fxg 2 X , where X⊆Rd. The
random function f ðxÞ is a GP if all its finite dimensional distributions are
Gaussian, where for any n 2 N, the random vector ðf ðx1Þ; f ðx2Þ;…; f ðxnÞ Þ
is jointly normally distributed.

We can therefore interpret a GP as equivalently characterised by the
following class of random functions:

f :¼ �
f ð �Þ : X 7! ℝ : f ð �Þ � GP�μ� �; θμ�; kð �; �; θkÞ � � (4)

with μ
� � ; θμ� : X 7! R, kð �; �; θkÞ : X � X 7! Rþ such that:

μ
� �; θμ� :¼ E½f ð �Þ �;

kð �; �; θkÞ :¼ E
	�
f ð �Þ � μ

� �; θμ� ��f ð �Þ � μ
� �; θμ� � 
: (5)

In the context of the class of causality models we will construct, we
may consider three time-series component processes: fXtg, fYtg, and fZtg
which represent modality 1, modality 2, and relevant side information
(exogenous covariates) respectively.

We will illustrate the marginal model for modality Yt below, and the
equivalent model structure is then applied for the other modality Xt. We



I. Chalkiadakis et al. Blockchain: Research and Applications 3 (2022) 100063
model the time-series fYtg as realisations from a GP regression with
additive Gaussian noise where the regression covariates enter into both
the trend and covariance function in a distributed lag regression structure
as follows:

Yt ¼ f i;Y
�
X�k

t�1;Y
�l
t�1;Z

�m
t�1

�þ εi;Yt ; (6)

where index i 2 fA;Bgwill denote model A or model B, fi,Y(⋅) is modelled
by a GP, additive noise εi;Yt � Nð0;σ2t Þ, and vectors of past lags of fYtg;
fXtg and fZtg as previously defined. We denote θ¼θμ [ θk, and refer to θ
as hyperparameters of the GP f [15].

Then for model A or model B, we generically denote the mean func-
tion μi;Yt : Rkþlþm → R and covariance function by ki;Y : Rkþlþm �
Rkþlþm → R for i 2 fA;Bg, and note that these will have domain inputs
given by the following lagged conditional structures:

μi;Yt � μt
�	
X�k

t�1;Y
�l
t�1;Z

�m
t�1


�
;

ki;Yt1 ;t2 � kt1 ;t2
�h

X�k
t1�1;Y

�l
t1�1;Z

�m
t1�1

i
;
h
X�k

t2�1;Y
�l
t2�1;Z

�m
t2�1

i �
:

(7)

Observe that we have added a double index subscript for the current
time periods of evaluation to denote the conditional nature of these mean
and covariance structures and distinguish them from the classical sta-
tionary mean and covariance functions often utilised in Gaussian Process
regressions. Furthermore, note that these lagged structures for the trend
and covariance kernels can be very general, including both linear and
non-linear structures. We will illustrate explicit functional forms for these
sufficient functions in the subsequent experimental results and analysis
sections where we tailor them to the specific multimodal data setting we
study. The parameters of the Gaussian Process can be estimated by
maximum likelihood.

We will assign the modality corresponding to the text-based Natural
Language Processing sentiment signal to be denoted by the process Xt. In
the context of our study, we will construct f i;Xt to be a multi-kernel
Gaussian Process model, constructed from a weighted linear combining
rule of d signals each individually modelled by a Gaussian Process

denoted by f i;Xt;j
t ; j¼ 1;…;d, which can represent different modalities of

the same underlying sentiment topic process. Such a construction is very
natural for the sentiment time-series modality, which corresponds to
combining sentiment time-series Gaussian Process models: 1. from
different news sources; or 2. from different textual topics of relevance to
the given sentiment extraction framework; or 3. from different authors to
capture their specific style and individual sentiment signals; or 4. from
different sentiment polarities such as positive, negative, and neutral
sentiment signals concurrently extracted from a given corpus of news
articles.

We also remark that when studying causality between heterogeneous
data sources such as text from news articles and price data, the concept of
‘time’ might vary due to the nature of the data: different frequencies of
observation or different interpretations of the sequential nature of the
information. The latter is a problem in our case, where the ‘time’ variable
is an index in the article n-grams, whereas the rest of the modalities are
indexed on calendar time, specifically on a daily basis. Note that cryp-
tocurrency markets trade 24 hours per day, 7 days per week. We,
therefore, summarise the observations of the text time-series to the cal-
endar time scale of daily frequency. The summary could be the median or
the interquartile range (IQR) of the sentiment index observations on a
particular day from multiple news articles or news sources written on
that day. Note also that the convolutional framework we propose can

accommodate different types of dependence between f i;Xt;j
t and f i;Xt;k

t .
4.2. Multiple-Output Gaussian Processes

Gaussian Processes are typically used to model only a single output
variable in the regression, such as Yt expressed in terms of lags of Yt, lags
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of Xt, and Zt. Here we wish to model jointly regressions for Yt and Xt in a
coupled manner, which marginally have the GP regression framework
described above. The main difficulty in using them for multiple outputs is
defining covariance functions that capture cross-covariances and still
guarantee (semi) positive-definite covariance matrices. There are several
approaches to achieving Multiple-Output GP, such as ‘co-kriging’ [16],
modelling the outputs as linear combinations of latent channels [17,18],
or modelling them as convolutions of the same underlying white noise
process [19,20], which is the approach we describe below.

Modelling the joint distribution of the modalities for Xt and Yt
Gaussian Process regressions is achieved by considering the Gaussian
Processes f i,X and f i,Y as independent factors, but the noise εi;Xt ; εi;Yt is now
driven by a common stochastic factor u0,t, as shown in Fig. 1.

The coupling Gaussian Processes characterised by kernels ρi,X and ρi,Y

can be expressed as a convolution integral between a smoothing kernel
and a latent function/process. Any type of latent process with a finite
second moment can be used [20], whereas the smoothing kernel has to
be absolutely integrable. Here we describe the case where hX and hY are
linear filters, simulated with an independent and identically distributed
white-noise process which we select as standard normal, giving:

εXt ¼ hXðtÞ*u0ðtÞ ¼
Z þ∞

�∞
hXðτÞu0ðt� τÞdτ: (8)

The selection of a Gaussian white noise stochastic driver is important
to preserve the overall joint Gaussian multivariate distribution and
Gaussian copula dependence structures. This will in turn allow us to
remain within the tractable closed form test statistic specification that we
use for testing causality structures with this Multiple-Output Convolu-
tional Gaussian Process structure.

If u0 is a white Gaussian noise process with zero mean and covariance
ku0 ðz;z

0 Þ ¼ σ2u0δz;z0 , then the covariance function of uX is as follows [19]:

cov
�
εXt ; ε

X
s

� ¼ σ2u0

Z þ∞

�∞
hXðτÞhXðs� tþ τÞdτ: (9)

The covariance term where the Gaussian noise u0 stays the same, but
only the smoothing kernel changes, is defined analogously. For the
covariance of the two processes X and Y, we obtain:

ρXYt;s ¼ covðXt;YsÞ :¼ σ2u0

Z þ∞

�∞
hXðτÞhY ðs� tþ τÞdτ; (10)

and analogously for the other covariances, with the symmetry of the
covariance function implying equalities: ρXYt;s ¼ ρYXs;t and ρYXt;s ¼ ρXYs;t . Note
that the integrals of the form of Eq. (10) do not have a closed form so-
lution for all smoothing kernels, in which case simple approximations can
be obtained. The mean vector and covariance matrix of the Multiple-
Output GP, which refer to a joint distribution of random variables
½Xt1 ;…;Xtn ;Yt1 ;…;Ytn �, are:

μ :¼
h
μXt1 ;…; μXtn ; μ

Y
t1
;…; μYtn

i
;

K :¼
"
KXX KXY

KYX KYY

#
;

(11)

where K 2 XþðRmÞ and
�
KXX

�
i;j
¼ kXti ;tj þ ρXti ;tj ;�

KYY
�
i;j ¼ kYti ;tj þ ρYti ;tj :

(12)

To obtain the parameters of the Multiple-Output Convolutional GP
model, we apply a two-stage procedure; the first stage estimates the
Gaussian Process for each marginal modality, and the second stage es-
timates the convolutional dependence. The latter may be estimated by
fitting the residuals of the first stage to the model of the convolutional
filter, e.g., via the Yule-Walker equations for an autoregressive filter.
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Estimation in the case of long memory filters is also possible, see dis-
cussions in Ref. [21].

These models can now be utilised to formulate the non-linear statis-
tical causality testing framework that we specifically propose for our
multimodality context.

5. Extending to inference for multimodal causality

In this work, we will typically refer to Yt as the modality to represent
an asset price dynamic, and Xt will denote a sentiment signal dynamic. In
this section, we discuss different hierarchical methods one can use to
produce the sentiment signal Xt. We will assume that Xt is comprised of
multiple sentiment signals, generically denoted by the collection Xt,1, …,
Xt,d, each of which can represent a variety of different sources of senti-
ment. As an example, we may wish to combine three sentiment polarities
(positive, negative, and neutral) for a given cryptoasset each day. In this
case, Xt,1, Xt,2, Xt,3 correspond to positive, negative, and neutral sentiment
polarities (referring to Fig. 1, here d¼3). Then to detect causality in the
direction Y→X, we define two alternative models A and B as follows:

Model A: Xt ¼
Pd
j¼1

wjf A;Xt;j
�
X�k

t�1;j

�
þ hXðtÞ*u0ðtÞ;

Model B: Xt ¼
Xd

j¼1

wjf B;Xt;j

�
X�k

t�1;j;Y
�l
t�1

�
þ hY ðtÞ*u0ðtÞ;

(13)

where model A encodes a lack of statistical causal structure between
sentiment and price and model B encodes a presence of statistical causal
structure between price and sentiment. For the direction X→Y, we
interchange X, Y.

Since each random function f A;Xt;j will be a Gaussian Process, the joint
process for Xt under model A or model B will also be a Gaussian Process
with a multi-kernel structure. Each individual kernel will, in this paper,
be captured by an Automatic Relevance Determination (ARD) Mat�ern
kernel, which is isotropic and can be defined using the distance between
the inputs:

kMaternðx; x0 Þ ¼ CðDðx; x0 ÞÞ: (14)

We also note that we are able to build causality structures in both the
trend, through the conditional mean function specification, and the
conditional covariance kernel structure via the use of the ARD kernel
structure. The ARD kernel as developed in Ref. [5] allows causal variable
dependence to be encoded into the covariance function and its para-
metric relevance to be determined by the value of the corresponding
optimised hyperparameters. This also means that certain inputs can be
excluded through fixing values of relevant hyperparameters, and we
therefore define D¼ Dðx; x0 Þ ¼ 	 ��x1 �x0

1

��;…;
��xd �x0

d

�� 
. The Mat�ern
covariance ARD function then becomes:

CðDÞ ¼ σ2

ΓðνÞ2ν�1

� ffiffiffiffiffi
2ν

p
D½l1;…; ld�T

�ν
Bν

� ffiffiffiffiffi
2ν

p
D½l1;…; ld�T

�
;

where ν represents degrees of freedom or a ‘smoothness parameter’, lj is a
length scale parameter (one for each input dimension), σ2 is a parameter
of the covariance, which is also the limit of the Mat�ern function for D¼ 0.
Bν(z) denotes the modified Bessel function of the second kind, and Γ is the

gamma function. Let Dj ¼ Dð½X�k;j
t1�1;Y

�l
t1�1�; ½X�k;j

t2�1;Y
�l
t2�1�Þ denote distance

measured for signal component j. Then the kernel for Model B can be
written as a sum of Mat�ern kernels. The pairwise element of Eq. (11) is
hence computed as follows:

kBt1 ;t2

�h
X�k;1

t1�1;X
�k;2
t1�1;X

�k;3
t1�1;Y

�l
t1�1

i
;
h
X�k;1

t2�1;X
�k;2
t2�1;X

�k;3
t2�1;Y

�l
t2�1

i�
¼

X3

i¼1
w2

i CðDiÞ þ P: (15)

where P is the covariance matrix due to the smoothing filters hX, hY.
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5.1. Sentiment signal combining methods

Consider the different cryptoassets (Bitcoin—BTC, Ethereum—ETH,
Litecoin—LTC, Ripple—XRP, Tron—TRX) that form the focus of this
study. The news articles written about each of these assets can be
considered as ‘topics’ in a text mining context. We then consider different
options for combining the sentiment time-series from these different
‘topics’ or across different sentiment polarities or across different news
sources.

We will denote by Xðs;jÞ
τ the sentiment indices where the index s refers

to sentiment polarity s2{positive, negative, neutral}, the index j refers to
asset j2{ BTC, ETH, LTC, XRP, TRX}, τwill be an n-gram ‘time’ index, and
Ns,j will denote the total number of n-grams of ‘topic’ j, with sentiment s.
For Subsections 5.2 and 5.3, for calendar time units t¼1, …, T, we can

partition
�
Xðs;jÞ
τ

�Ns;j

τ¼1 by grouping the observations that come from articles

published on the same day:
�
Xðs;jÞ
τ

�ns;jt
τ¼1, for t¼1,…, T,

PT
t¼1n

s;j
t ¼ Ns;j and

ns;jt 	 0.
We next present three different sentiment combining rules that we

develop and explore to capture different aspects of the text sentiment
modality in the cryptocurrency market.
5.2. Volume based weighting for cryptocurrencies market sentiment

To capture a market wide sentiment for a given polarity s2{positive,
negative, neutral} we utilise a volume based weighting rule:

XðsÞ
t ¼

X
j

ws;j
t
~X
ðs;jÞ
t ; ws;j

t ¼ ns;jtP
jn

s;j
t

; (16)

where ~X
ðs;jÞ
t ¼ m

�
Xðs;jÞ
τ

�ns;jt
τ¼1

�
, where m(⋅) denotes the mapping from

each segment (set of n-grams) of topic j and sentiment s that corresponds
to time t. The weights are assigned according to the volume of n-grams
per day for each topic, which ensures that article lengths have no effect
on the weight.
5.3. Sentiment weighting with temporal forgetting

Here we develop a combining rule that allows for the fact that in-
vestors and market participants forget positive news at a different rate
than negative news. Typically, it has been shown that it takes longer to
forget an adverse news event when compared to a positive news event,
which is attributed to a natural tendency of investors towards risk
aversion. We can capture this effect with the following weight combining
rule.

~~X
ðs;jÞ
t ¼

Xt

p¼1
e�βjðt�pÞ~X

ðs;jÞ
p ; (17)

where ~X
ðs;jÞ
t is as defined above and βj > 0, 8j. We then combine the

different assets by summing the individual indices:

XðsÞ
t ¼

X
j

~~X
ðs;jÞ
t ; (18)

The interpretation supporting this weighting scheme is that news
about a particular, e.g., more popular topic (in our case cryptoasset), is
forgotten at different rates.
5.4. Sentiment weighting with temporal forgetting that is polarity specific

We now group the sentiment index values of all of the different topics
according to their sentiment class for the same calendar time t:
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n
XðsÞ

1:n0t

oT

t¼1
; s 2 fpositive; negative; neutralg; (19)
where n
0
t ¼

P
jn

s;j
t 	 0 is the total number of n-grams from all sources at

time t. We summarise each group for sentiment s and denote the sum-

mary as ~X
ðsÞ
t . We then have three marginal sentiment time-series which

we will combine into a global sentiment index. We can assign weights to
each marginal sentiment index value at t, which produces an exponential
memory on the past sentiments:

~~X
ðsÞ
t ¼

Xt

p¼1
e�βsðt�pÞ~X

ðsÞ
p ; (20)

where βs > 0, 8s, and then combine the different sentiments by summing
the weighted individual indices, with the additional weight of Section
5.2:

Xt ¼
X
s

ws
t
~~X
ðsÞ
t ; ws

t ¼
P

jn
s;j
tP

s

P
jn

s;j
t

: (21)

The interpretation behind this weighting scheme is that sentiments
have different memory or forgetting rates, and due to the property of risk
aversion, it would be reasonable to assume that there is an ordering to the
memory decay for negative, neutral, and positive news.

6. Extracting text sentiment modality

The majority of previous work on sentiment index construction has
focused on social media text data sources and blog/social technology
feeds such as Twitter, Facebook, Reddit, and Github [22,23]. This is
perhaps largely driven by the significant volume and availability of such
data in real time and the potentially divisive nature often provided in
such text. However, algorithmic chatbots that post on a large scale on
these social media feeds are being used increasingly to manipulate the
perspectives presented on these platforms and to therefore potentially
bias any sentiment scoring methods and indices constructed from such
text sources. Furthermore, the text sources in these media are often very
large in sample size (many Tweets, etc.) but low quality and highly re-
petitive in nature (re-Tweets, etc.) and also small in vocabulary and text
token word count, i.e., the amount of text data, e.g., per tweet.

As a result, to avoid the potential pitfalls associated with such low-
quality data when constructing sentiment models, we adopt text sour-
ces based on more traditional and reliable sources that have undertaken
editorial process and are not limited in the number of words but will
produce lower sample sizes that are applicable to daily, regular time-
interval time-series analysis.

The literature on sentiment extraction using neural network type
models is extensive, however, this is not the case for text time-series
sentiment indices. Basic text time-series and sentiment index construc-
tion have been proposed in the past [24,25], and more recently in
Ref. [26], who in particular show how to construct a sentiment scoring
rule based on the difference between the number of positive and negative
words in Tweets, which produces a form of event-driven irregularly
time-space time-series. One can also determine a regularly spaced
time-series, which we will demonstrate is more appropriate to consider
when constructing sentiment indices.

In this manuscript, we will develop a novel sentiment time-series
extraction method that is highly interpretable and can be tailored to
specific domains such as cryptocurrency. We will contrast our proposed
sentiment extraction framework with existing state-of-the-art methods
based on deep neural network solutions, which are difficult to train on
specialised small sample set domains such as those encountered in
cryptocurrency news articles. Specifically, we will compare our work to
state-of-the-art methods for sentiment analysis, including Valence Aware
Dictionary for sEntiment Reasoning (VADER) [27] and Bidirectional
Encoder Representations from Transformers (BERT) [28].
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VADER is a rule-based model constructed from human annotations of
online texts to determine sentiment. In VADER, first a gold-standard
sentiment dictionary is extracted, then validated using qualitative
methods (based on human annotation) and lexical features are extracted
together with five rules that incorporate grammatical or syntactical
conventions that people use to express sentiment intensity (valence). A
challenge with this method arises in the application we consider as there
is domain-specific knowledge and terminology in the cryptocurrency
context that is not adequately captured by the standard formulation of
VADER. However, one may find examples of the use of the VADER
sentiment model in the cryptomarket [29–31]. These studies signifi-
cantly differ from our study in three main aspects: the type of sentiment
model utilised; the type and quality of data used to produce the sentiment
model; and the way in which sentiment is then studied or utilised. We
specifically have not concentrated on social media sentiment, which
VADER claims to extract, because of the data quality challenges we dis-
cussed at the beginning of the section. We have instead focused on public
news articles from community accepted reliable websites over a two-year
period, and have developed specific sentiment indices able to capture the
particular nature of the vocabulary used in the domain.

Alternative methods to rule-based approaches include the word
embedding-based models. Word embeddings are real-valued high-
dimensional vectors that correspond to specific words and are obtained
via a complex non-linear optimisation process. This approach has been
prevalent in the neural network-based approaches to NLP, and the
optimisation process that obtains the embeddings aims to either learn a
decomposition of the document-term matrix of a corpus of documents
(e.g., GloVe [32]), or minimise an entropy measure (‘perplexity’) for a
model that predicts the word that follows a given word sequence (‘lan-
guage modelling’, e.g., BERT).

Despite their popularity, we specifically chose not to use these ap-
proaches as they are highly complex and can be challenging to obtain
meaningful and reliable interpretable outputs: we would not be able to
relate the final index to the raw input in a transparent manner because of
the complexity of the optimisation and the size of the parameter space.
Efficiency, transparency, and interpretability are crucial in our work, and
both would be compromised had we used a word embedding-based
approach to construct the sentiment index. It is for these reasons that
we have opted to develop a new statistically meaningful, computation-
ally efficient, and interpretable sentiment index methodology that will be
presented in detail in Section 6.3.

6.1. Frequency based text embedding

The text embedding framework we construct is based on the bag-of-
words model (BoW), which has been widely applied in NLP and infor-
mation retrieval [33]. The idea behind BoW in NLP is to represent a
segment of text as a collection (‘bag’) of unordered words. In this work,
we are re-setting BoW into a time-series context and presenting a novel
online formulation that allows us not only to overcome the computa-
tional difficulties associated with BoW, which include the handling of
sparse matrices whose size depends on the number of distinct document
words and corpus size, and may well be in the order of hundreds of
thousands, but also to incorporate the text-based modality into our
multimodal time-series system.

We use the following notation: ν denotes a ‘token’, i.e., a linguistic
unit of one or more characters (a word, a number, a punctuation char-
acter, etc.), V is the vocabulary, i.e., a finite set of tokens that is valid
according to the language, andD is a dictionary ðD⊆VÞ, i.e., a finite set of
tokens, which we consider expressive for our domain or task in some
sense, for instance, because they relate to a certain topic. We also assume
the n-gramword model, where n denotes the number of tokens in the text
processing unit we consider.

Our time-series embedding is defined by the 3-ary relation R⊆V �
D� ~N , where D ¼ fD1;D2;…;Dpg, Dj⊆V is a set of dictionaries each of
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size qj, and ~N ¼ fNq1 ;Nq2 ;…;Nqpg. The following condition defines the
ternary relation:

γ̂j;lN
�
~νN ;Dj;l

� ¼
8<
:

mN
j;l

n �N; rm
�
~νN ;Dj;l

� ¼ 1

0; otherwise
; (22)

where ~νN ¼ f~νwNgw¼1:n, m
j;l
N ¼ jfν0

: ν
0 2 ~νNg \ fDj;lgj, for dictionary j 2

{1, …, p}, token l 2 {1, …, qj}, and

rm
�
~νN ;Dj;l

� ¼
(
1; mj;l

N 	 mmin

0; otherwise
; (23)

where N is the index of the current time step and is what we understand
as ‘time’ in this sequential context. In this construction, the condition in
Eq. (23) restricts the count of any token l ofDj which is in n-gram ν1N,…,
νnN at time stepN to be at leastmmin. The dictionariesDj should be chosen
in the most useful and informative way for the task that is addressed. In
this paper, we have considered a simple construction where p¼1 and D1

contains a single set of tokens relevant to the cryptocurrency space, but
this can be generalised into Dj that contains tokens related to different
topics, or tokens of different frequencies in the language. Essentially,
fDjgj¼1:p constitutes a basis for D, and they can be decomposed further,
for example, into individual orthogonal components.

To address the question of how to express the time dependent nature of
the text, we note that the total number of observed tokens increases as we
shift the n-gram towards the end of the document. We, therefore, adapt the

computation of γ̂j;lN ð�Þ to capture the change in the counts by incorporating
a compensator recursively that involves extracting proportions of the
dictionary tokens within the n-gram at time step N, as follows:

~̂γ
j;l

N ð�Þ ¼

8><
>:

XN�1

i¼1
mj;l

i þ mj;l
N

MN
; rmð�Þ ¼ 1

0; otherwise

; (24)

where mj;l
N is the count of tokens l in dictionary Dj at time step N, andMN

is the total count of tokens we have observed up to time step N which
satisfies rm(⋅)¼1. It is important to point out at this stage that the support
of the distribution of proportions is restricted by the condition in Eq.
(23).
6.2. Distributional time-series of frequency based word embeddings

After obtaining the embedding extracted from token occurrences, we
construct additional time-series using statistical summaries of the
empirical distribution of the embedded text. We acquire the empirical
density of the recursive token proportions of Eq. (24):

gj;lN
�
~νN ;Dj;l

� ¼ I
�
~νN ;Dj;l

�
~̂γ
j;l

N

�
~νN ;Dj;l

�
Pqj

l¼1I
�
~νN ;Dj;l

�
~̂γ
j;l

N

�
~νN ;Dj;l

�; (25)

where the indicator function I selects the n-gram terms:

I
�
~νN ;Dj;l

� ¼ �
1; if l 2 �

l
0
: Dj;l

0 2 ~νN for some w
�

0; otherwise
; (26)

and then we can effectively study the density itself, which changes per n-
gram, or use a suitable summary of it. We expect that the frequency with
which words are used in the course of the text, as well as the richness of
the dictionary, will reflect on the value of the entropy of the empirical
distribution of proportions, which we use to construct our time-series.

The entropy is a vector-valued process of dimension p, HN ¼ ½Hð1Þ
N ;…;

HðpÞ
N �, whose marginal component that corresponds to the jth dictionary is
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given, for j ¼ 1, …, p, by:

HðjÞ
N ð~νNÞ

����gj;lN ð�Þ�l
¼

8>><
>>:
�
Xqj
l¼1

I
�
~νN ;Dj;l

�
gj;lN ln

�
gj;lN ð�Þ

�
; 9 l s:t: gj;lN

�
~νN ;Dj;l

� 6¼0

0; otherwise:

(27)

6.3. From text-based time-series embedding to sentiment indices

The framework of the previous section with the specific conditions
defining the relation R will construct a text embedding that captures
frequency characteristics of dictionary words in n-grams. Then, in order
to account for sentiment information, we build a scoring rule to weigh
the embedded n-grams according to the sentiment (positive, negative,
neutral) that they express. To construct our sentiment indicator, we
consider two factors: 1) we determine the polarity of an n-gram using a
counting rule, and then adjust the token counts of the n-gram according
to its polarity; 2) in the recursive transformation of the text time-series
(Eq. (24)), we restrict the support of the token distribution to include
only those tokens that are in n-grams which belong to one of the senti-
ment classes based on their polarity value (positive, negative, neutral). In
this way, we restrict the support of the distribution to each sentiment,
thus constructing a distribution of the specific sentiment over tokens.

To build our sentiment indices, we use predefined lists of tokens we
consider to induce positive, negative, or neutral sentiment text respec-
tively; such lists can be taken from existing collections or, as in the case of
speciality topics like cryptocurrency can be readily created for the task at
hand and combined with existing widely used lists. Note that we do not
base our construction on mutually exclusive sentiment word lists.
Instead, we consider the possibility that a word can express different
sentiments depending on the context, and therefore can be included in
more than one of the sentiment dictionaries. Since we compute an n-gram
sentiment score based on the sentiment of all tokens in it, we seek to
account for different sentiment uses of the same token depending on
context. This is because the counts of each token will be modified ac-
cording to the polarity of the n-gram, which is determined based on all
token counts. In addition, some words that are generally considered
sentiment-neutral can in fact express a specific sentiment in certain
contexts. Ideally, such words would be included in a domain-specific
sentiment dictionary, however, our current rule for building sentiment
support can compensate if some of them are missing.

We have developed an algorithm (available in the GitHub repository,
see Section Software and data) to construct a sentiment index using the
entropy score of a text segment to denote sentiment. As we have
remarked when constructing the text time-series, the time index is on n-
grams, which is also our basic text unit for constructing a sentiment
index. Once we have mapped each text segment of each article (all
chronologically ordered by date of publication) to the entropy of a dis-
tribution related to the words in the text segment (Eq. (27)), we then
apply a daily median filter on the values of the day τ to produce a daily
sentiment time-series. Our daily sentiment index is therefore constructed
as follows:

entropy_indexðτÞ ¼ medianðHi;τ;…;Hiþk;τÞ; (28)

whereHi,τ,…,Hiþk,τ are the entropy values of the text segments i,…, iþk,
which come from articles written on the same calendar day τ. We pro-
duced sentiment-specific (positive, negative, neutral) indices in the same
way, using our domain dictionary annotated by experts in cryptomarkets
for the sentiment of specialised words used within this community.

7. Results and discussion: crypto news sentiment modality

In this first set of results, we present the outcome of the application of



Table 1
Summary of basic terminology (in accordance with https://sborms.github.io/eco
nometrics-meets-sentiment/glossary.html).

Term Definition

Sentiment The sentiment is the disposition of an entity toward an entity, expressed
via a certain medium. This comprises the expression by an entity (e.g.,
an investor) of its disposition in the form of verbal or non-verbal
communication, the polarity of the expression, and the recipient of that
expression (e.g., the market, other investors).

Polarity The polarity (semantic orientation) of an expression (e.g., text, sound)
represents its degree of positivity. The categories of polarity can go
from very positive to very negative and can be either discrete or
continuous. In Section 7, three polarities are discussed: positive,
negative, and neutral.

NLP Natural Language Processing (NLP). A set of computational methods
and analytical techniques that are used to process written or spoken text
that is free flowing and does not follow a pre-defined template.
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what we have developed with our novel sentiment signal extraction
methodology, and in addition, we summarise the results of our
comparative analysis between our method and other state-of-the-art
methods such as VADER and BERT. These analyses justify that our pro-
posed sentiment extraction methodology extracts distinct domain-
specific sentiment in all polarities of sentiment. We establish that one
needs to construct sentiment indices that specifically account for the
domain that they are applied to, in terms of dictionary and adaptability to
high-frequency changes of sentiment, which we have achieved with our
framework. We present additional evidence of the advantages of our
entropy-based sentiment index in the examples provided in the GitHub
repository accompanying this manuscript, see Section Software and data.

In order to facilitate understanding of the current and following
sections, we provide an explanation of some key terms in Table 1. Note
that we discuss different sentiment polarities and illustrate the corre-
sponding indices in the current section, whilst in the development of
Section 8 we used the absolute sentiment strength index, which in-
corporates a general notion of sentiment intensity.
7.1. Text data collection and processing

The text data we utilise comprise news articles for top cryptomarket
capitalisation assets (BTC, ETH, LTC, TRX, XRP), which were collected
from two major cryptocurrency websites (CryptoDaily and CryptoSlate,
see Table 2, Fig. 2). The selected news media have diverse readership
both in the UK and the US; specifically, about 32% of CryptoSlate desktop
readers are US-based and about 4.5% are UK-based—without consid-
ering readers on mobile devices. In addition, regarding CryptoDaily,
more than half ð
 54%Þ of its readership comes from major European
countries (UK, France, Germany1). The text data were cleaned from
Table 2
Details on the data sources: https://cryptodaily.co.uk/, https://cryptoslate.com/.

Source Project Total #articles Total #tokens Total #s

CryptoDaily BTC 3042 629,991 59,693
ETH 1053 258,235 22,055
LTC 252 61,293 5303
TRX 228 37,441 3679
XRP 765 129,152 12,453

CryptoSlate BTC 947 281,673 24,139
ETH 405 114,586 9767
LTC 118 25,133 2207
TRX 123 26,544 2332
XRP 176 43,861 3932

1 Data obtained from: similarweb.com.
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artefacts from the scraping process, noisy characters, punctuation, and
tokens that are not in the dictionary. Selection and processing of the text
sources are important controls in the inference procedures for causality.
Often news articles do not have a clear topic focus, and as we have seen
previously, they will inevitably contain inherent biases of the author or
the news medium they are published in. We guard against these factors
by selecting articles from well-accepted news sources in the crypto-
currency community. Note that the news sources provide articles already
categorised into one topic (a specific cryptoasset in our case), and even
when this is not the case, the sentiment index is still valid since we are
interested in sentiment for the cryptomarket as a whole, rather than
specifically for certain assets.

7.1.1. Construction of the dictionaries
The choice of the dictionary when applying the framework of Section

6.1 is critical for embedding. The dictionaries are available in the sup-
plementary GitHub repository (link in Section Software and data). A
dictionary that does not exhibit much variety will lead to modelling zeros
when constructing the time-series from an input text or produce a signal
that is not very responsive to market dynamics. Having a dictionary that
contains a large variety of commonly used words is less likely to lead to
outliers in the time-series, hence more likely to avoid misleading results.
When constructing the dictionary one has to consider 1) the reliability of
the source and 2) the application domain. To ensure the former, we used
Oxford's dictionaries. The latter becomes especially important because
words appear with different meanings or frequency in different contexts,
and this has to be accounted for when interpreting the structural prop-
erties of the time-series. Table 3 shows the percentage of words that were
encountered in the processed articles and which were not part of the
dictionary (‘out-of-vocabulary’words). These words were not considered
in the text and sentiment time-series construction. It is, therefore,
desirable to have a low percentage of out-of-vocabulary words, as in our
case, which means that the employed dictionary is expressive enough for
the articles we are using.

For the sentiment polarity for each dictionary token, we used estab-
lished annotated dictionaries [11] as well as consultations with experts to
determine the sentiment of words specific to cryptomarkets.
7.2. Entropy-based sentiment indices and evidence of significant additional
information therein relative to BERT, VADER and sentometrics indices

The sentiment indices we developed, together with those constructed
using BERT and VADER are presented in Figs. 3 and 4 for Bitcoin (BTC)
from articles coming from one widely-read cryptocurrency news source
(CryptoDaily). We show a 10-day rolling (overlapping window by 1 day)
mean and median of the daily sentiment, together with the 95%
smoothed confidence intervals. To construct the intervals we compute
entences Median of #tokens in article Median of #sentences in article

196 19
224 22
223 22
167 16
184 17

288 24
295 24
323 27
305 27
302 26

https://sborms.github.io/econometrics-meets-sentiment/glossary.html
https://sborms.github.io/econometrics-meets-sentiment/glossary.html
https://cryptodaily.co.uk/
https://cryptoslate.com/
http://similarweb.com


Fig. 2. Monthly proportion of volume of news reports per project.

Table 3
Percentage of out-of-vocabulary words.

Source/Project BTC ETH LTC TRX XRP

CryptoDaily 6.4% 7.5% 6.4% 8.8% 10.4%
CryptoSlate 8% 9.1% 7.8% 9.2% 10.5%
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the time-series of the 95th and 5th percentiles and smooth them with the
same 10-day window. Details on the construction of the indices using
BERT and VADER are presented in the Appendix.

We conjecture that the variability exhibited by our proposed senti-
ment index is due to its ability to adapt to the specificity of the domain
and therefore better capture the sentiment signal from public news. On
the contrary, we may assume that the alternative models we employ
(VADER and BERT) produce a point estimate per day that is a lot less
responsive to the high variability of investors' sentiment. This is because
VADER has been constructed using Twitter posts, where the language is
completely different from that of financial articles on cryptoassets and
more tuned to extreme sentiment expressions.

To further quantify this argument, we can statistically determine how
much of our sentiment index is explained by the past and present senti-
ment indices from BERT and VADER. We develop a statistical time-series
regression model based on the Vector Autoregressive Distributed Lag
(VARDL) structure that we fit using the constructed sentiment indices. If
the other indices explain a large portion of the variation in the response
time-series, i.e., our sentiment index, then it means they capture the same
sentiment time-series dynamics. If, however, we see that they explain low
amounts of variation in our sentiment index, then this provides statistical
evidence for our practical conjecture stated above as to why our senti-
ment model out-performs these non-crypto specific sentiment methods of
BERT and VADER.

To assess the relation of our sentiment index to indices based on BERT
and VADER, we investigate whether the sentiment indices constructed
from the BERT and VADER models can be used as explanatory variables
for our proposed entropy sentiment index. For this purpose, we fit
distributed lag time-series regression models where the BERT and
VADER indices are in the set of regressors, whereas the dependent var-
iable is the entropy sentiment index. Subsequently, the significance of the
model parameters relevant to the BERT and VADER covariates is
assessed. Note that we do not seek to develop a good predictive model of
Yt but to investigate if the covariates from BERT and VADER have any
explanatory power for Yt, given a model for Yt which we assume is good
enough. We present here the final structure of the model we adopt and
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present its structure and fitting process (via standard two-stage least
squares instrumental variable regression). Details are provided in the
GitHub repository accompanying this manuscript (Section Software and
data):

Yt ¼ αþ
Xp

i¼1
γiYt�i þ βB

Xþ∞

j¼0
φj
BX

B
t�j þ βV

Xþ∞

j¼0
φj
VX

V
t�j þ εt ; (29)

where εt~N(0, σ2), β
!

j ¼ ½βBj βVj �
T , X

!
t ¼ ½XB

t XV
t �

T and the superscripts
B, V stand for BERT and VADER, respectively.

We observed that the BERT (smoothed) and VADER covariates
become significant when the mean is used to summarise the daily in-
formation, and only for the indices of the absolute sentiment strength, the
positive and the neutral sentiments. For all parametrizations of
smoothing window size or daily summary (mean or robust median),
BERT and VADER fail to explain the negative sentiment index. When the
robust median is used to summarise the daily observations, as was the
case with the entropy indices used in our studies, primarily VADER and
less so BERT can explain a small amount of the variation in the positive
sentiment index, which is in agreement with the correlation and
dependence measurements we obtained for the pair grid plots (see Ap-
pendix 1, Fig. A.1). The sentiment that BERT extracts appears to be
relevant to news articles with the neutral sentiment, which we can
explain with the observation that BERT captures information about
sentiment magnitude but fails to distinguish between polarities due to
domain specificity. On the other hand, VADER manages to explain a
significant portion of the variability in the positive sentiment for specific
cryptoassets. We attribute this to the fact that the positive expression of
sentiment is more universal than the negative, and therefore the effect of
the domain specificity is dampened for some—especially the most pop-
ular and widely known—cryptoassets, as they may have been included in
non-technical Tweets, which VADER had access to during its setup.

7.2.1. Comparison of entropy sentiment index with BERT model adapted for
finance

In this section, we present an additional small case study to benchmark
our entropy sentiment index against state-of-the-art approaches. We utilise
two BERT models, which have been finetuned, i.e., further trained, on
financial texts, which is a procedure often performed in the deep learning
community in expectation of improved performance. The first model,
FinBERT2 [34], was finetuned utilising popular financial datasets [35,36],
and yet, the authors did not conclude that the finetuning on a
domain-specific corpus was significantly helpful to their task. The second
2 https://huggingface.co/LHF/finbert-regressor.

https://huggingface.co/LHF/finbert-regressor


Fig. 3. CryptoDaily BTC—Entropy sentiment index with the 95% smoothed confidence intervals. Note the variability of our text time-series entropy indices compared
to VADER/BERT—our index can adapt to the specificity of the domain, and therefore better capture the sentiment signal from public news.

Fig. 4. Sentiment indices with the 95% smoothed confidence intervals, constructed from CryptoDaily BTC articles using BERT and VADER. Dotted lines are the
boundary values, where green denotes positive sentiment, red negative, and blue neutral.
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Fig. 5. Cumulative sentiment from Cryptodaily articles (relativised with respect to starting sentiment).
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model, FinEAS3 [37], finetunes a pre-trained BERT model that produces
sentence embeddings (sentence-BERT) as the authors claimed that sen-
tences would be more useful to identifying sentiment information. To
finetune and evaluate their model, the authors utilise a proprietary
financial news sentiment dataset from RavenPack Analytics and demon-
strate that their finetuned sentence-BERT model (FinEAS) outperforms a
non-finetuned sentence-BERT and the FinBERT of Ref. [34].

In Fig. 5, we plot the cumulative relativised (with respect to the first
time step) sentiment content of FinBERT, FinEAS, the BERT model we
utilised in the statistical comparison of the previous section, and our
absolute entropy sentiment strength index, constructed from news arti-
cles about Bitcoin and Ethereum published on Cryptodaily. For Bitcoin,
we observe that FinEAS captures similar sentiment content to our entropy
sentiment index as their rates are almost the same for the whole period
under study. On the other hand, in the case of Ethereum, we observe that
our index accumulates sentiment content that is different from that of all
the other models and at a much higher rate. Regarding FinBERT, it ap-
pears to not be easily able to accumulate sentiment content for both
Bitcoin and Ethereum, as its rate is very low. This could mean that some
form of ‘catastrophic forgetting’ took place, namely some loss of repre-
sentational power obtained during the pre-training phase, and it was not
compensated by the finetuning process. This is as we can observe that the
baseline BERT model trained on general sentiment content accumulates
sentiment much faster than FinBERT.

7.2.2. Comparison of entropy sentiment index with sentometrics R package
In addition to the neural network approaches to extracting sentiment,

we also benchmark our proposed entropy sentiment index approach to a
methodology recently proposed in the ‘sentometrics’ literature (senti-
ment þ econometrics [38]), which is also lexicon-based like our pro-
posed entropy-based method.

The sentometrics R library [39] comprises three approaches to con-
structing sentiment indices: i) the unigram approach: the sentiment is
constructed as the weighted sum of detected word scores taken from the
lexicon according to their sentiment annotation, ii) the valence-shifting
bigrams approach; the score of each word in the weighted sum is also
affected by the score of the preceding word, e.g., is multiplied by addi-
tional weight of �1 if the preceding word reverts the sentiment polarity
of the word in question, and iii) the valence-shifting clustered approach:
similar to the valence-shifting bigrams approach yet now clusters of
3 https://huggingface.co/LHF/FinEAS.
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preceding and succeeding words are taken into account when weighting
the sentiment score of a word. Finally, at a fourth stage, document- or
sentence-level sentiment scores are aggregated across documents or over
time, with a number of different weighting functions, and produce a
real-valued sentiment index between �1 (negative sentiment) to 1
(positive sentiment). We remark that this framework bears a lot of
resemblance to our proposed sentiment extraction framework. Our
approach differs, however, in the following key components. First, we
provide a more general text time-series framework based on which we
build our sentiment index construction, which means that the sentiment
framework can benefit from a lot more flexibility in the type of text
structure that it inherits; second, our text and sentiment time-series
frameworks utilise topic-specific lexicons constructed from authorita-
tive sources, rather than generic language dictionaries; third, note that
even though the baseline sentiment computation in both frameworks is
based on counting sentiment-bearing words, we significantly differ in our
presented approach to sentiment construction as we do not suggest a
heuristic for a weighted sum combination over token scores to produce
the final sentiment index as in the sentometrics algorithm, but rather we
construct an entropy-based sentiment index (of general sentiment
strength but also polarity-specific, i.e., positive, negative, neutral) which
considers the overall sentiment distribution within groups of words
(n-grams) and its evolution over time as new tokens are encountered;
fourth, in terms of sentiment aggregation rules, we also provide
combining rules that consider the amount of available text data per
document or news source, contain a time graduation effect or are topic-
or entity-specific, and we note that the time aggregation extends over the
complete history, rather than a fixed window as in sentometrics; fifth, our
method of sentiment index construction and aggregation endows us with
the ability to construct confidence intervals on the daily sentiment
values, a feature which is currently missing from sentometrics.

In Fig. 6 we present, as before, the relativised cumulative sentiment of
the entropy sentiment (absolute sentiment magnitude) and the three
indices constructed with the unigram, bigram, and clusters approach of
sentometrics, for which we utilised our custom cryptocurrency-specific
lexicons and set the parameters of the construction to reflect the en-
tropy sentiment methodology (no time aggregation, token counts-based
aggregation of sentiment within each document, and aggregation of
daily documents proportional to the number of tokens). We observe that
our entropy sentiment index grows almost linearly with a positive rate,
which means that it consistently accumulates information as it processes
more articles. On the other hand, the indices of sentometrics do not appear
to accumulate information content in a consistent fashion. Between the

https://huggingface.co/LHF/FinEAS


Fig. 6. Cumulative sentiment from Cryptodaily articles (relativised with respect to starting sentiment).
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three, the cluster-based approach appears to accumulate more informa-
tion as it is on par at the beginning, and then (after December 2018)
higher than the uni- and bigrams approach. Note that in the case of ETH
(right), there is a small increase in the growth rate of sentiment at the
beginning of 2018 and until about May, yet still much lower than the rate
with which the entropy sentiment accumulates information.

We refer the reader to the GitHub repository accompanying this
manuscript (Section Software and data), for more results on the different
sentiment indices, as well as further studies on the rate of growth of the
sentiment signal per asset, which can reveal a lot of information about
the sentiment type and content of the indices, and how they differ and
accumulate depending on the sentiment model we use.
7.3. Significance of vocabulary specificity

For our dictionary-based sentiment index construction, we have
developed a crypto-specific dictionary in collaboration with domain ex-
perts. We will begin by proving that this is critical to correctly capture the
sentiment signal. The dictionary is made available at the GitHub re-
pository that accompanies the manuscript (see Section Software and
data).

We employ two lists of positive and negative words that commonly
appear in social media and online text [40,41], to construct the text
time-series entropy indices instead of using the crypto-specific positive
and negative sentiment lists we compiled. Our curated sentiment lists
were developed by combining two lists of terms with sentiment
Table 4
Details on the dictionary on crypto that we constructed.
(a) Overlap percentage between crypto-specific and general sentiment lists.

Positive word list Negative word list

General finance and crypto-specific terms 49% 35%
Crypto-specific terms only 2.6% 8.5%

(b) Overlapping terms of crypto-specific and general dictionary of positive/negative
words.

Positive words Negative words

bullish bearish
dump
dumping
taint
tank
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annotations: one list of general financial terms [11], and a second list of
crypto-specific terms annotated for sentiment, which we constructed
after consultation with experts in the cryptospace.

Table 4a shows the overlap between the two sets of lists. The rela-
tively high overlap with the general financial dictionary shows that, on
the one hand, we are not inconsistent with standard approaches to
sentiment analysis, and on the other hand, the expressivity of our index
has been significantly enhanced by the specificity of the crypto dictionary
we created. Note that the overlap of our crypto-specific sentiment terms
with the non-crypto-specific is not on exclusive crypto terms, but rather
contains words that could also be found in non-crypto, general finance,
and investor-related articles (Table 4b).

Having established the validity of the dictionary, we then statistically
verified the importanceofutilisingadomain-specificdictionary toconstruct
the sentiment indices by conducting a series of basic hypothesis tests to
determine if the sentiment estimated using our purpose-built dictionaries
differed from the standard non-crypto-specific sentiment dictionaries other
studies adopt. We performed this analysis with simple two-sample tests on
themean of each approach. The reference null hypothesis for the test is that
the sentiment polarity-specific entropy index based on the crypto-specific
dictionary, and the comparative approach—in terms of the news source,
asset, and sentiment type—entropy index based on the general, non-crypto-
specific sentiment lists produce sentiment indices that, on average, are
statistically indistinguishable given thedata collected.We tested the indices
for the complete period under study, split into yearly quarters. We observe
that if there is evidence to reject the null hypothesis that the samples have
the same population mean sentiment scores, then that evidence is highly
significant most of the time. We focus here on some interesting patterns to
illustrate the key findings and include a complete set of results in the sup-
plementary GitHub repository (Section Software and data). In general, we
remark that the observed patterns differ depending on the period we are
studying,but also theasset.Weobserve that the rejectionof thenull happens
with high confidence most of the time for the most popular assets among
thosewestudied (BTC,ETH,LTC), and less often for the rest (TRX,XRP).We
attribute this to the fact the assets with higher market capitalisation and
more investors undergo more technical and detailed reporting, especially
during periods of significant market movements, e.g., Quarter 4 2018,
Quarters 2–4 2019. In particular, for BTC periods like Quarter 4 2018 and
Quarter 2 2019 (BTC articles from CryptoDaily and CryptoSlate, Table 5),
whichwere characterised bypricemovements that raised a lot of discussion
and concern among investors, are expected to be described by more tech-
nical articles in an attempt to understand the market dynamics, hence the
explicit difference between the indices. This analysis shows that the use of



Table 5
Hypothesis testing using the sample means of the sentiment indices constructed with non-crypto-specific lists of positive/negative words. Reference for the tests is the
sentiment entropy construction based on the crypto-specific dictionary.

News source Asset Sentiment index Q4 - 2018 Q2 - 2019

Test statistic p-value Significance Test statistic p-value Significance

CryptoDaily BTC neg 4.105 561 9.4�10�5 **** 7.985 339 0 ****
CryptoDaily BTC pos 6.819 732 0 **** 16.300 749 0 ****
CryptoSlate BTC neg 4.157 188 8.1�10�5 **** 6.611 394 0 ****
CryptoSlate BTC pos 3.484 034 7.06�10�4 **** 4.172 550 6.8�10�5 ****

Significance codes: ‘****’ 0.01 ‘***’ 0.025 ‘**’ 0.05 ‘*’ 0.1 ‘.’. Note that the comparison is with respect to the corresponding—in terms of the news source, asset, and
sentiment type—entropy construction based on the general, non-crypto-specific sentiment lists. Results for the fourth quarter (Q4) of 2018 and the second quarter (Q2)
of 2019 are shown.
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the crypto-specific dictionary that we developed is critical to the construc-
tion of the sentiment index and its ability to capture market perceptions in
the crypto context. We believe this type of finding would hold more
generally in other domain-specific studies also.
7.4. Importance of sentiment polarity

We now question whether we gain additional information by con-
structing sentiment indices that are polarity-specific, i.e., positive,
negative, neutral, or a single entropy index expressing the power (or
magnitude) of the sentiment would suffice to capture all the information
that is of relevance to causal analysis on cryptocurrency price dynamics.

To statistically verify the necessity of constructing and studying the
different types of sentiment indices, we conduct again a series of two-
sample mean tests. This time, the reference signal is the entropy con-
struction of the absolute sentiment strength, where we considered the
complete (including all positive and negative crypto-terms) dictionary,
and the comparand is each of the entropy constructions where the sup-
port of the word frequency distribution is restricted to the corresponding
sentiment polarity. Each comparison pair was based on articles about the
same cryptoasset that came from the same crypto news source.

We summarise the results of the numerous analyses performed in this
section to capture the key features, and the remainder of the results are
presented in the GitHub repository (Section Software and data).

The outcomes we identified are that we again observe the presence of
strong evidence to reject the null hypothesis that the polarity sign was not
statistically significant in the average behaviour of the constructed
sentiment indices, especially in particular periods, e.g., Quarter 2 2019,
Table 6
Hypothesis testing on the sample means of the sentiment indices constructed
with crypto-specific positive, negative, and neutral words. In the reference, for all
tests the support of the word distribution does not depend on sentiment type and
the dictionary includes all crypto-specific terms.

News source Asset Sentiment
index

Q2-2019

Test statistic p-value Significance

CryptoDaily BTC neg 1.135 229 0.257 998 .
CryptoDaily BTC pos �16.087 715 0 ****
CryptoDaily BTC neutral �6.475 668 0 ****
CryptoDaily ETH neg �5.635 428 0 ****
CryptoDaily ETH pos �24.744 032 0 ****
CryptoDaily ETH neutral �7.308 446 0 ****
CryptoDaily LTC neg �3.466 728 0.000 87 ****
CryptoDaily LTC pos �10.324 524 0 ****
CryptoDaily LTC neutral �2.905 495 0.004 673 ****
CryptoDaily XRP neg 4.681 321 1.5�10�5 ****
CryptoDaily XRP pos �4.587 002 1.9�10�5 ****
CryptoDaily XRP neutral �1.952 214 0.054 368 *
CryptoDaily TRX neg 10.622 930 0 ****
CryptoDaily TRX pos �1.703 340 0.099 581 *
CryptoDaily TRX neutral �0.545 200 0.588 643 .

Significance codes: ‘****’ 0.01 ‘***’ 0.025 ‘**’ 0.05 ‘*’ 0.1 ‘.’. Note that as the
reference for all tests we have used the entropy construction of the corresponding
news source and asset. Results for the second quarter (Q2) of 2019 are shown.
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Table 6 (Cryptodaily articles). As we remarked earlier, during that period
we have a price rally, hence we would expect more technical language in
the articles to assist with investor analysis, yet we also expect that the
sentiment among investors during that period is prone to be at the tails of
the sentiment distribution (overjoyed investors due to high returns or
very sad investors due to a lost investment opportunity). Hence, the
difference between the global sentiment strength index and the polarity-
specific indices is more prominent, particularly for the positive and
negative sentiment indices. Consequently, it is meaningful to study both
the polarity-specific and the global index of absolute sentiment strength
since we can extract much more information from polarity-specific
indices, especially from positive and negative reporting during major
market events.

The studies we conducted in this section have verified the signifi-
cance of constructing sentiment indices that can account for domain
specificities, with respect to variability and specialised terminology, and
in addition, we have proven that it is meaningful to study not only
sentiment power in general but also construct indices that capture the
power of a specific type of sentiment. Furthermore, we have established
that our entropy sentiment indices adapt to market movements, and
therefore, it is meaningful to investigate this relationship and attempt to
quantify some of its aspects via causal analysis, as we will see in the next
sections.
7.5. Interpretability of the entropy based sentiment index

Understanding the different sentiment indices and their interaction
with the cryptomarket is particularly important for interpreting the
causal inferences driven by them. The properties of interpretability and
transparency of the framework presented in Sections 6.1–6.3 are two of
the main advantages that our indices bring in using the sentiment indices
in causal analysis and forming conclusions on the interpretations of such
causal relationships that may be detected.

We will see how we can leverage these properties to extract infor-
mation about the diversity of reporting among the different crypto news
sources and active authors within each. The fact that our sentiment
extraction framework can backtrack the construction of our index to the
raw articles allows us to question where our observations are to be
attributed, e.g., specific articles in the studied period or authors with a
certain bias or tendency.

To achieve this, we decompose each of the sentiment indices (posi-
tive, negative, neutral, sentiment magnitude) and identify the articles
that had the most significant effect on each—20 articles that had the
strongest effect and 20 that had the weakest. The sentiment significance
of an article is determined based on membership of at least one of its n-
grams in the top quantile (e.g., 9th decile) of the distribution of recursive
proportions of token counts (Eqs. (22)–(24)). The algorithm for the
procedure we followed to identify the most influential articles for the
index is described in the supplementary GitHub repository (Section
Software and data). To demonstrate the method, we refer to Fig. 7 and
the accompanying Table 7, which show the top-20 articles that caused
the strongest and weakest absolute sentiment strength signals during the



Fig. 7. Top-20 articles that caused the strongest and lowest negative senti-
ment—CryptoDaily BTC.
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time period we studied.
We can see from Table 7 that some articles are clearly strongly negative

judging by their titles, yet for others it may not be immediately obvious.
For instance, article 11 in Table 7 contains phrases such as: […] There are
some concerns though and it has been revealed that the ATM does have higher
exchange rates. […] There is still a lot of concern surrounding cryptocurrencies
Table 7
CryptoDaily BTC—top 20 articles for negative sentiment. These articles can be
retrieved by searching online using the site name, author and article title.

Rank Date Author - Article

1 2018-01-
05

Frankie Crowhurst – Determine The True Value Of
Cryptocurrencies Using These Five Indicators

2 2018-01-
03

Frankie Crowhurst – Bitcoin Accounts Frozen By Australia
Banks

3 2018-01-
15

Frankie Crowhurst – Top Cryptocurrency Risks

4 2018-01-
04

Denis Vinokourov – From the Las Vegas strip to blockchain
code. SP8DE ICO is coming …

5 2018-01-
08

Frankie Crowhurst – A Cryptocurrency Crime Wave Could Soon
Be Hitting Us

6 2018-01-
02

Frankie Crowhurst – 5 Blockchain Predictions For 2018

7 2018-01-
09

Frankie Crowhurst – Mufti says Bitcoin is forbidden

8 2019-07-
21

Sally Ho – Sally Ho's Technical Analysis 21 July 2019

9 2018-01-
19

Frankie Crowhurst – What An Actual Crypto Crash Would Look
Like

10 2018-01-
16

Frankie Crowhurst – Is Indonesia About To Ban Bitcoin?

11 2018-06-
20

Robert Johnson – Kenya Has Its First Bitcoin ATM

12 2018-01-
20

Frankie Crowhurst – Here's Why The Crypto Crash Happened

13 2018-01-
25

Frankie Crowhurst – Does Bitcoin Use Too Much Energy?

14 2018-05-
16

Jefe Caan – Why Is Bitcoin (BTC) Falling Despite Consensus
Excitement?

15 2018-03-
05

Nathan Bentley – Criptomoneda Mexico's Move For Regulation

16 2018-02-
08

Jessica Whitley – Millennials Love Bitcoin And Hate Stocks

17 2018-01-
18

Frankie Crowhurst – Visa CEO Won't Process Transactions In
Bitcoin

18 2019-01-
04

Jefe Caan – S&P 500 Future Outlook Hints At Green Months For
Bitcoin (BTC) Ahead

19 2018-10-
31

Kyle Torpey – The Lightning Network Is Steroids For Bitcoin's
Network Effects

20 2018-01-
24

Frankie Crowhurst – Bitcoin Traders Forced To Identify
Themselves
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though, particularly with the lack of regulation increasing the risk of financial
fraud. […] We support innovation but are concerned about the impact on
financial instability and the inherent risks.[…], which explains why an article
with the otherwise positive title ‘Kenya Has Its First Bitcoin ATM’ may in
fact cause negative sentiment to a cryptocurrency investor.

Furthermore, our sentiment index models can help market partici-
pants with navigation in the vast space of online crypto news media.
Identifying credible and accurate reporting may be relatively straight-
forward in the traditional print media: articles are predominantly signed,
and the most reputable authors appear on the front cover of newspapers
or are assigned more space. In the online media setting, however, articles
may be signed with aliases or may even be created by bots, and they lack
the ordering based to author reputation, experience, and credibility
within the community. Having a way to extract information about news
sources and author attributes that will help with filtering the daily news
for credible and accurate information is invaluable to investors and
market participants in general.

As we did with the articles, we can now focus on the authors and
extract those that affect the sentiment index the most. Such information
may reveal authors' biases towards reporting about specific crypto-assets
while exhibiting a specific sentiment polarity. This could potentially be
attributed to personal writing style, but it could also be a result of
directed reporting or censorship, in which case it may have serious
ramifications for the news medium or the cryptomarket. It is therefore
important to study whether such biases exist, and if they do, try to un-
derstand their origin. The procedure we followed to identify the most
influential authors for the index is described in the additional material in
GitHub (Section 5.2 therein, link in Section Software and data).

To illustrate our points in Fig. 8, we observe that CryptoDaily
reporting is dominated by two authors who have certain sentiment bia-
ses. Note that Sally Ho publishes a daily technical analysis of the cryp-
tomarket, hence we expect that the articles will be less prone to cause a
sentiment signal of a specific polarity, as is indicated in the figure—the
articles' sentiment will be rather neutral. Jefe Caan in contrast is the CEO
of CryptoDaily, therefore it is not strange that he is prolific in his article
contributions, and one would expect that his articles will be more of a
commentary nature, thus rich in terms of sentiment compared to a plain
technical analysis.

Finally, in addition to revealing the article and authorship effects on
the sentiment signal, it is valuable to study the reporting of a news source
about a cryptoasset and investigate whether it is biased towards a certain
sentiment polarity or how it changes over time and market dynamics. We
achieve that by studying the sentiment tendency of reporting over a
period of time as well as the volatility of sentiment as expressed by the
news reporting over the same time period (yearly quarters for Cryp-
toDaily articles, Fig. 9), the remaining results are available in the GitHub
repository accompanying this manuscript (Section Software and data). In
order to construct the quarterly summary of sentiment, we computed the
median (for the sentiment tendency) and interquartile range (for senti-
ment volatility) robust summaries.

We observe that for the Q4 2018 (Fig. 9a), we have a significant
negative sentiment bias towards all cryptoassets. This is explained by the
BTC price movement in that period, and specifically towards the end of
2018. The price of Bitcoin exhibited almost no volatility, which is
remarkable in such markets. This lack of volatility created uncertainty
and negative sentiment among investors, who anticipated an imminent
price decrease, as was the case in early 2019 (Fig. 9b). However, that
drop was followed by an increase in price later, mostly over the Q2 and
Q3 2019 (Fig. 9c and d), which started inducing positive reporting in the
news and positivity in investors with expectations of a continuing price
rally. This change in reporting is captured in the IQR plots where we see
that the volatility of positive sentiment for BTC is high in Q2 2019 and
continues to increase over Q3, reflecting the positivity among investors
given the price upward movement (points A-B in Fig. 14).



Fig. 8. Main contributing authors and their sentiment tendencies for CryptoDaily articles on ETH. The yellow bar expresses the magnitude of the sentiment emitted
from their articles, the green bar expresses the strength of the positive sentiment, the red bar expresses the strength of the negative, and the blue bar expresses the
strength of the neutral sentiment.
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8. Results and discussion: multimodal causality testing in
cryptocurrency

The retail cryptocurrency market exhibits significantly different
characteristics from traditional markets. It is more driven by retail in-
vestors' behaviour and therefore well suited to investigate the causal
relationships between the price dynamics of different assets and senti-
ment information that is included in public news reports.

We study the period February 2018–January 2020, when retail in-
vestors constituted the majority of the cryptocurrency spot market, and
collect the publicly available news reports from that period of two main
cryptocurrency websites that referred to the cryptoassets we study.
Publicly available news reports pose the greatest influence on retail in-
vestors, as the majority of them cannot access market sentiment analyses
conducted by institutions and hedge funds.

8.1. Financial and blockchain-related data collection and processing

We used three modalities of data: cryptocurrency exchange rates for
Bitcoin/USDTether (BTC/USDT); news articles for top cryptomarket
capitalisation assets (BTC, ETH, LTC, TRX, XRP) (Section 7.1); and
mining power Hash Rate for the Bitcoin blockchain over time. The Hash
Rate is a measure of both the activity of the blockchain via its utilisation
as well as a measure of the security of the network. A high hash rate will
mean that attackers on the network will require significant computa-
tional resources. This in turn affects sentiment and the price. Therefore,
we use the hash rate as a technical indicator of the crypto space and ask if
there is a causal relationship between crypto news sentiment and hash
rate dynamics. Fig. 10 shows the Pearson correlation, in a 3-month non-
overlapping, rolling window fashion, between the Bitcoin price and the
prices of the rest of the assets whose news articles we used.

8.1.1. Experimental setup
We test the causality between sentiment and BTC/USDT price data

with no side information. The null hypothesis is that of lack of statistical
causality, as in Eq. (1), and it is tested with the GLRT with a test statistic
based on the ratio of marginal likelihoods of alternative GP models, as
described in Section 3. The tests are performed on a rolling window of 3
months (91 days) each, the windows are 7 days apart, and we consider a
single lag of either 1 or 7 days. Price data are studentised (t-score)
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separately for each window. We use the GPML (Gaussian processes for
machine learning) package [42] for optimising parameters of the GP
models, with 5 starting points chosen from a grid of hyperparameter
values, based on evaluation of the marginal log likelihood on the grid. We
allow causality to enter via both the mean and the covariance functions,
with the Mat�ern covariance function used with parameter ν ¼ 3

2. To
facilitate estimation, we set the common noise process to u0 � Nð0;1Þ.
When we included the convolutional component in the model, we used
long memory filters (see link in Section Software and data for extra de-
tails) as the convolution kernels with long memory exponents chosen out
of a grid of values, namely d2{0.15, 0.25, 0.35, 0.45}. To compute the
Gegenbauer coefficients, we truncated the infinite sum at 5000 samples,
and the cyclic frequency was set to 1.

For the sentiment analysis, we construct the time-series of entropy
following Section 6.2 with mmin ¼ 1 to include all tokens of each n-gram,
where we set n ¼ 20 tokens. We use a single dictionary D ¼ D1 which
contains all the tokens from the various topic dictionaries we considered.
For the recursive computation, we used different supports for the dis-
tributions of token proportions (i.e., all dictionary tokens, tokens in
positive, negative, or neutral n-grams) for each coin, and then formed the
text sentiment index time-series for the different rules of Section 5.1 and
supports. To summarise the different n-grams per day, we used the me-
dian as a summary when constructing the indices. For the combining rule
of Section 5.3, we fix the weights at values βBTC¼0.015, βETH¼0.025,
βLTC¼0.035, βXRP¼0.045, βTRX¼0.065, whereas for the construction of
Section 5.4, we fix the weights at values βpos¼0.035, βneutral¼0.065 and
βneg¼0.015. The selection of the values was made according to the ex-
pected asset influence and risk aversion behaviour of investors: for
example, news about BTCwould bemore influential and therefore persist
the most due to the largest market share of Bitcoin, whereas positive or
negative news would have an effect on the market for longer compared to
‘neutral’ news that investors tend to quickly forget.

In the following discussions, note that the 1�p value curves in the
figures have been smoothed with a cubic spline.

8.2. Causal relationships between different modalities—cryptocurrencies
and sentiment

We refer to Fig. 11, which shows the power of the test for causality
between different modalities. Thinking of all topics as the marginals of a



Fig. 9. CryptoDaily sentiment tendencies (median) and volatility (IQR).

Fig. 10. Pearson correlations (3-month rolling window) of BTC price with prices of the other assets.
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multidimensional joint topic distribution, indices NLP1 (Section 5.2) and
NLP2 (Section 5.3), capture the dispersion of each marginal via the en-
tropy construction, while index NLP3 (Section 5.4) measures the
dispersion of the joint distribution (refer to Table 8). This intuition is
17
important to facilitate understanding of the different types of structures
that may induce causal relationships and which are only revealed when
the appropriate sentiment index is utilised.

Furthermore, the index we use will affect our ability to detect



Fig. 11. Evidence of statistical causality between different system modalities: sentiment and price: volume of news (NLP1—Section 5.2), topic-decaying
(NLP2—Section 5.3), and time-decaying (NLP3—Section 5.4) (support on all tokens).

Table 8
Sentiment indices with a summary of their construction and an intuitive interpretation.

Sentiment
index

Section Construction Interpretation

NLP1 5.2 Sentiment polarity-specific index. It is a weighted sum of all asset
sentiments of a particular polarity, with the weights reflecting the
amount of daily news that refers to each asset.

NewsVolumeIndex—the more news, the larger the effect on investors.

NLP2 5.3 Sentiment polarity-specific index. It is a weighted sum of all individual
indices of a particular polarity and asset, where each index has been
smoothed with an exponential temporal decay filter that reflects the
forgetting rate of the asset.
This reflects the fact that news about larger market capitalisation assets
influences investors for longer than news about small capitalisation
assets.

AssetImportanceIndex—the more important the asset, the larger the effect on
investors.

NLP3 5.4 Global sentiment index. It is a weighted sum of sentiment indices, each
with a particular polarity, where each index has been smoothed with an
exponential temporal decay filter that reflects the forgetting rate of the
particular sentiment type. The combining weights reflect the amount of
news that was available for each sentiment polarity, irrespective of the
asset.

SentimentForgettingIndex—the stronger the sentiment influence (usually
negative news persists more), the larger the effect on investors.

NLP4 5 ( Eq.
(13))

Model-based sentiment index. It is a weighted sum of sentiment indices,
each modelled with a Gaussian Process, where the weights can be
determined by a minimum-variance combining rule.

GPIndex—the stronger the second-order covariance relationships of a
particular sentiment (e.g., with respect to an asset or polarity), the larger its
effect on the index.
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causality. In particular, we only find causal structure consistently for
news sentiment and BTC price when we are employing NLP2 (Asse-
tImportanceIndex), but not NLP1 (NewsVolumeIndex) or NLP3 (Senti-
mentForgettingIndex). This confirms our claim that forgetting rates of
topics should be accounted for (cf. NLP1 and NLP2), and also indicates
that there is specificity in the news articles that pertain to crypto which is
reflected in the price dynamic. When all assets are highly correlated (see
Fig. 10), we see strong, contiguous causal evidence using NLP2; other-
wise we will see a dip in causality with NLP2, and probably a spike with
NLP3. Specifically, around the extremely low volatility period of
November 2018, one notices a decrease in BTC market dominance in its
market capitalisation as retail trading volume in altcoins (non-BTC
cryptoassets) was increasing versus BTC trading. Therefore, news senti-
ment at the time was heavily influenced by reporting on altcoins as well,
rather than mostly Bitcoin, which resulted in decrease in causal evidence
in the direction BTC → sentiment (Fig. 11). In addition, for both causal
directions, the observed dip in causal evidence around June 2018 when
BTC price was not changing significantly (hence BTC behaviour induced
strong sentiment in investors), can also be explained (Fig. 10) by other
assets decorrelating from BTC at that time. This means that there was
significant movement in trade in altcoin (hence strong sentiment induced
altcoin market movements), which predominantly drove news reporting.
This is in contrast to the strong causal evidence in June 2019 in both
directions (NLP2— AssetImportanceIndex), when BTC price was rapidly
increasing and correlation with altcoins was rising (Fig. 10). These ob-
servations reveal that assets operate on different timescales: a significant
18
change in BTC will probably be followed by significant changes in the
prices of altcoins, yet a small or no change in BTC will not necessarily
trigger an event in altcoin price.

Consequently, we highlight the importance of considering different
ways to aggregate information contained in different modalities (here
price and sentiment). The summary we use for each, influences first our
ability to detect causality that is present in non-linear model components
and second order covariance causal structures, and second, our under-
standing of the structures that drove the causal relationships. This be-
comes particularly clear in Fig. 12 if we compare the sentiment index of
Eq. (13) (NLP4, GPIndex) with NLP2 (AssetImportanceIndex). We
observe almost opposing dynamics in BTC→ sentiment, but similar in the
opposite direction, despite the fact that the model of NLP4 was fit on
individual sentiments constructed with the smoothing mechanism of
NLP2. Both constructions clearly capture different sentiment aspects and
lead to discovery of different causal structures. We therefore recommend
that practitioners first determine what type of causal structure they want
to capture, and then choose the corresponding aggregation rule that
captures it more efficiently.

8.3. Causal relationships between different modalities—hash rate and
sentiment

We then study (Fig. 13) the causal relationship at lag 7 between
sentiment and hash rate—a modality related to mining technology. The
Hash Rate is the speed at which a computer completes an operation in the



Fig. 12. Evidence of statistical causality between different system modalities: sentiment (NLP4 of Section 13) vs NLP2) and price.

Fig. 13. Evidence of statistical causality between different system modalities: sentiment and technology.
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Bitcoin code to create—‘mine’—new blocks on the blockchain that ver-
ifies transactions. The hashing computation costs electricity resources,
which are offset with a reward in the form of BTC money creation for the
winning block verifier; the higher the BTC exchange rate vs USD, the
greater this reward will be for a given hash effort. A higher hash rate
increases the opportunity of finding the next block and receiving the
reward. Bitcoin mining groups are therefore predominantly driven by the
dynamics of BTC price levels, relevant technological advances, and
mining costs dictated by costs of equipment and electricity. When mining
is cheap, miners will produce and accumulate BTC; when it is expensive
compared to prospective returns, mining is reduced and miners sell BTC
to cover their costs of operating. Between June 2019 and January 2020
(region B–C in Figs. 14 and 15), we observe a continuous downward
trend in mining profitability, thus smaller return on still running rigs, and
a rapid increase in mining difficulty, therefore necessity to deploy next-
generation mining rigs to achieve a certain level of hash rate (see steep
increase in Fig. 16). As a result, mining was reduced and miners had to
sell BTC, which meant excess supply and led to a price decline
(Fig. 14—red, B–C). The result of these dynamics was a strong (negative)
sentiment signal in the market, dictated by the reversal in the price,
which was trending upwards just before the period we studied
(Fig. 14—green, A-B). This signal was reflected in the news, and is
captured by the peak in causal evidence for June 2019–January 2020 in
Fig. 13, which indicates causal relationships in the direction of hash rate
→ sentiment.

Regarding causal relationships in the direction of sentiment → hash
rate, we observe two distinct regimes: first, two periods of strong
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contiguous causal evidence (May–November 2018 and May–June 2019),
and second, intermittent causal evidence of variable strength. For the first
regime, consider that the hash rate co-moves with price when the price is
increasing or is constant at a high level. When the price is increasing, the
hash rate will also co-move with investors' sentiment, however, the two
decouple when the price is constant, as a non-volatile market is not
interesting for investors, therefore there is a shortage of news during such
periods. This explains the strong causal evidence we observe in Fig. 13
(right) in May–September 2018: the price level remains fairly stable, but
the market is volatile, which induces news reporting and variation in in-
vestors' sentiment, while the price level is high enough to motivate miners
into mining uninterruptedly (causal relationship direction sentiment →
hash rate). In September–early November 2018, however, the price ex-
hibits almost no volatility, which is problematic for the large retail spec-
ulative leverage traders in the BTC/USDT markets and induces negative
sentiment in the investors; yet the miners were unaffected as the price level
was still high—this is described by the dips in causal evidence around
November 2018.When the sudden price crash in November 2018–January
2019 happened, stirring extremely negative sentiment, miners reduced
mining and there was a drop in hash rate; therefore, causal evidence
started to pick up again. This dynamic reveals that extreme shocks to the
system tend to cause the same reaction to investors' sentiment and miners'
hash rate, but also that the two exhibit different timescales: investors'
sentiment operates on a higher timescale and reacts faster to market
changes, while the hash rate only picks up market changes if they are
significant enough to drive the price below a certain level.



Fig. 14. Technology-related indicators: the 90-day moving average of mining difficulty (source: studio.glassnode.com).
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8.4. Causal relationships with convolutional model structure

We want to study the effect that the convolutional structure of the
model has on detecting and measuring the strength of causality. Ac-
cording to Eq. (2), the effect of the convolution on the test statistic will be
induced by the additive term ρt,s in the Gram matrices. Motivated by the
concept of forgetting rates that apply to different assets and news sources,
we choose to study the effect that convolutional filters with a power law
decay in their filtertaps (long memory filters) have on the causal analysis.
In the GitHub repository accompanying this manuscript (link in Section
Software and data), we describe the filters and the notion of long memory
in time-series, which have been attracting attention as a stylised feature
of the cryptocurrency market [43].

To investigate the impact of the convolutional component, we focus
on the causal relationships between the BTC price time-series and the
entropy sentiment indices we have presented, for the setting where
causality enters into both the mean and the covariance of the processes.
In order to assess the effect of the strength of long memory on causality,
we set a grid of long memory exponents and recompute the test statistic
under each new model structure.

We will focus on the causal relationships between the sentiment index
NLP2 (AssetImportanceIndex, Section 5.3) and the BTC price. We refer to
Fig. 17 where we plot the evidence for rejecting the null of no causality
for long memory exponent d¼0.45 and lags of 1 day, 1 week, and 1
month. We present the causal evidence under the strongest degree of long
memory as, overall, we detect more evidence for causal relationships the
higher the long memory strength is, and when we use sentiment index
NLP2. Specifically, the detection of causality is more prominent in the
sentiment to price direction, and for lags 7 and 30. This is because the
effect of sentiment may be cumulative over the lag period we study,
whereas price has a more immediate effect on investors. In other words,
investors are more prone to acting based on a memory of their past
sentiment induced by the market dynamics, rather than market move-
ments that are similar to past events.

It is important to remark that in the direction of sentiment (NLP2) →
BTC we can now detect causal relationships for a lag of 7 days in the
period May–August 2018, whereas for the same period we could not
without the convolutional component (cf. Fig. 11 for NLP2). This period
reflects the investors' behaviour and market movement of February–May
20
2018, during which the price fluctuated. During that period, considering
that BTC had just gone through a depreciation, reporting was varying
which created anxiety and led to a strong sentiment signal among in-
vestors. Hence, they reduced their trading in BTC, which we can see
initially (February–March 2018) as a reduction in the number of active
addresses and later (mid-March–mid-July 2018) as a fluctuation around a
constant number of active addresses and decline in BTC market capital-
isation (May–mid-July 2018). This in turn led to a decrease in the BTC
price (May–early July 2018) and almost no volatility in the price at the
end of July to the end of November 2018.

The end of 2019 is also marked by a strong negative sentiment due to
technology-related dynamics as we have seen in Section 8.3. Note that we
also capture the causal effect from sentiment to price with the model with
the convolutional structure, however, with higher sensitivity as we lose
some evidence at the end of that period as indicated by the steeper dip in
the evidence (Fig. 17 right plot).

Finally, in Fig. 18 we present the causal relationships between hash
rate and sentiment (NLP2) under the effect of the convolutional struc-
ture. We do not detect additional causal evidence under the convolu-
tional model, however we note that we do not detect causal evidence as
consistently as before (cf. Fig. 13, lag 7 in the right plot).

8.5. Gaussian Process causality (GPC) vs transfer entropy causality (TE)

The transfer entropy (TE) method [44] which is based on an
information-theoretical measure, has became one of the most popular
non-linear methods for statistical causality. Transfer entropy can be
defined in terms of conditional (Shannon) entropy:

HðXjYÞ ¼ �
Z

πðx; yÞlog πðxjyÞdxdy; (30)

and understood as a conceptual representation of the departure from the
Markov property (Eq. (1)):
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The test statistic based on TE is equivalent to the GP-based test sta-
tistic we present when a linear kernel is used for the GP, and its distri-
bution is known in closed form for Gaussian distributed data. For non-



Fig. 15. Technology-related indicators: mining profitability in USD/day for 1THash/sec (source: bitinfocharts.com).

Fig. 16. Technology-related indicators: Hash rate (source: bitinfocharts.com).
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Fig. 17. NLP2 (dynamic, with asset decay) sentiment index and BTC price, long memory exponent of the filter is d¼0.45.

Fig. 18. NLP2 (dynamic, with asset decay) sentiment index and Hash Rate, long memory exponent of the filter is d¼0.45.

Fig. 19. Evidence of statistical causality between different system modalities (sentiment and price) for GPC (Gaussian Process causality) and TE (transfer entropy).
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Gaussian data, the distribution of the test statistic is estimated
numerically.

Using index NLP2 (AssetImportanceIndex), we look for causal evidence
using transfer entropy (Fig. 19). We observe that TE does not capture the
causal effects aspowerfully asourGPmodel.Ourmodel allowsus tocapture
thenon-linear trend andvolatility causal effects byexplicitly controlling the
behaviourof themodel through the specification for causal structures in the
mean and the covariance functions through an ARD Mat�ern kernel. Thus,
our model is capable of detecting non-linear, covariance-induced causal
structures, which makes it more flexible compared to the TE testing
frameworks [12]. Furthermore, the convolutional component allows us to
capture causal effects with factor copula structures which would not be
easily discerned byTE, therefore, we strongly recommend the use of ourGP
22
causal model to detect causal structures that might be present within pro-
cesses of high non-linearity, and higher-order causal interaction terms such
as causality explicitly in the covariance.

9. Conclusion

We have developed a novel multimodal causal analysis testing
framework based on Multiple-Output Convolutional Gaussian Process
time-series models. We applied this to study i) causal relationships be-
tween cryptocurrency price dynamics in leading cryptocurrencies and
news sentiment from crypto news feeds, and ii) causal relationships be-
tween a technology indicator related to the cryptocurrencies' blockchain
(hash rate) and news sentiment from crypto news feeds.
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In developing and applying this framework, we demonstrated the
ability to meaningfully construct different sentiment indices on multiple
news sources and thoroughly analysed the benefits of the constructed
indices in comparison to state-of-the-art alternative sentiment models.
We provided evidence that the sentiment extractions when combined
with a convolutional Multiple-Output Gaussian Process, are useful in
developing a GP causal testing framework, which allows us to incorpo-
rate linear and non-linear causality effects in the mean and the covari-
ance, and studies them with and without convolutional long memory
structure.

Finally, we applied our sentiment constructions and causal GP model
in cryptomarkets and obtained strong evidence and explanations of why
such causal structures, which relate news sentiment and blockchain
technology to investor trading dynamics as reflected by the price of
leading market-traded cryptoassets, are efficiently detected in crypto-
markets. These results are valuable to researchers and market partici-
pants to i) understand cryptomarket dynamics and cryptocurrency
adoption with respect to market events and their influence on investors;
ii) understand the interaction between the blockchain hash rate and
cryptocurrencies price processes; and iii) help further comprehend the
transition dynamics of the developing cryptocurrencies market.
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Software and data

For reproduction purposes, we have uploaded code and data in the
following GitHub repository: https://github.com/ichalkiad/cryptogpca
usality. The supplementary online appendix is also available at the
same repository.
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Appendix 1

State-of-the-Art comparative sentiment indices

To compare with our sentiment index model, we construct additional sentiment indices using VADER and BERT, which are among the most popular
and state-of-the-art approaches to sentiment analysis in the online media and neural networks literature, respectively. In this section, we describe in
detail the approach we followed for constructing these indices.

Let fs1;τ1 ; s2;τ2 ; :::; sN;τN g be the collection of sentences from all articles, ordered according to article publication date τi and order of appearance in the
article. To construct the sentiment index from VADER, we use a daily median filter:

VADER_indexðτÞ ¼ medianðVADERðsi;τÞ; :::;VADERðsiþk;τÞÞ 2 ½�1; 1�; (A.1)

where {si,τ,…, siþk,τ} are sentences from articles written on the same calendar day τ and VADER(⋅) returns the output of the VADER sentiment model.
For BERT, we used a pre-trained model based on an implementation from Hugging Face (https://huggingface.co/nlptown/, model: BERT-base-

multilingual-uncased-sentiment), a group well-known in the NLP community for code quality. The model has been pre-trained on a corpus of prod-
uct reviews, yet we did not ‘finetune’, i.e., further train, the model with data from our domain for two reasons: first, to our knowledge, there are no
datasets of crypto-related public articles that have been annotated with sentiment labels, and second, we did not want to undertake this task as it would
require manually annotating more than 3000 articles, which places such a process out of our research scope. We exactly want to demonstrate: i) that our
approach needs a lot less annotating, i.e., only for the domain dictionary construction; ii) contrary to computationally expensive neural models which
may capture an unclear concept of sentiment, our method is efficient and offers interpretable and informative results; and iii) the problem of domain
mismatch and lack of generalisation of such models in specialised areas, despite the fact that generalisation is one of the main arguments in their favour
(also refer to Section 7.2.1).

The selected BERT model returns a categorical sentiment score of five levels (0–4), corresponding to the ‘star rating’ of a review: 0 for very negative
and 4 for very positive. We again used a daily median filter to construct the sentiment index with BERT:

BERT_indexðτÞ ¼ medianðBERTðsi;τÞ; :::;BERTðsiþk;τÞÞ 2 f0; 1; 2; 3; 4g; (A.2)

where {si,τ,…, siþk,τ} are sentences from articles written on the same calendar day τ and BERT(⋅) is the output of the BERT model on a sentence.
We next measure the linear correlation between the entropy sentiment and VADER, and the rank correlation between entropy and BERT, due to the

categorical nature of the BERT index. We present a summary of our analysis in Fig. A.1 for sentiment indices from Bitcoin CryptoDaily articles and note
the lack of significant correlation between the indices. In addition, we have measured the upper and lower tail dependence between the indices via the
extremogram [45]. We observe that BERT and VADER show strong lower tail dependence with all entropy indices and some dependence in the upper
tail with the negative entropy index. This verifies our intuition that, due to their training and resulting lack of specificity, the corresponding indices can
only react to rare shocks in the news sentiment and miss more regular variation. We also note the strong correlation and lower tail dependence between
the absolute sentiment strength and the neutral entropy index. On the contrary, the positive and negative entropy indices exhibit stronger upper tail
dependence with the absolute strength index, which means that they capture more specific, extreme expressions of the sentiment signal towards each
(positive/negative) side, as was our intention when constructing them.

https://github.com/ichalkiad/cryptogpcausality
https://github.com/ichalkiad/cryptogpcausality
https://huggingface.co/nlptown/
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Fig. A.1. Cross-correlation between sentiment indices—CryptoDaily/BTC.
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