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Abstract—We tackle the problem of automatically detecting
conflicting claims in research outputs. This has become even
more urgent in recent years, with the increasing volume of
scientific publications available. Researchers are struggling to
keep pace with the literature, and to efficiently make comparisons
between the results of different published studies. We hypothesise
that the difficult and time-consuming process of searching and
comparing results across research publications can be facilitated
using machine-readable, standardised knowledge representation
methods. To this end, we propose to exploit Nanopublications
as the standard framework to represent the claims in research
studies, and use provenance data expressed by the model as an
indicator of the source of the contradiction between different
claims. We evaluate this idea over the Cooperation Databank
(CoDa); a repository of social science studies. Our results show
that the use of provenance information can be a good factor to
identify the cause of conflicting claims, and that our method can
support scientists in comparing literature in a more automated
way.

Index Terms—Nanopublications, Knowledge Modelling, Auto-
matic claim Detection, Social Science

I. INTRODUCTION

Over the last decades there has been a massive growth
in the volume of scientific publications available and in the
number of scientists facing growing demands to publish under
a publish-or-perish culture [1], [2]. As a result, scientists not
only struggle to keep pace with the literature, but also to
make comparisons between the results of different published
studies. The way in which scientific information has tradi-
tionally been communicated, i.e. mostly PDF documents, has
made this process a manual, time-consuming task. In recent
years, however, there has been a call to move to Semantic
Publishing [3], [4] which enables machines to be exploited
for a more automated analysis of research outputs. Formats
such as Research Objects [5], Scholarly HTML [6], and
Nanopublications [7] allow today the publication of scientific
claims together with their context in a machine-readable form.
These solutions are meant to support scientists in their research
activities, ranging from literature search to data analysis to
formulation of new research hypotheses.

In this paper, we tackle the problem of automatically detect-
ing conflicts between outputs of research studies addressing
the same research question. This is particularly urgent in a
number of disciplines ranging from the (bio-)medical to the

social sciences, where comparative methods such as meta-
analyses and systematic literature reviews are often used to
summarise vast amounts of research outputs on a specific
topic [8]. These methods allow researchers to synthesise
knowledge from studies addressing the same question (e.g.
a relationship between a gene and a disease) in the form of
an overall estimate that aggregates the results observed in
individual published studies. Despite being well established,
meta-analyses are still seen as controversial tools not only as
they require a significant amount of manual effort to collect
and annotate relevant studies, but also because misleading
conclusions are often derived when meta-analysing smaller
bodies of studies [9].

Our hypothesis is that the process of searching and com-
paring results across publications can be facilitated using
machine-readable formats such as Nanopublications. Nanop-
ublications allow for the publication of nuanced scientific
assertions expressing a relationship between two concepts, e.g.
how a gene relates to a disease in certain conditions, with
provenance data describing the methods used to derive the
assertion, and the publication metadata. They have a stan-
dard structure, and are immutable and verifiable. We propose
to exploit Nanopublications to identify contradictory claims
and use the provenance information describing the scientific
data to extract factors that can explain the contradiction.
Our implemented Nanopublication Contradictory Detection
Framework will be tested in the context of the Cooperation
DataBank1 (CoDa); a machine-readable repository of social
science studies on cooperation experiments [10]. The existing
CoDa repository supports meta-analyses over the collection of
studies, but these are only possible when there are sufficient
numbers of studies on a given topic. Here, we will investigate
whether reliable contradictions can be detected based on
information in the claim and provenance of the study, even
when there are not enough studies to enable a meta-analysis.
An interface is implemented as a visual support for domain
experts, to highlight contradicting nanopublications along with
the supporting information from the provenance graph. To
evaluate our approach, we look for unreliable nanopublications
against the rest of the collection, replicating the process of

1http://cooperationdatabank.org accessed 23 March 2021
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meta-analyses performed by domain experts.
The main contributions of our work can be summarised as

follows:
1) we propose a novel method based on reasoning over

the Nanopublication assertion and provenance graphs to
indicate research contradictions;

2) we support detection of contradictory claims even in lack
of a statistically significant number of studies to enable
a meta-analysis;

3) we implement an explanatory interface for domain ex-
perts, allowing the exploration, retrieval, and visualisation
of contradicting research claims, along with the support-
ing evidence from the provenance graph.

II. RELATED WORK

Our work related to the scholarly knowledge graphs area.
We include designs of ontologies that allow us to conceptu-
alise scientific knowledge and develop services that exploit
knowledge to discover, monitor, measure, consume research
outcomes, automated methods to detect research claims and
contradictions among them.

A. Representing Domain Scientific Knowledge

Methods to represent scientific knowledge in a standard-
ised format for the publication of minimal scientific claims
include micro- and nanopublications [11], [12]. Such models
foster interoperability and reproducibility, allowing to describe
evidence about scientific claim (assertions), the information
about the methods used (provenance) and publication meta-
data. Standard formats allowing representation of scientific
knowledge in a more granular way have also been developed
for specific disciplines. The Cooperation DataBank ontol-
ogy [13] describes social science publications in terms of
their experiments and quantitative results. The PICO ontology2

for the medical science allows to describe patients, condition
or disease of interest, the alternative intervention, and the
outcome of the study. The DISK hypothesis model [14] is
used in the neuroscience field to capture the evolution of
research studies and hypotheses, along with both provenance
information and revision history.

B. Storing Scientific Knowledge

Repositories for storing scientific knowledge at scale are
now becoming more and more popular. Initiatives include
both domain-specific knowledge graphs (e.g. the AI-KG [15]
for Computer Science and the Cooperation Databank [13] for
the social sciences), and domain-independent projects such as
the Open Research Knowledge Graph (ORKG) project3. The
main focus is to publish the contents of research outputs in a
structured way, including description of approaches, evaluation
methods, obtain results etc. This is novel w.r.t. existing online
repositories offering publications in terms of metadata such
as year, authors and publication venues (e.g. Springer Nature

2https://linkeddata.cochrane.org/pico-ontology
3https://www.orkg.org/orkg/

SciGraph 4, Pubmed 5 [16], Semantic Scholar 6 [17]. This
type of novel representations allows to automatise not only
the search for new research, but also to compare it at large
scale.

C. Mining Scientific Knowledge

Systems aiding with mining scientific claims have also
been presented. The AKminer (Academic Knowledge Miner)
system [18] was introduced to automatically extract useful
concepts and relationships from scientific literature and
visually present them in the form of a knowledge graph.
Text-mining techniques are used by [19] to automatically
extract claims and contributions from scientific literature
and enrich them through entity linking methods. Supervised
distant learning was used by [20], [21] to extract PICO
sentences from clinical trial reports and support evidence-
based medicine.

D. Analysing Scientific Knowledge

The rapid growth of Linked Data leads to a rise of errors
in published data, mainly related to inconsistencies between
data instances and their related ontologies. [22] introduces an
algorithm to identify the source of these contradictions in the
data and ontologies and provide the guidelines to enhance the
ontology. With a continuous and ever-growing increase in the
number of life science databases, the information needed to
analyse and interpret experimental results is often distributed
over multiple sources. Therefore, mentioned accentuates the
need for methods to incorporate and query the many different
databases [23]. These data are lost from scientific discourse
and difficult to automated search, retrieval, processing, and
analysing. However, the nanopublication model to make sci-
entific assertions that were concluded from workflow analysis
of Huntington’s Disease data machine-readable, interoperable,
and citable [24].

III. BACKGROUND AND MOTIVATION

A. The Cooperation Databank

The motivation for this work stems from the COoperation
DAtabank7 (or CoDa), a large research effort where an in-
ternational team of social scientists published a structured,
open-access repository of research on human cooperation
using social dilemmas [10]. The dataset includes about 3,000
publications described by their experimental settings, variables
of observation, as well as quantitative results. This open-access
dataset allows researchers to identify studies to include in
their systematic literature reviews, perform meta-analyses on-
demand, and encourages and facilitates sharing experiments
and null findings in the field. This supports the community in
the framing of new research hypotheses for future work.

4https://www.springernature.com/gp/researchers/scigraph accessed March
2021

5https://pubmed.ncbi.nlm.nih.gov/ accessed March 2021
6https://www.semanticscholar.org/ accessed March 2021
7http://cooperationdatabank.org
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Fig. 1. CoDa Databank Structure.

The data in CoDa is represented in RDF meaning that
it is machine-readable. The structure of the data is shown
in Figure 1. It is oriented around a research publication (a
paper) that reports on one or more studies that each contain
several observations. Each observation is a scientific claim
describing the relation between two (one independent, one
dependent) variables, that can be quantified as an effect size.
The effect sizes represent the differences observed between the
experimental deviations (treatments) of the independent and
dependent variables or the association between two measured
variables [13].

In CoDa, the effect size is reported as both Pearson’s r
correlation coefficient and Cohen’s d measure. There is no
difference between the two approaches except the d-based
measure has no upper/lower bounds and the r-based measure
ranges from -1 to 1. The effect size is a statistical measure of
the direction and strength of a relation between two variables.
Effect size can compare two treatments of a manipulated
independent variable (IV) with a dependent variable (DV).
When zero it indicates that there is no relation between the
variables. Effect sizes have a confidence interval (upper/lower
bound) computed with the standard error. Their standard
error weights studies, i.e. studies with less error get more
influence. The confidence interval is the effect size value ±1.96
* standard error. One can use the lower and upper end of the
confidence interval and the variance in the dataset to get the
standard error, i.e. sqrt(variance) / sqrt(sample size).

B. Overview of Nanopublications

A Nanopublication is a granular-level, semantic, scientific
publication of a claim together with its provenance and pub-
lication information [7]. They are represented in RDF and
consist of three sub-graphs: The Assertion Graph contains the
claim being published in the nanopublication; The Provenance
Graph contains the evidence to support the claim; and The
Publication Graph contains the metadata about the nanop-
ublication itself, i.e. who published it and when. These are
connected together in the Head Graph.

The structure of a nanopublication adds a large overhead
to the publication of each claim when compared with just
publishing the claim as Linked Data, with generic provenance

data typically added at a named graph level. However, the
benefit is that each claim is published with provenance and
publication information pertinent to the claim. Additionally,
each nanopublication has the same structure which eases the
process of extracting the claims from multiple autonomous
sources of data [25]. In [26], Kuhn et al introduced a mecha-
nism for indexing nanopublications over multiple data releases
which they showed eliminates this overhead when compared
to the traditional approach of republishing all triples in each
version of a dataset.

Nanopublications can be published through a distributed
peer-to-peer network called the nanopub network [27]. To date,
there are over 10 million nanopublications that have been pub-
lished on the nanopub network, mostly containing data from
different life sciences datasets, including DisGeNET [28],
neXtProt [29], and WikiPathways [30]. These nanopublica-
tions are published using Trusty URIs [31] which provide a
way for digitally signing the content of the publication and
encoding this in the URI of the publication. Nanopublications
that are published to the nanopub network using TrustyURIs
are immutable, permanent, verifiable, and decentralized.

C. Research Challenge and Hypothesis

Greco et al [9] have shown that deriving significant con-
clusions from meta-analyses performed over small bodies of
studies can be challenging and flawed. Often there are con-
flicting study results which the researcher would like to further
understand. In the context of CoDa, one of the aims is to allow
social scientists to compare studies with a common goal. At
present, the only approach to detect these contradictions is to
perform a meta-regression analysis, but this is only valid if
there are sufficient studies on the chosen topic. Our goal is
to support researchers in framing new research hypotheses,
through offering them the possibility of automatically identify
contradictions in the analysed studies, even when there are
only a small number of studies on a given topic.

Our hypothesis is that Nanopublications can be used to
detect contradictory claims, with the provenance giving an
indication of why the contradiction may have arisen. For
this reason, we will implement Nanopublication Contradiction
Detection framework. This approach does not rely on a statis-
tically significant number of studies in order to demonstrate
the contradiction, and will avoid bias in the formation of
hypotheses for future research.

IV. PUBLISHING CODA AS NANOPUBLICATIONS

In order to implement the proposed Nanopublication Con-
tradiction Detection method, we first need to convert the CoDa
study data into a collection of Nanopublications. Figure 2
depicts our whole process for nanopublication generation and
claim analysis.

A. CoDa Nanopublication Structure

Each study in the CoDa repository consists of a series of
observations (with separate entries reporting the effect size us-
ing d and r respectively), a standard error, the independent and

3



Fig. 2. CoDa to Nanopublications.

dependent variables in the treatments to be compared, and the
experimental settings varying per treatment. Each observation
can be seen as making a scientific claim, e.g. a person’s social
values (independent variable) has an impact (effect size and its
standard error) over her willingness to cooperate (dependent
variable). As such we represent each observation entry as an
individual nanopublication, with the study conditions, i.e. the
experimental design, being represented as the provenance for
the claim. As the CoDa data is already represented as RDF,
there is no need to semantically lift the content, we will reuse
the existing vocabulary terms.

Figure 3 represents the nanopublication of the observation
ENG01890 1.1.1.2.d8 generated by our process. The white
section provides the namespace prefixes used in the RDF,
while the grey section is the head graph that connects the
three parts of the nanopublication. The assertion graph (blue
section) states the scientific claim, in this case that there
is an effect size of 0.2964942 using the d-measure on the
number of withdrawals in a group experiment. Details of
the experiment design, e.g. the number and size of groups,
incentives used, and proportion of male participants, are given
in the provenance graph (orange section). The yellow section
of the nanopublication gives details of when and how the
nanopublication was created.

As nanopublications are meant to be a minimal representa-
tion, we have followed a Linked Data approach of only includ-
ing IRIs in the representation of the nanopublication content.
It is expected that these IRIs would be resolved to gain further
information about them, e.g. https://data.cooperationdatabank.
org/vocab/prop/groupSize can be resolved to discover that this
is defined to mean ‘Overall number of people affected by the
choices in the game.’

B. Generating Nanopublications

For converting the CoDa data into nanopublications, we use
the CoDa SPARQL endpoint9 to retrieve the required data. The
process issues a series of small queries, so as to avoid over-
loading the endpoint with complex queries. This also ensures
that the steps of the process can more readily be verified and

8https://data.cooperationdatabank.org/id/ENG01890 1.1.1.2.d accessed 23
March 2021

9https://api.cooperationdatabank.org/datasets/coda-dev/databank/services/
databank/sparql (accessed 23 March 2021)

Algorithm 1 RDF Graph Comparison
1: procedure GETRECENTNANOPUBS()
2: supersedes← getAllSupersedesNPs(npCollection)
3: prevRecentNPs← []
4: for np← npCollection do
5: tURI ← np.getKey()
6: if tURI not in supersedes then
7: prevRecentNPs.add(np)
8: end if
9: end for

10: return prevRecentNPs
11: end procedure

12: procedure COMPARENANOPUBGRAPHS(currentNP ,
CurrentObs, prevRecentNPs)

13: currentAssertGraph← currentNP.getAssertion()
14: currentProvGrap← currentNP.getProvenance()

15: for prevNP in prevRecentNPs do
16: g[0]← prevNP.getAssertion()
17: g[1]← prevNP.getProvenance()
18: if GraphMatcher.equals(currentAssertGraph, g[0])

and GraphMatcher.equals(currentProvGraph, g[1])) then
19: return prevNP
20: else if np.getTopic().equals(CurrentObservation)

then
21: return currentNP with Supersede
22: end if
23: end for
24: return currentNP . No existing NP
25: end procedure

bug fixed. We start by fetching all observations and studies
from the data. We then iterate over the set of observations
and fetch the independent and dependent variables of each
observation, together with the study characteristics.

We generate the nanopublications using the nanopub-1.25
Java library10 [32]. After our first creation of the collection
of CoDa Nanopublications, we adopted the approach from
[26] whereby an existing nanopublication is superseded if
and only if there has been an update in the underlying data,
i.e. we do not recreate all observations as nanopublications
with each new release of the CoDa data. This requires some
additional checks in the nanopublication publishing process to

10https://github.com/Nanopublication/nanopub-java/releases/tag/
nanopub-1.25 (accessed 23 March 2021)
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Fig. 3. Nanopublication publication representing Observation ENG01890 1.1.1.2.d.

detect if an observation has been previously published, and if
it has, we then check if it has been updated. Our algorithm,
shown in Algorithm 1, checks whether the scientific claim
and provenance for the observation are equal to the previously
published nanopublication version or not. This check is done
by the GraphMatcher method from the Jena API11. The
equals method returns true if both graphs are isomorphic, i.e.
there is a bijection between the anonymous variables such
that the statements are identical. If the claim and provenance
are the same, then there is no need to generate the new
nanopublication. If there is a change in either the claim or
the provenance information, then we generate a new nanop-
ublication. The new nanopublication is connected back to
the previous version using the npx:supersedes12 property
linking to the TrustyURI of the previous nanopublication. This
supersedes relationship is placed in the publication information
graph.

The nanopublications are accessible on the nanopub net-
work, are available as a single TriG file published on Zenodo13,
and also published in HTML format for human access through

11https://jena.apache.org/documentation/javadoc/jena/org/apache/jena/
graph/impl/GraphMatcher.html (accessed March 2021)

12http://purl.org/nanopub/x/supersedes
13https://doi.org/10.5281/zenodo.4647929 (accessed March 2021)

a web browser available along with source code on GitHub.
The whole process takes on average 90 minutes to convert
7,621 CoDa observations into nanopublications. Our code is
available on GitHub14.

V. NANOPUBLICATION CONTRADICTORY DETECTION
FRAMEWORK

Once the collection of nanopublications has been generated,
we apply our Nanopublication Contradictory Detection Frame-
work to highlight the observations that are likely to be of
interest to the researchers. The provenance information in the
nanopublications reporting the same form of study are used
to highlight possible causes for the contradiction. This is the
right-hand side of our process depicted in Figure 2.

A. Tools

We developed the Nanopublication Contradictory Detection
Framework within a Jupyter notebook [33] using Python 3.0.
The Jupyter notebook approach allows us to intermix code
with explanation, thus making it easier for non-experts to
understand our work. The notebook is available from https:
//doi.org/10.5281/zenodo.4647929. For presenting the results

14https://github.com/ImranAsif48/CoDaToNanopublicationIncremental (ac-
cessed March 2021)
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Fig. 4. Distribution of the Nanopublications reporting their effect size using the d-Measure. The observations are grouped by their independent variable, with
colours depicting the batch the effect size has been placed in.

within the notebook we use ipwidgets15 to provide various UI
controls, matplotlib 3.3.316 for drawing plots and tables (data
frames for outputs), and pandas17 for data manipulation.

The nanopublications are stored in an Apache Jena Fuseki2
SPARQL server18. Jena Fuseki provides good performance on
the small datasets and supports multiple named graphs. Any
standards compliant triplestore could be used.

B. Comparing Claims

The Nanopublication Contradictory Detection Framework
consists of several steps. The first is to fetch from the triple-
store the assertion graphs of all the nanopublications using the
same effect size measure, d or r. Once the nanopublications
have loaded, they are clustered into different batches based
on their reported effect size and independent variable. The
cluster bins were predefined in consultation with a social
science expert from the CoDa project, and defined as Large
Negative Correlation, Medium Negative Correlation, Small
Negative Correlation, No Correlation, Small Positive Cor-
relation, Medium Positive Correlation, and Large Positive
Correlation. The exact ranges of these bins depend on whether
the effect size is reported using the d-measure or r-measure.
Figure 4 shows the d-measure nanopublication distribution for
the top 24 independent variables from CoDa, and shows that
there are studies that could be seen as outliers. To support
the investigation of these potential outliers, our framework
provides a user interface to allow the researcher to select
a specific independent variable for further investigation. For
the selected variable, the assertion and provenance graphs of
all the nanopublications reported with the chosen effect size
measure are retrieved.

The provenance graph of each nanopublication consists of

15https://ipywidgets.readthedocs.io/en/stable/ (accessed Jan 2021)
16https://matplotlib.org/ (assessed Jan 2021)
17https://pandas.pydata.org/ (assessed Jan 2021)
18https://jena.apache.org/documentation/fuseki2/ (accessed Jan 2021)

several characteristics that can be used to suggest and explain
contradictions in the nanopublications. Our approach is to
suggest an explanation when there is a difference in the
characteristics of the experiment, as reported in the provenance
graphs, and emphasise this more when the standard error is
small. The comparison of characteristics depends on whether
the characteristic is categorical or numeric. The categorisation
of characteristics into categorical or numeric is given in
Table I.

a) Categorical Value Comparison: For each categorical
characteristic, we make a comparison with the other values
within the collection of nanopublications. This is done both
within a cluster, called intra-cluster, or across all the clusters,
called inter-cluster. If the values are not consistent within the
comparison set, then the least frequent value is suggested as
an explanation for the contradiction.

b) Numerical Value Comparison: For numeric values, we
use the z-score method to detect outliers in the characteristic.
However, for z-score, there needs to be a single value for
each characteristic, which is not always the case for the
observations reported in the nanopublications; in the example
in Figure 3, we can see the cp:studyGroupSize property
has the values 3 and 4. Therefore, for nanopublications with
multiple values for a numeric characteristic, we first compute
the median so that we have a single value to use in the z-score
comparison. The choice of using the median value was made
in consultation with the social science expert. A z-score is a
numerical measurement that describes a value’s relationship
to the mean of a group of values and is measured in terms
of standard deviations from the mean. If a value’s z-score has
an absolute value greater than 3, then it is suggested as an
explanation for the contradiction.

C. User Interface

Within the Notebook, we provide a user interface developed
using ipwidgets, shown in Figure 5, that highlights potentially
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TABLE I
PROVENANCE CHARACTERISTICS.

Categorical Characteristics Numerical Characteristics
- One Shot
- Matching Protocol
- Game Incentive
- Experimental Setting
- Publication Status
- Study Dilemma Type
- Study Other Dilemma Type

- Group Size - Number of Observations - Replenishment Rate
- Number of Choices - Overall Mean Contributions - Study PGD Threshold
- K Index - Overall Mean Withdrawal - Age Lower Inclusive
- MPCR - Year of Data Collection - Age Higher Inclusive
- Male Proportion - Overall Percentage Endowment Contributed
- Mean Age - Overall Proportion Cooperation
- Overall N - Overall Standard Deviation

Fig. 5. User interface for selecting the independent variable and controlling
the analysis parameters.

contradictory nanopublications, resulting from the differences
detected in their provenance data. Through the interface a
researcher can choose the independent variable, batches to
display, and whether numeric and/or categorical methods are
used to suggest explanations. The effect size is used to
detect contradictory claims, with the standard error used to
adjust the relative importance of the observation. Within the
user interface, this weighting is used to adjust the hue of
the highlighting, with darker colours used for more certain
observations.

The comparison of the observations is shown in a tabular
format, an example of which is shown in Figure 6. The table
header represents the observations for the chosen independent
variable. These are shown as the citation for the paper in which
the observation is published since this is more meaningful to
the research than the TrustyURI for the nanopublication. How-
ever, the hyperlink takes the researcher to the nanopublication.
The first column of the table states the study characteristics.

The effect size row of the table is highlighted in yellow.
The hue of the yellow is adjusted based on the standard error,
with darker yellows indicating studies with smaller standard
errors, i.e. there is more certainty in the values. The red color
in subsequent rows indicates a potential contradiction. Again,
the hue of the shading is based on the standard error for the
observation.

D. Limitations

Our Contradictory Detection Framework is built over the
nanopublications rather than the RDF contained in the CoDa
SPARQL endpoint. This means that if the CoDa data is
updated, then we first need to regenerated the nanopublications
before applying our detection framework. The approach is
also highly dependent on the quality of the CoDa information.
However, the advantage of the nanopublications is that each
observation has a consistent representation and clearly stated
provenance data.

VI. EVALUATION

The existing approach in the CoDa project for comparing
observations is to perform a meta-regression analysis. This is
a well understood statistical approach. However, it requires
a sufficient number of observations to make it statistically
significant. Our approach uses the experimental settings to
indicate potential issues with the studies.

To evaluate our framework, we did a comparative analysis
of the results from our system with those generated by a
social scientist using meta-regression on the CoDa portal.
Our hypothesis is that the nanopublication based system can
provide suggestions for the cause of a contradiction. That is,
we do not expect the nanopublication approach to be as precise
as a statistical meta-regression, but that the results that it does
generate should be inline with the meta-regression results, and
therefore allow a social science researcher to generate mean-
ingful hypotheses about the studies for further investigation,
even when there are insufficient studies to perform a meta-
regression.

To compare our results with the meta-regression, we asked
the domain expert to provide the meta-regression results for
7 independent variables of their choice. The chosen variables
were Anonymity Manipulation, Uncertainty Level, Communi-
cation Treatment, Punishment Treatment, Reward Treatment,
Gender, and Group Size. Figure 7 shows the meta analysis
for the independent variable ‘Anonymity Manipulation’. Ac-
cording to the expert, they identify at least one characteristic
moderated the effect size. The ‘Game Incentives’ and ‘Year of
Data Collection’ are the experimental settings that moderated
the effect size.

Our equivalent results for ‘Anonymity Manipulation’ are
given in the Table III. The table gives the identified con-
tradictory observations in the context of the study that they
were performed in. The last two columns state the possible
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Fig. 6. Output of the Nanopublication Contradiction Detection Framework.

cause of the contradiction, grouped by whether the charac-
teristic is categorical or numeric. According to our results,
we identify 11 characteristics that potentially moderated the
effect size value. Since studies can report multiple observations
under different experiment conditions, it is possible for these
to contradict each other. For example, study ENG00046 1
contains two observations that are deemed contradictory. The
potential cause for these conflicts are the characteristics one-
shot, Game incentives, Experimental Setting, Study Dilemma
Type, Number of observations, and Overall N. Specifically,
the Experimental Setting characteristic is highlighted because
the value is ‘Field’ for one observation in ENG00046 1 and
‘Lab’ in the remaining studies.

To compare our results for all 7 independent variables,
we considered the meta-regression results as the ground truth
response, i.e. the expected set of answers. We then performed
a precision and recall analysis for the Nanopublication Con-
tradiction Detection Framework. The results of this analysis
are given in Table II. The F-score is 0.56, which is better than
would be generated by a random guess, but not by much.
The F-score is being dragged down by the precision which

TABLE II
PRECISION AND RECALL ANALYSIS.

Overall Categorical Numerical
Avg. Precision 0.45 0.5 0.31

Avg. Recall 0.73 1 0.45
F-Score 0.56 0.67 0.37

STD Precision 0.13 0.14 0.17
STD Recall 0.19 0 0.17

is 0.45. However, we have a good recall of 0.73. We were
expecting that the precision of our approach to be a problem.
When we group characteristics by whether they are categorical
or numeric, we see that the F-score increases to 0.67 for the
categorical characteristics. In this case our recall is perfect,
but there are still issues with the precision. The results are
worse when we consider only the numerical characteristics.
The issue with the numerical characteristics is likely to stem
from the way we generate the median over characteristics with
multiple values within a given nanopublication.
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TABLE III
CONTRADICTORY NANOPUBLICATIONS FOR ANONYMITY MANIPULATION.

Studies Observations Categorical highlighting Numerical highlighting
(Jensen 2013) ENG01233 1.1.1.3.d Game Incentives
(Yoeli et al. 2013) ENG02635 1a.1.1.2.d Experimental Settings Number of Observations

- Overall N
(Yoeli et al. 2013) ENG02635 1b.1.1.2.d Game Incentives Number of Observations

- Overall N
(De Geest et al. 2017) ENG00657 1.3.1.2.d

ENG00657 1.2.2.3.d
Study Dilemma Type

(Burton et al. 2017) ENG00381 1.1.1.2.d Game Incentives
(Wildschut et al. 2002) ENG02550 3.1.1.2.d Study one shot

Matching Protocol
Study Dilemma Type

K-index

(de Kwaadsteniet et al. 2007) ENG00669 2.1.1.2.d Number of choices
Number of Observations
Overall N
Overall Proportion

(Alpizar et al. 2008) ENG00046 1.1.1.2.d
ENG00046 1.2.1.2.d

Study one shot
Game Incentives
Experimental Setting
Study Dilemma Type

Number of Observations
Overall N

Fig. 7. Anonymity Manipulation meta-analysis.

VII. CONCLUSIONS

In this paper, we tackled the problem of automatically
detecting conflicts in the claims of studies addressing the
same research questions in the social sciences domain. For
this purpose, we proposed to exploit Nanopublications as
the standard framework to represent the minimal claims in
research studies, and use provenance data expressed by the
model as an indicator of the contradiction between different
publications. Our framework identifies conflicting claims in
the studies tackling the same research problems.

We achieved the contradictory framework by generating
incremental nanopublication from the CoDa RDF dataset using
Java. We also provide a Jupyter Notebook interface for ex-
ploration, retrieval, and visualisation of contradictory research
claims, along with supporting evidence (categorical/numerical
characteristics) from the provenance data. We evaluated our
framework using feedbacks of social scientist experts. In the
evaluation, we noticed that the use of provenance information
can be a good factor in identifying conflicting claims, partic-
ularly if you restrict this to categorical fields.

As future work, we intend to apply our framework for
contradiction detection to other collections of nanopublications
where there is suitably rich provenance information.
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