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Abstract. Risk assessment techniques, in particular Survival Analysis,
are crucial to provide personalised treatment to Head and Neck (H&N)
cancer patients. These techniques usually rely on accurate segmentation
of the Gross Tumour Volume (GTV) region in Computed Tomography
(CT) and Positron Emission Tomography (PET) images. This is a chal-
lenging task due to the low contrast in CT and lack of anatomical in-
formation in PET. Recent approaches based on Convolutional Neural
Networks (CNNs) have demonstrated automatic 3D segmentation of the
GTV, albeit with high memory footprints (≥ 10 GB / epoch). In this
work, we propose an efficient solution (∼ 3 GB / epoch) for the seg-
mentation task in the HECKTOR 2021 challenge. We achieve this by
combining the Simple Linear Iterative Clustering (SLIC) algorithm with
Graph Convolution Networks to segment the GTV, resulting in a Dice
score of 0.63 on the challenge test set. Furthermore, we demonstrate how
shape descriptors of the resulting segmentations are relevant covariates
in the Weibull Accelerated Failure Time model, which results in a Con-
cordance Index of 0.59 for task 2 in the HECKTOR 2021 challenge.

1 Introduction

The first two years after therapy of Head and Neck (H&N) cancer are critical,
as up to 40% of recurrences occur during that period [1]. Although radiological
studies may estimate individual patient outcomes [2, 3], they require accurate
delineation of the Gross Tumour Volume (GTV), in both Computed Tomogra-
phy (CT) and Positron Emsision Tomograpy (PET) images. Obtaining such a
delineation is a difficult task due to the low contrast of CT and lack of anatomical
detail of PET.

Consequently, automatic segmentation algorithms have great potential to
scale up prognosis studies to larger populations, thus increasing their statistical
power. In 2020, the first edition of the HEad and neCK TumOR Segmentation
(HECKTOR) challenge [4] attracted a large number of participants. The edition
in 2021 of the challenge [5] includes patients from a new centre, and two new
tasks related to regression of survival risk scores.
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The best performing algorithms in the competition are based on Convolu-
tional Neural Networks (CNNs) such as UNet [6], but they have a high-memory
footprint, requiring about 10GB per epoch during training. In this paper, we
efficiently approach GTV segmentation as a supervoxel classification task. Our
method requires three times less GPU memory, around 3GB per epoch.

We then use shape descriptors of the produced segmentations, together with
patient clinical data, to fit a Weibull Accelerated Failure Time (Weibull AFT)
model [7]. We show that the shape features used to fit this model are as relevant
as the presence of metastasis for outcome prediction.

2 Methods

This section describes first the Deep Learning approach to segmentation, and
then the Weibull AFT model used for risk score regression.

2.1 Deep Supervoxel Segmentation

Here we explain the segmentation pipeline, starting with the supervoxel gener-
ation and graph extraction, then the neural network design, and finally the loss
function.

Supervoxel and Graph formation. The input data are Regions of Inter-
est (RoIs), with physical extension of (144, 144, 144) mm, extracted from two
registered PET and CT scans of a H&N cancer patient (we give more details
on these RoIs in 3.2). Since the PET modality carries most information about
tumour presence [2, 3], we process it with the Simple Linear Iterative Clustering
(SLIC) algorithm [8] to find supervoxels.

We then build a Region Adjacency Graph (RAG), whose nodes represent
supervoxels, and two nodes are connected if the corresponding supervoxels share
a wall. Next, a neural network is trained to classify the nodes as tumour or
background. Finally, we merge the supervoxels classified as tumour to retrieve
the output binary segmentation.

To train the network, we compute target labels for each node. Whenever
the ratio of tumour voxels in a given supervoxel is larger than a threshold τ ,
we assign that supervoxel the label tumour. Note that even if all supervoxels
are correctly classified, the resulting mask still differs from the reference mask.
This disagreement is quantified by the achievable accuracy. In our experiments
we found that setting τ = 0.7 resulted in the highest achievable accuracy in a
subset of the training data (we explain how we formed the data splits in 3.1).

Model Architecture. The proposed network, depicted in figure 1, has
a Multi Layer Perceptron (MLP) encoder and a Graph Convolution Network
(GCN) [9] decoder, interconnected by skip connections. The MLP and GCN
blocks used throughout the network, depicted in figure 2, have residual connec-
tions [10], ReLU activations and Batch Normalization [11].

The input node features are the voxel values within the cuboid centred at
the corresponding supervoxel centroid in the CT and PET patches. The encoder
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Fig. 1. Supervoxel classification network. xCT and xPET are the input node signals,
ŷ output probabilities and cat refers to concatenation.

network fuses the PET and CT information at four different levels. The decoder
has four consecutive residual GCN blocks [9], which aggregate global informa-
tion. An MLP with final sigmoid activation produces the output probabilities.

Fig. 2. MLP (top) and GCN (bottom) residual blocks. BN stands for Batch Normaliza-
tion [11]. If the number of input and output channels differs, the identity is upsampled
or downsampled accordingly.

Loss Function. Following [12], we tackle the imbalance of the dataset by
minimizing a combination of the Dice Loss [13]
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Dice = 1 − y · ŷ + 1

y · y + ŷ · ŷ + 1
(1)

and the Focal Loss [14]

Focal = mean ((1 − ŷ)γ · y · log(ŷ) + ŷγ · (1 − y) · log(1 − ŷ)) , (2)

where y and ŷ respectively are binary vectors of supervoxel target labels and
predicted probabilities, and γ is an hyper parameter that, as in [14], we set to
2. The main benefit of these losses is that they handle the imbalance without
using statistics of the population under study.

2.2 Patient Risk Score Regression

According to RECIST guidelines [15], progression can be defined as an increase
in tumour diameter greater than 20%. The time elapsed between the scan of a
patient and a tumour progression (or another event like new metastases or death
related to the tumour) is called Progression Free Survival (PFS) [15].

Because a number of patients withdraw the study before progression is recorded,
the resulting dataset is said to be right censored. This fact limits the applicability
of standard regression techniques and requires special methods that deal with
the uniqueness of survival data. Here, we fit a Weibull AFT model [7], which
defines the survival probability at time t given the covariates x as:

S(t;x) = exp

(
−
(

t

λ(x)

)ρ)
. (3)

The effect of the covariates is captured by λ(x) = α · exp(βT · x), where the
scalars α, ρ and the vector βT = (β0, β1, ...βn)T are the regressed coefficients.
We use the implementation provided in the Lifelines library [18].

The covariates x are clinical patient data and scalar shape descriptors re-
trieved from the outputs of the segmentation model. We use the Scikit-Image
library [19] to obtain the shape descriptors.

3 Experimental Setup

This section explains the experimental setup. First we describe how the data is
divided into training, validation and test splits. Then we cover the pre-processing
stage and finally we provide additional implementation details.

3.1 Data Splitting

The top ranked team in the past edition showed that there were no significant
distribution shifts among centres [12]. After checking that this condition still
applies to the increased dataset, we formed a random split with a 200 training
and 24 validation cases, ensuring that each set contained patients from every
centre. We accomplish this by first forming sub-splits for each centre and then
concatenating them.
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3.2 Preprocessing

The challenge organisers provided a list of RoIs, of physical size (144, 144, 144)
mm, with voxel level annotations. We use these regions to validate our model.
During training, we randomly cropped RoIs of the same physical extension,
ensuring they contained tumour voxels.

To augment the dataset, before extracting the RoIs, we applied random rota-
tions across the coordinate axes in the range [5, 15]o. To keep the complexity of
SLIC and neural networks tractable, we resampled the input patches to isotropic
volumes of size (72,72,72). Then, to process the PET RoI, the SLIC parameters
were set to compactness of 1 and supervoxel size of (8,8,8) (for a detailed de-
scription of these parameters, we refer the reader to [8]).

Finally, following [12], we scaled both the CT and PET data to the [−1, 1]
interval for better training stability. In the CT case, we clipped the intensity
values to the range [−1024, 1024] Hounsfield Units before rescaling.

3.3 Training

During training, we saved a checkpoint whenever the validation metric, which
was the Dice score of the segmentation output, increased. The training was
stopped when this metric did not improve for 50 epochs. We used the ADAM
[16] optimizer where the learning rate, initially set to 10−3, was modulated with
the Cosine Annealing with Warm Re-starts [17] policy.

3.4 Inference

We used the validation split introduced in section 3.1 to evaluate both the seg-
mentation and PFS score prediction. When testing the segmentation model, we
used the union of the outputs of the four last checkpoints, which corresponded
to the best four measured validation metrics.

4 Results

Here we present the results, first for the segmentation model, and then for the
risk score prediction task.

4.1 Segmentation Results

We evaluated the final voxel level output with the Dice score (DSC) and Haus-
dorff distance in mm at 95th percentile (HD95). Table 1 provides the results in
terms of these metrics on the validation and test sets. Following the challenge
organisers evaluation criteria, we compute the sample mean of the DSC and
median of the HD95 to average over samples.

Figure 3 shows the histogram of Dice score in the validation set and visualiza-
tions of the predicted and ground truth segmentations over a merged CT-PET
image for the worst, average and best cases in the validation set.
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Fig. 3. Top row: histogram of Dice score after running inference on the 24 patients of
the validation dataset. Bottom rows: superimposed CT and PET planes with predicted
(red) and ground truth (green) segmentations of the worst (left), average (middle) and
best (right) cases on the superimposed PET (blue stains) and CT images.

Table 1. Results of the proposed segmentation method in the validation and test sets.

Set Dice (↑) HD95 (mm)(↓)
Validation 0.6545 4.078

Test 0.6331 6.126
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4.2 Patient Risk Score Results

The obtained risk scores were evaluated with the Concordance Index, a metric
that generalises the Area Under the Curve (AUC) for censored data. A value
of 0.5 corresponds to random predictions. Table 2 provides the results for PFS
prediction task on the validation and test sets. Table 3 shows the value of the
Weibull AFT regressed coefficients, along with their p-values, for each of the
covariate variables.

Table 2. Results of the Progression Free Survival task.

Set C-Index (↑)
Validation 0.5942

Test 0.5937

Table 3. Summary of covariates in the Weibull AFT model fit. The ones with lowest
p-value, in bold, are patient metastasis status (M-Stage) and two descriptors of tumour
shape (Euler number and Surface Area).

Covariate Coefficient (β) p-value (↓)
Alcohol -0.24 0.36

Chemotherapy 0.54 0.27
HPV status 0.58 0.04
M-stage -1.42 � 0.005
N-stage 0.09 0.34

TNM edition -0.72 0.03
TNM group -0.18 0.24

Tobacco 0.15 0.61
Euler number -0.45 � 0.005

Extent 6.23 0.03
Filled area 0.77 0.05

Solidity -2.32 0.22
Surface Area -1.35 � 0.005

5 Discussion and Conclusion

We have proposed an innovative segmentation algorithm that yields accurate
results and has a smaller memory footprint, of about 3GB per epoch, compared
to CNN methods like U-Net [6] (10 GB or higher per epoch).

Furthermore, we have shown that the produced segmentations provide mean-
ingful features for survival regression algorithms. We have demonstrated this fact
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by fitting a Weibull AFT mode and looking at the p-value of coefficients regressed
for each covariate, where the surface area and Euler number of the segmented
tumour were as relevant as the metastasis status of the patients.

Future work will explore how to improve the results, for example, by applying
additional data augmentation following the physics and workflow of the imag-
ing process. We will also explore what type of data poses particularly difficult
challenges to our approach.

A challenge of the proposed method is the computation of the SLIC mask,
which can be time consuming for larger patches. We will examine how to make
this stage more efficient. We will also extend the methods to other anatomies
and modalities, focusing on how to adapt the SLIC parameters automatically.
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