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Generating corrupted data sources for the
evaluation of matching systems

Anonymous

No Institute Given

Abstract. One of the most difficult aspects of developing matching sys-
tems – whether for matching ontologies or for other types of mismatched
data – is evaluation. The accuracy of ontology matchers are usually eval-
uated by measuring the results produced by the systems against reference
ontologies, but reference ontologies are expensive and difficult to create.
In this paper we discuss the use of crptr, a system that corrupts data of
different sorts in order to mimic the kind of differences one might expect
to find between different data sources on related topics. This automati-
cally creates a map between the original and the corrupted data source,
and matching systems can be evaluated by comparing their output to
this map. We describe the extension of crptr to ontology-based data and
query mismatch, and then discuss how it could be extended to other
kinds of matching including ontology matching.

Keywords: Matching · Evaluation · Data Corruption.

1 Introduction

One of the central problems of data- and ontology-matching is the issue of evalu-
ation: when a system returns a set of matches, how are we to determine whether
they are correct or not? How exactly do we define what a correct match is, and
how do we determine whether the proposed matches fall into that category? If
we have a range of different options, how do we determine which is the ‘best’
match?

Generally, the best way of determining the quality of matches is functional :
that is, is the purpose for which I am matching these ontologies or data sources
achieved with the matches that are returned? However, it is usually not practical
to evaluate systems – especially early-stage systems – in this way. We need to
be able to determine the quality of matches before they are used in practical
settings.

Currently the best way to facilitate evaluation of matches is to create gold
standards for matches by getting experts to perform matching by hand, and
then comparing the output of the matchers to this gold standard. This is, for
example, the approach taken by the Ontology Alignment Evaluation Initiative1.
The obvious drawback of this approach is that it is time intensive and requires

1 http://oaei.ontologymatching.org, retrieved 06/19
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input from experts, who have limited availability. It is appropriate for a high-
profile event like the OAEI to take this approach, which then creates evaluation
resources that can be used outside that context. But for those who require eval-
uation in different domains, for different kinds of matching, and so on, this kind
of approach can be difficult to emulate.

In this paper, we describe the use of the crptr system, which is designed to
corrupt data sources along multiple dimensions. This allows for the creation of
multiple different datasets that vary from the original dataset, to a large or small
degree (depending on the settings), and for which there are clear mappings back
to the original dataset. This creates training and evaluation sets for matchers
to run against. The theory on which the system is based is applicable to any
kind of structured data. crtpr was originally designed to enable the simulation of
data quality issues (errors and variations) for any project that requires testing
data that simulates real-world data characteristics. The main application that
motivated the development of crptr was to evaluate record linkage systems and
algorithms; however, as a tool crptr can be used for any domain that requires
such control over data quality. We then extended the crptr system to deal with
structure in a context where we want to corrupt data sources in order to evaluate
the semantic rewriting of queries to unknown data sources. The approach is
applicable to many other formats and contexts, and we briefly discuss how it
could be extended to other forms of structured data such as RDF data sources
and ontologies.

In Section 2 we describe the crptr system and its original application domain.
In Section 3 we describe how we extended crptr to address corruption of other
data sets and of queries, and in Section 4 we discuss what corruption might look
like for other sorts of datasets and for hierarchical ontologies. We discuss issues
around evaluation in Section 5 and touch on related work in Section 6 before
concluding the paper in Section 7.

2 The crptr system

The original motive of developing crptr was to evaluate the systems and algo-
rithms (commonly, string similarity measures) used in record linkage, i.e., the
process of identifying data records that refer to the same real-world entity from
different data sources [3]. Record linkage methods are widely used in data inte-
gration by different domains such as medical, historical and genealogical. Orig-
inally records were linked manually by human researchers and reviewers. This
process is not feasible for large scale data. The process of linkage was later au-
tomated and linkage algorithms were used to estimate the similarity of records.
However, it is difficult to nominate one linkage algorithm that fits all linkage
scenarios [11] as they deal with different types of data and data characteristics
in different ways. As the linkage depends on the string values within a record,
the quality of those strings (data quality) has a direct effect on the accuracy of
the outcomes of the linkage process. Many factors can affect the data quality
such as spelling variations and synonyms (different words that refer to the same
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entity), spelling mistakes, phonetic mistakes when data is dictated, the use of
different formats of names (like abbreviations or nicknames), and dates (the dif-
ference between regional date formats). For those reasons, we need to be able to
evaluate the accuracy of the record linkage systems and algorithms to predict
their expected abilities in real-world project scenarios.

Many data analysis and mining researches adopt the approach of using syn-
thetically generated data for testing and evaluation [12]. This approach of evalu-
ation overcomes drawbacks like the availability of gold standard and limitations
introduced by privacy policies. However, the use of synthetically generated data
has a significant drawback that emerges from the fact that the real world data
is usually “dirty”, i.e. includes data quality issues [5], while synthetic data does
not. To overcome that we developed crptr: a data corruption application that
injects data errors and variations based on user requirements. crptr allows the
user to control data quality by simulating and injecting data corruptions into any
dataset using known (non-random) methods that mimic real-world data quality
issues (errors and variations). Applying these corruptions on a synthetic dataset
enables the control of data quality, which makes the synthetic data more realistic
and usable for evaluations of linkage algorithms.

crptr contains many corruption methods that are classified based on the scope
of effect of the method within the dataset, i.e. corruption level. The levels are:

Character level: The modification affects one or more characters within the
attribute, e.g. keyboard corruption simulates keyboard offsets and value edit
corruption simulates insertion, deletion, substitution and transposing of a
character;

Attribute level: The modification affects the whole attribute, e.g. value equiv-
alence corruptions simulates the use of variations of strings to refer to that
same entity based on a lookup table provided by the user, for example, names
and nicknames, and Abbreviation corruptions simulates the short formats of
string values like initials of names;

Record level: The modification affects more than one attribute, e.g. duplicate
record corruption simulates multiple record that refer to the same entity in
one dataset, and swapped attribute simulates switching attribute values to
other attribute fields.

Each level of corruption includes multiple corruption methods that can be used
to simulate different corruption scenarios based on the experiment or project
requirements.

crptr works by using a corruption profile that controls which methods are
used and how much. The idea is that the profile attempts to capture the real-
world data quality characteristics of the dataset being modelled. The corruption
profiles consist of:

– The total number of records that need to be corrupted.
– The attributes of the input dataset (the header of the CSV file provided).
– The corruption methods required to be applied to each of the attributes.
– The number of modifications applied to each corrupted record.
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– The probabilities that define the chance that each attribute is going to be
corrupted out of the total number of corrupted records.

– The probability of each corruption method to be applied over an attribute.

By controlling the factors of the corruption profile, the user can configure crptr
to mimic the data quality characteristics that fit the purpose of the research.

3 Application of crptr to Query Rewriting

We have been developing the CHAIn data integration system that attempts
to rewrite a query expressed over one source to a query over a related source
[7]. In order to evaluate this work, we extended the crptr system to corrupt a
very different kind of data format. In this section, we explain the motivation for
developing corrupted data in this context, and the steps we took to extend crptr
appropriately.

The CHAIn system (Combining Heterogenous Agencies’ Information) is a
system that has been designed to support users to extract data from a wide
range of different data sources, even when these data sources are not known in
advance of interaction (for example, data sources of new collaborators, or found
by broadcasting queries). It is primarily aimed at supporting decision makers
during crisis response, but is applicable in many domains. The premise of the
approach is that, whilst one should pre-align data and write appropriate queries
to known data sources in advance of interaction as much as possible, during
crises (and in other scenarios) it is often the case that unexpected collaborators
become relevant, and that known collaborators may have updated an altered
their data sources. Any queries pre-written to extract required information are
likely to fail (i.e., not return any data) on these unknown or updated data sources
because the queries were not written according to the structure and terminology
of the target data source, and thus the specific data they are requesting does
not exist in that data source. However, the data sources may well have relevant
information that is closely related to the query.

The CHAIn system uses näıve terminology comparison to extract from the
data source any data that appears as if it may be of some relevance to the
query, and then performs detailed structural and semantic matching pairwise
between the data required by the query and the extracted parts of the data
source. This matching produces a score in the range [0, 1] that estimates how
close the relevant part of the target data source is to the data required by the
query, as well as a map which details how they are related. For matches that
exceed a given threshold, the map is used to rewrite the query so that it is
semantically approximately equal, or at least similar (depending on its score),
to the original query, but is correctly formatted for the target data source and is
thus able to return data. The responses to these rewritten queries, together with
an explanation of the assumptions and approximations that have been used in
the mapping, are returned to the user. Where there is more than one potential
match, responses are ranked according to their scores.



Generating corrupted data sources for the evaluation of matching systems 5

Evaluation in this context therefore means determining whether the scores
returned are, in fact, a reasonable reflection of the distance between the original
query and the rewritten query, and hence whether the ranked list is a reasonable
ordering of the likely relevance of the responses to what the decision maker
actually wants to know. If CHAIn is performing appropriately then the data
returned by any query that passes the threshold should be of some relevance to
the user, and all the data in the target data source that is of some relevance
should be returned.

In this context, the matching is done between the schema of the query and
the schema of the target datasource2. In order to mimic the process of rewriting
a query designed for one data source to succeed on a different data source, we
create a query based on the data in a particular data source (i.e., so that it would
be able to successfully query that data source) and then introduce corruption
reflecting naturally-occurring differences. We can either keep the query fixed
and corrupt the data source in multiple ways, or keep the data source fixed
and corrupt the query. In practice, we focused on corrupting datasources and
then generating corrupted queries from these corrupted datasources. The reason
for this was twofold: firstly, it created a more generic process that was able
to corrupt both datasources and queries; secondly, it allows us to more easily
focus on the part of the query that is relevant in this context, which is the
terminology referring to the target datasource. Queries can be complex, but
much of this complexity is in the query language (SPARQL in our case) and is
thus not relevant to the corruption of sources that we are interested in.

We therefore needed to extend the functionality of crptr described in Section
2 in two ways:

1. We need to consider the domain in which this matching is occurring to
determine how terms should be corrupted;

2. Because there is a structural element to schema, we need to consider how
this could be corrupted and extend the system to perform this.

In terms of the first requirement, some of the corruptions in the original crptr
system – for example, those focussing on spelling errors – are no longer relevant,
whilst others, such as abbreviations, need to be adapted, as some kinds of abbre-
viations (for example, of first names) are unlikely to be the kinds of abbreviation
we find in our data sources. We need to determine from what kinds of mismatches
are likely in our domain, and determine what sources we can automatically ex-
tract them. CHAIn is designed to be domain independent, and when addressing
the problem of matching different (but similar) data sources in the general case,
we need a domain-independent lexical resource to suggest the kinds of synonyms,
hyponyms, hypernyms and meronyms that different creators of data sources in a
similar domain may naturally use. We therefore turned to WordNet [8], a generic
and widely used lexical resource, to allow us to do term corruption. WordNet
does provide some information about abbreviations and acronyms which we are

2 Where queries are partially instantiated, matching also has to be done at the data
level.
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able to use in our matching, although additional resources that provide more rel-
evant corruptions in this area would improve performance (but are hard to find).
There is currently work underway on how domain-specific ontologies and lexi-
cographies can improve matching performance within particular domains [10],
and we could adapt this work to improve the plausibility of corruptions in par-
ticular domains, where such resources are available for the relevant domain.

In terms of the second requirement, we needed to make sure any potential
structural change in the schema of a CSV file was considered. This is structurally
simple, consisting of columns which are named and ordered, and thus structural
changes are restricted to reorganisation (addition, deletion and reordering) of
the columns. If we were focussing on the entirely of a SPARQL query there
are, of course, many more strutural elements (for example, the potential pres-
ence of SPARQL commands such as aggregate functions), and a complete list
of potential structural mismatches would be more complicated. But we are only
concerned with the terms in the query which correspond with those of the ex-
pected data source, so we can ignore all of the additional SPARQL strucutre,
stripping out the relevant terms and reinserting the new terms after matching.

3.1 Building Bespoke Corruption Dictionaries

This extension of crptr is designed to deal with data that is available in a re-
lational or graph format. CHAIn matches its schemas based on names - table
headings in a relational format, or property names in a RDF graph. In RDF
names are qualified by namespaces, and the same name may come from different
namespaces in different datasources. The schema matching depends on the un-
qualified names alone. In practice, many of the datasets most relevant to CHAIn
applications are represented in RDF with fully qualified names, but they are de-
rived from a largely relational structure and are also available as CSV data files
in which names are not qualified. It is therefore simple to extract the unqualified
names from the CSV format to create the schemas which are to be corrupted.
The existence of the RDF datasource in addition to the CSV is useful as it allows
us to extract prefixes for the query. Where data is only available in RDF, exten-
sions would need to be made to crptr to allow for this. This is briefly addressed
in Section 4. Where data is only avaiable int CSV, our corruption process would
work in the same way but making usable queries would be hard.

Figure 1 illustrates the process of creating the corruption dictionary using
WordNet to discover alternative terms. A schema is extracted and normalised
to create a set of source words. Composite words are split into their individual
components, for example citizen-emergency-response-team will be split up into
four individual words: citizen, emergency, response, and team. This set of source
words is then sent to WordNet and annotated with synonyms, hyopnyms and
hypernyms, which are inserted into the corruption dictionary for each word in
the set of source words. If domain-specific lexicographies are available, these can
be used in addition to or instead of WordNet. The dictionary is unique to each
file to be corrupted, so whilst the process is generic, it needs to be run for every
input file.
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CSV 
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Original datailes from a 
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Fig. 1. Creating of the corruption dictionary for query rewriting

3.2 Corruption Profile Generation

We aim to create multiple alternative version of a dataset. This requires the gen-
eration of several corruption profiles. In addition to the corruption dictionaries
we have just created, we also need to define the ways in which data sources may
be mismatched structurally. For tabular relational data, this means differences
in the column organisation: the removal of some columns, the addition of others
or the reordering of existing columns (and, of course, any combination of these).
When adding new columns, the name of the column is chosen arbitrarily and the
column is not populated with data. The corruption profile determines how many
of the individual components are to be corrupted (in our case each of the words
had the same probability of getting picked for corruption); how many corrupted
versions to generate; how many modifications are to be done per word.

3.3 Creating Corrupted Queries

Once the bespoke corruption dictionary and profile are defined, the corruption
proceeds as illustrated in Figure 2. The original column headers are passed in,
these get split up into individual components. The corruption process then takes
place. Individual words are corrupted according to the corruption profile, for
example a word may be replaced with a synonym from the corruption dictionary.
These individual corrupted words are re-composed to form the elements of the
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corrupted schema and are then used as input in the second stage of the corruption
process; structural replacement, where corrupted schemas of different size and
order are generated randomly. From these schemas we create SPARQL queries,
which are used for the testing and evaluation of our system.

Send to CHAIn

Select 
parameters 

and predicates

Lists of corrupted
identiers

CRPTR

Corrupton 
dictonary

Settings

Corrupton 
Proile

Word 
replacement

etc

Create SPARQL 
queries

Create query 
schemas

Create 
datasset 
schema

Ontology ile

List of original 
words 

(ordered)

Lists of 
corrupted 

words

RDF data ile

CSV data ile

Fig. 2. Process of creating corrupted queries for CHAIn

4 Extensions to different kinds of data

When we are considering extending the crptr system to other types of data mis-
match, we need in each case to create corrupted datasets that provide a plausible
proxy for genuine datasets that we might want to match – i.e., datasets that are
different but related. In order to do this, we need to consider the dimensions
along which differences are possible, and what these differences may be. Much
of the mechanisms of the crptr system – for example, the ability to set different
levels of corruption - are generic. To adapt crptr to a different kind of data for-
mat, we need, for each new format, to create a specific corruption profile, which
needs to consider two different dimensions.

Term Replacement: where any individual term in the dataset can be replaced
by a different term, where there is a plausible relationship between these two
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terms. These terms may be related semantically3 - that is, they may be syn-
onyms, hyponyms or hypernyms, or they may be related syntactically – for
example, abbreviations, acronyms and so on. Term replacement can be ap-
plied to the data, to the schema or to both. Determining a plausible set of
term replacements is an important part of the work of creating the corrup-
tion profile. As discussed in Section 3, suitable replacements may be generic
and applicable in any domain, or they may be highly domain specific. They
do not, however, depend on the format of the data. Where suitable ontologies
and lexicographies exist, the term replacements can be generated automati-
cally, as we did with WordNet for our query rewriting. If suitable resources
do not exist, they can be developed by hand – for example, the spelling mis-
takes in names that was used for record corruption. This is obviously more
limiting and in most contexts it is difficult to create a set of replacements
that is sufficiently broad to mirror genuine data mismatches.

Structural Replacement: where aspects of the structure of data are replaced
and altered. This is not domain specific but depends on the structure of
the original data. For some types of data (for example, the record data we
have been working with), structural replacement is not required. For other
formats it may be fairly simple (for example, the structure of the schema of
a relational database can only be altered by adding, removing or swapping
columns) or it may be complex (for example, there are many different ways
in which the structure of a hierarchical ontology can be changed). Once the
structural replacements for a given format of data are developed, these can
then be reused for corruption of any data of the same format.

Here, we give an indication of the kind of corruption profile we would need
to develop for three different kinds of data formats. We focus only on structural
aspects of corruption, as term replacement does not differ between data formats.

CSV files: The corruption profile we have described in Section 3 is appropriate
for corrupting CSV files. The current implementation uses the generated
corruptions to write corrupted queries, but this could easily be adapted to
write corrupted CSV datasets.

RDF files: There are various ways in which the full structure of an RDF file
could be corrupted. For example, we could remove or add arbitrary triples;
remove triples with given subjects, predicates or objects; invert subjects and
objects; alter prefixes to ones that point to different ontologies. In addition we
can, of course, apply domain-relevant term replacements, such as switching
the names of identifiers, subjects, predicates or objects for semantically- or
syntacticly-related ones.

Ontologies: For a classical tree-structured hierarchical ontology, one could, for
example: remove or add subtrees (subtrees could be created through infor-
mation about hypo- or hypernym relations); reorder sibling nodes; remove
or add parts of the hierarchy (for example, move a subtree up one level by
deleting its parent node).

3 Here, we use the term semantic to refer to the meaning of the word
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5 Evaluation of crptr for different data formats

The quality of the crptr output depends on whether the corrupted data sources it
produces are, in fact, a reasonable facsimile of different but related data sources
that would naturally be found. If this is the case then we can infer that the
performance of a matching system when matching different data sources created
by crptr is a good indication of how good it is at performing the matching tasks
it was designed to do, and that therefore crptr is a useful matching evaluation
tool.

This depends on two things:

1. Are the terms in the look up table a good approximation of terms that could
be used interchangable or in a similar way: is it modelling genuine semantic
and syntactic mismatches?

2. Are the structural mismatches introduced through the corruption process a
good approximation of how similar data sources may differ?

The first is highly domain dependent. In our query rewriting example, which
is general purpose, we have used WordNet. This is a very widely used lexical
resource, and evaluating it is not within the scope of this work. We can assume
that term replacements generated by WordNet are largely appropriate. It is also
likely to be of benefit to also use domain-specific ontologies and lexicographies for
each particular domain; however, these are hard to find and often of questionable
quality, so this kind of domain-specific corruption may be hard to perform. This
means that the corruption process is more effective in domains that make less
use of domain-specific terminology and syntactical variation. Matching in such
domains is also more efficient for the same reasons.

The second aspect is domain independent but format specific. As described
above, we do not need to consider this for our work in records, but it is an
important aspect of our work on query rewriting. We did not need to consider
this aspect for records matching; for corrupting CSV files we needed only to
consider columns (existance and ordering), so producing an exhaustive list of
possible corruptions was straightforward. For each format the system is extended
to, an analysis of what structural mismatches are possible is necessary in order
to demonstrate that the corruptions produced are plausible and thorough.

6 Related work

To the best of our knowledge, a system to generate reference sets (records,
queries, RDF data sources, ontologies, etc) in order to evaluate matching in
these domains is unique. The field in which the evaluation of matching is most
developed is probably that of ontology matching, where evaluating matches using
a reference ontology is standard. But the creation of such ontologies is difficult
and such reference ontologies are often not available [6].

In [9], a comprehensive overview of ontology matching, evaluation is identified
as one of the six prominent fields of interest in the ontology matching world,
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although papers in the area made up only 2-12% of papers on ontology matching.
Of these, most that discuss benchmarks refer to the OAEI datasets. No other
benchmarks are mentioned and there is no suggestion that any of the papers
discuss ways to generate benchmarks. To the best of our knowledge, no such
papers have been published since this overview paper was published.

Aside from ontology matching, there is existing work on generating syn-
thetic datasets with structural variations for relational and RDF data for use
in benchmarking. The Linked Data Benchmark Council [2] has supported the
development of configurable and scalable synthetic RDF datasets with similar
irregularities to real data, including structural irregularities, specifically in the
domains of social networks and semantic publishing. Existing work on generat-
ing structural variatons in RDF data [2, 4] is intended to test the functionality
and scalability of searches and the maintenance of RDF datasets. STBenchmark
[1] generates test cases for schema mapping systems, taking an original dataset
and applying structural and term variations. This is used to create benchmark
data for hand-mapping systems rather than for automated matching or query-
ing. Our work could be extended with similar strategies to these to experiment
with greater structural variations.

One of the previous studies that assessed the effect of variations (terms that
refer to the same entity) on record linkage performed by [11]. Since names are
the most important attribute to identify people in Genealogical research, [11]
evaluations focused on the effect of names variations. The work classified the
variations of the names into three categories, character variations such as cap-
italisation, punctuation or spacing, phonetic caused by variances in the ways
people pronounce names and spelling variations caused by insertion, deletion,
transposition or substitution of characters.

7 Conclusions

In this paper, we have introduced the crptr system, which is designed to corrupt
data sources in order to create multiple data sources which differ in a similar
way to how different data sources on a similar topic may naturally occur. In
this way, we can generate reference material by which we can evaluate systems
performing matching within different domains. We describe how the system orig-
inally focussed on records, and was then extended to deal with queries based on
CSV files. We discuss how the system could be extended to deal with other
kinds of data sources, including ontologies, and discuss what evaluation of these
corruption systems means in different contexts.
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