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Abstract

Covid-19 has brought with it an onslaught of infor-
mation for the public, some true and some false,
across virtually every platform. For an individual,
the task of sifting through the deluge for reliable, ac-
curate facts is significant and potentially off-putting.
This matters since fundamentally, containment of
the pandemic relies on individuals’ compliance with
public health measures and their understanding of
the need for them, and any barrier to this, includ-
ing misinformation, can have profoundly negative
effects. In this paper we present a conversational AI
system which tackles misinformation using a two-
pronged approach: firstly, by giving users easy, Natu-
ral Language access via speech or text to concise, re-
liable information synthesised from multiple author-
itative sources; and secondly, by directly rebutting
commonly circulated myths surrounding coronavirus.
The initial system is targeted at staff and students of
a University, but has the potential for wide applica-
bility. In tests of the system’s Natural Language Un-
derstanding (NLU) we achieve an F1-score of 0.906.
We also discuss current research challenges in the
area of conversational Natural Language interfaces
for health information.

1 Introduction
The global impact of the Covid-19 pandemic is unprece-
dented, with 140+ million cases and over three million deaths
reported by April 2021 [27]. The massive scale of the epi-
demic has been accompanied by a corresponding deluge of
information, across every possible channel. As the Director-

General of the World Health Organisation (WHO) stated
“We’re not just fighting an epidemic; we’re fighting an in-
fodemic”, defined by the WHO as “an over-abundance of
information – some accurate and some not” [26].

Social media has played a significant part in this, with mil-
lions of myth posts spreading quickly on various platforms,
and new myths continuously being generated and shared [28].
For an individual, separating fact from fiction, or even just
keeping up to date with the latest developments, can be chal-
lenging. Even where information is accurate, the task of
sifting through the vast amount available for the most relevant
material is significant, and potentially off-putting. Such things
matter, since an individual’s behaviour and actions, guided by
their knowledge and beliefs, can have significant impact on
the people around them and the spread of the disease [13].

This is where conversational AI can play a useful role [13].
Such systems have several advantages for disseminating infor-
mation in the context of a pandemic. Like web sources, and
unlike health professionals, they are inexpensive, available
any time of day or night, and have few limits on the number
of people that can access them at any one time. They are also
anonymous, which means users may be more comfortable
seeking advice on sensitive issues, such as advice for Covid-
19 symptoms, where disclosing these in other contexts could
potentially harm their professional and/or social lives [12].
Unlike web sources, however, such systems typically pro-
vide a single, conversational answer to the user’s question,
which may be less overwhelming than a list of search re-
sults and/or pages of text [13]. They can also be deployed
as speech-based systems; users can express their queries in
natural spoken language and receive a verbal response, im-
proving access especially for people who cannot read or have
difficulties using the Internet.



In this paper we present the Coronabot; a conversational
AI system designed to inform and support staff and students
at a U.K. University during the Covid-19 pandemic. It tackles
misinformation in two ways: firstly, by providing direct, Nat-
ural Language access to concise, reliable information about
the virus and its effect on daily life (e.g. prevention, symp-
toms, local lockdown restrictions); and secondly, by directly
rebutting commonly circulated myths surrounding it1 (e.g. its
origins, methods of transmission and potential ‘cures’). In
each case the information supplied to users is synthesised
from highly reliable sources, such as the the U.K.’s National
Health Service and the World Health Organisation.

2 Related Work
Misinformation is a widespread problem. Polls in both the
U.K. and United States, for example, found that almost half
of their populations (46% and 48% respectively) reported
exposure to fake news about Covid-19 [15, 14]. Elsewhere,
analysis of the most viewed coronavirus YouTube videos
found that over 25% of the top videos contained misleading
information, reaching 62 million views worldwide [11]. This
matters because misleading information about Covid-19 can
significantly alter people’s perception of the risk that the virus
poses [10], which in turn has been linked to people’s adoption
of and adherence to public health prevention measures [4].

Efforts to tackle the problem include a significant focus
on the automatic detection of fake news on social media
using machine learning techniques. A total of 166 teams, for
example, submitted systems for the shared task “COVID19
Fake News Detection in English” at the AAAI conference in
early 2021 [18].

Others have employed machine learning to identify the
emotions associated with the most commonly circulating
Covid-19 myths, so that counter measures can be targeted
appropriately [28]. In this study, the myth most commonly
found on Twitter was a conspiracy theory claiming that 5G
can spread the coronavirus. The myth led to members of the
public attacking mobile phone masts in the U.K. [21], another
example of the destructive (literally) effects of misinforma-
tion.

Measures for rebutting fake news on social media include
companies such as Facebook or Twitter ‘tagging’ the sus-
pected fake content. Twitter, for example, has added fact-
checking labels on tweets concerning rumours linked to coro-
navirus, with some positive effect e.g. on the number of myth
tweets [28].

The authors of [22] argue that prevention or “inoculation”
is better than cure and have developed an online game that

1Although not the focus of this paper, it also provides mental
health support, offering tips on how to handle e.g. boredom, loneli-
ness and low mood during the pandemic.

involves users in creating a misinformation campaign, so as
to better understand and recognise the techniques employed
in them. However, they also acknowledge that a multi-layered
approach is required, which includes effective real-time re-
buttal of misinformation.

Alongside local government and healthcare systems, the
WHO has been central in attempts to counteract misinfor-
mation during the pandemic. Its website has comprehensive
information for the public, including latest news/case updates,
a Frequently Asked Questions (FAQ) section and a set of
‘Mythbusters’ [24]. In March 2020 it launched a ‘Health Alert’
messaging service via WhatsApp and Facebook [25], which
mirrors significantly the content from the website. However,
user input is limited to selecting a number or typing a single
keyword from a menu of options, with no option for Natural
Language input. Thus, as with the website, finding the answer
to a question relies on navigating multiple menu structures.

This is a common approach in other so-called ‘chatbots’
developed to support the public during the pandemic. In a
recent heuristic evaluation of 24 such systems [9], just eight
offered any Natural Language capability in the shape of free-
form input. Moreover, closer examination of the five English-
language bots with NLU capabilities (all FAQ bots) shows
that three make use of both menus and free-form text, and
they tend to promote the former. HealthBuddy2, for example,
prompts users with How can I help you? Select a question
from the list or type your question below. The United Arab
Emirates Department of Health provides a good example of
a Covid-19 public health information bot3, with apparently
significant NLU capabilities, including for the querying of
some myths (not seen in any of the other systems). However,
there is no publicly-available data on its performance.

In another example [8], a US Healthcare provider collabo-
rated with Google to develop a Natural Language Covid-19
bot that is tailored to their institution. Tests following deploy-
ment showed that just 12.7% of questions did not result in an
answer, but the authors note there was no analysis of whether
the correct answer was supplied.

All of these systems assume text as the input/output
medium and as a result present significant amounts of textual
information in one response, often in multiple paragraphs.
None offer spoken input/output. The smart home assistant
Amazon Alexa does offer this capability, but at the time of
writing has limited capabilities to debunk myths. Only some
myths regarding the spread of the virus are answered, all
with a generic response describing how the virus is spread.
Again, no publicly-available information is available on its
implementation or performance.

2https://healthbuddy.plus/index
3https://www.doh.gov.ae/covid-19

https://healthbuddy.plus/index
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2.1 Summary
In summary, a variety of different ‘chatbots’ exist which can
provide some information about Covid-19. However, many of
them make heavy use of multiple-choice options rather than
supporting true Natural Language user input, do not support
speech, and very few have the capability to debunk myths.
Furthermore, there is a lack of detail on the implementation
and NLU performance for such systems, for example report-
ing their Precision, Recall and F-score on a dataset of user
inputs containing different types of misinformation.

In this paper, we therefore present a conversational AI sys-
tem that takes a two-pronged approach to tackling Covid-19
misinformation; providing users with true Natural Language
access via speech or text to concise, reliable information on
frequently queried topics, and directly rebutting the most com-
monly circulated myths regarding coronavirus. The system
is based on the open-domain social bot Alana, which was
twice finalist in the Amazon Alexa challenge [17, 2] and has
previously successfully acted as a foundation for other con-
versational AI projects [6]. We contribute to the field with
a practical tool for challenging misinformation that employs
state-of-the-art Natural Language Understanding.

3 System Design
Heriot-Watt University in the U.K. has over 29,000 enrolled
students and five campuses across the world, three of which
are in Scotland. Our initial version of the conversational AI
system focuses on staff and students in Scotland.

The starting point for creating content in the system was
analysis of the FAQ section of the WHO website, also used
as ‘ground truth’ in other research studies [5]. From this we
extracted approximately 25 of the most generally applicable
questions as a framework for development. These were cross-
referenced with the NHS Scotland and Scottish Government
Covid-19 public information pages to ensure a high coverage
of possible enquiries. One of the challenges in disseminat-
ing accurate Covid-19 information is tension in the advice
offered between global and local authorities [13]. The WHO,
for example, advises a minimum distance of 1m for physical
distancing, whereas in Scotland the official recommendation
is 2m. Where such conflicts arise in the Coronabot, the deci-
sion was taken to offer the localised advice to aid compliance
with public health and legal requirements. In cases where the
local authorities do not specifically address a query, the WHO
information is supplied.

The system’s FAQ capabilities were further developed with
information specific to the target audience at Heriot-Watt e.g.
arrangements for self-isolation in student residences. The
source of these was Heriot-Watt’s own website.

For myth rebuttal, the ‘Mythbusters’ section of the WHO
website [24] provided the basis. Based on a YouGov survey

which found about 28% of Americans think that Microsoft
founder Bill Gates is planning to use the Covid-19 vaccine
to implement microchips in the recipients [20], this was also
included. The current system addresses a total of 26 different
myths, listed in Table 1.

Hydroxychloroquine can prevent/treat Covid-19.
The seasonal flu vaccine protects against Covid-19.
Cold weather and snow kills the Covid-19 virus.
The Covid-19 virus cannot spread in hot/humid climates.
Taking a hot bath can prevent Covid-19.
The Covid-19 virus can be spread through mosquito bites.
The Covid-19 virus is transmitted through houseflies.
Adding hot peppers to soup or meals can prevent or cure COVID-
19.
Thermal scanners can detect Covid-19.
Covid-19 is commonly spread via people’s shoes.
Vitamin and mineral supplements can cure Covid-19.
Hand dryers are effective in killing the Covid-19 virus.
UV light can be used to disinfect your hands/skin.
Pneumonia vaccines protect against Covid-19.
Rinsing your nose with saline protects against the Covid-19
virus.
Eating garlic prevents Covid-19.
Ingesting or spraying your body with bleach or another disinfec-
tant protects you from Covid-19.
Only older people are affected by Covid-19.
Antibiotics can be used to treat the Covid-19 virus.
5G mobile networks spread Covid-19.
Bill Gates created Covid-19 in order to implant trackable mi-
crochips in people using the vaccine.
Being able to hold your breath for 10s or more without cough-
ing/discomfort means you do not have Covid-19.
Drinking alcohol protects you from Covid-19.
You should wear a mask when exercising.
Once you get Covid-19 you will have it for life.
Prolonged use of medical masks leads to CO2 intoxication/oxy-
gen deficiency.

Table 1: Myths addressed in the Coronabot.

3.1 Implementation
To create our Covid-19 support bot we modified the social
bot Alana [17, 2]. Figure 1 presents the architecture of the
system. The Alana system is an ensemble of two types of
chatbot, 1) functional bots that deal with profanities, handle
clarifications, express the likes and dislikes of a virtual Per-
sona or, in the case of Coherence bot, drive the conversation
in case it has stalled; and 2) content-delivery bots that might
potentially produce a reply to the user’s utterance from differ-
ent information sources e.g. Wikipedia, Reddit and different
News feeds, as well as a database of interesting facts.



Figure 1: System architecture.

In this system a new domain-specific bot, Coronabot, has
been implemented alongside Alana’s functional bots (see the
orange blocks in Figure 1). This bot answers frequently asked
questions on coronavirus and its effect on daily life (as in, for
example, the legal requirements around wearing face masks
in Scotland), and debunks common myths. Here, the Persona
bot primarily implements the safety critical features of the
system, detecting any references to extreme distress (such as
“suicide” or “kill myself”) and responding by immediately
referring the user to the appropriate support (in the U.K., the
Samaritans). Coherence bot responds where there has been
some problem in the dialogue, taking the initiative and asking
a question on the current topic or a new one in order to move
the conversation forward. Here, the topics are focused on the
system’s Covid-19 related capabilities.

Following the answer to a user’s question, a conversational
driver is uttered that ‘advertises’ the system’s other capabil-
ities and is selected at random from a database e.g. By the
way, I have the latest on immunity from the WHO if you’re
interested. This approach highlights to users the scope of
the service while maintaining free-form input, which also
facilitates spoken input.

User interface The Coronabot is currently implemented in
two forms: as a text-only interface on the Telegram messenger
application; and as a pop-up chat window in a web page. In
the latter, speech or text interaction is available by clicking on
the appropriate microphone/keyboard icon at any time during
the interaction. Examples of the interfaces can be seen in
Figure 2 and Dialogue 3.

Figure 2: Speech-enabled pop-up window in a web page. The
page provides user information and a consent form.

ASR/TTS Automatic Speech Recognition in the Coronabot
is handled using Google’s streaming ASR service. The sys-
tem’s responses are voiced using Cereproc’s TTS engine4.
ASR errors which mean that a user’s intent cannot be ex-
tracted at the NLU stage are handled by the Coherence bot.
Where the ASR confidence is very low, users receive a mes-
sage prompting them to repeat their input e.g. I’m afraid I
didn’t get that. Could you repeat that please?

Natural Language Understanding (NLU) In the Coron-
abot, NLU has been implemented primarily using the RASA
framework5 (in the Persona Bot we use AIML patterns). The
RASA training data was manually constructed and consists
of 58 user ‘intents’ (i.e. broadly, the users’ topics of enquiry),
with an average of 49 training examples per intent. Intents are
divided approximately 40:40:20 between enquiries on public
health information regarding the virus itself, the myths sur-
rounding it and societal / University-specific enquiries. Some
example training data are shown in Listings 1 and 2. These
illustrate the wide range of ways users can express them-
selves. In Listing 1 users can ask a more specific question on
the topic of treatment, identified via extraction of the entity
“dexamethasone” or its synonyms e.g. “steroid(s)”. The ex-
tracted entity is used by the Dialogue Manager to select an
appropriately tailored response.

Listings 1 and 2 illustrate an approach used throughout
the training data whereby users can express themselves ei-
ther with open questions based on no prior assumptions or
knowledge e.g. “Are there any...”, or in such a way that in-
cludes some prior assumed knowledge or belief e.g. “I heard
that...”. Further illustration of this approach is shown in Di-
alogue 3, which demonstrates both the case where a user is
curious about a myth, and the situation where their question

4https://www.cereproc.com
5https://rasa.com/

https://www.cereproc.com
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1 - intent: ask_treatment
2 examples: |
3 - is there a cure for coronavirus
4 - what treatment is there
5 - are there any treatments for covid-19
6 - how do the doctors treat the virus
7 - are there any treatments that work
8 - i heard there’s a new treatment [dexamethasone](

treatment)
9 - what about this [steroid](treatment) treatment does

it work
10 - can [steroids](treatment) be used to treat covid-19
11 - is that cheap [steroid](treatment) a cure
12 - can it be treated with [steroids](treatment)

Listing 1: Training Data Excerpt (Treatments for Covid-19).

1 - intent: ask_myth_5g
2 examples: |
3 - is it true that you can get corona from these masts
4 - is coronavirus coming from the 5g networks
5 - they have just built new 5g masts next to my house
6 - should i worry about the 5g mast outside my house
7 - how do i block my house from 5g
8 - how can i avoid 5g

Listing 2: Training Data Excerpt (5G Myth).

pre-supposes a myth is correct. The NLU training data is
designed to handle both situations.

In cases where the NLU confidence is low, users receive an
appropriate fall-back message e.g. I’m sorry, I don’t have the
answer to that. I’ll ask my developers to update me with an
appropriate answer as soon as they can – I’m still learning!

Natural Language Generation (NLG) While there has
been interesting work on neural NLG in the context of Covid-
19 [16], the sensitive nature of the topic and the intended
public deployment means it is critical that the bot supplies
reliable, consistent information. The Coronabot therefore
employs robust template-based NLG methods.

Given the system’s purpose in reducing the information
load on users, and its deployment as a dual text/speech inter-
face, the hand-crafted NLG responses are designed to be brief;
limited to a maximum of approximately 25-30 secs as read
out via TTS. Where lengthier responses are required, these
are broken down and users asked if they want to hear more
before continuing. An example of this is shown in Dialogue
1.

Myth rebuttals are factual and reflect the responses pro-
vided on the WHO website e.g. The 5G story is a myth!
Viruses cannot travel on radio waves or mobile networks.
Covid-19 is spreading in many countries that don’t have 5G
networks. Further example rebuttals can be seen in Dialogue
3.

Dialogue Management (DM) In the Alana system, each
of the bots attempts to generate a response at every dialogue

turn. The decision as to which response is selected is based
on a priority list [2]. Here, Coronabot is placed at the top and
the remaining bots follow in the order employed in [2].

4 Example Dialogues

The example dialogues illustrate the Coronabot’s NLU capa-
bilities and the three main themes in its content. Dialogue
1 shows a conversation that focuses on facts concerning the
virus itself (the information supplied is tailored to the Scottish
context). Dialogue 2 provides an example of the student-
specific support available. Finally, Dialogue 3 demonstrates
the myth-busting aspect of the system, along with the Tele-
gram interface.

S: Hi, I’m Alana. I’m here to answer your questions about
Covid-19 and its effect on your daily life. I get my information
from reliable sources like the NHS and the World Health
Organisation, but please remember I’m not a medical doctor!
Where do you want to start?

U: How can I stay safe?
S: To protect yourself and others against Covid-19: wash your

hands frequently; avoid touching your face and stay 2 metres
away from others. Don’t forget I can talk about quarantine
and how long the virus takes to incubate. I’m here to help!

U: OK, how long does it take from exposure to getting sick?
S: That’s a good question. According to the NHS Scotland, the

time between exposure to Covid-19 and when symptoms start
is 4 to 6 days on average, but it may be as short as 1 day or
much longer. Now, what do you want to ask?

U: What are the main symptoms to look out for?
S: The main symptoms listed by NHS Scotland are: a high tem-

perature; a new, continuous cough, and a loss or change to
your sense of smell or taste. Most people who have coron-
avirus have at least one of these symptoms. Want to hear
more?

U: No, thanks.
S: OK. There are so many rumours about Covid-19. I can help

you separate the facts from the fiction.
...

Dialogue 1: Focus on Virus Facts (S-System,U-User).

5 NLU Evaluation

We performed an NLU evaluation that compares the perfor-
mance between different NLU features combinations includ-
ing BERT [3], GPT-2 [19] and SpaCy6 (see Table 2). We
performed a 5-fold cross-validation with the data randomly

6https://spacy.io/models/en
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U: Do I have to wear a mask in lectures?
S: On campus, faces covering must be worn in all indoor ar-

eas including corridors and communal areas such as toilets.
General exceptions include when seated in lectures, labs
or hospitality venues, but there may be some circumstances
where masks are still required in these settings. Do you want
to hear about student residences?

U: Sure, yeah.
S: OK, in residences, you should wear a face covering in corri-

dors and shared areas such as laundries and common rooms.
They’re not essential in your own flat, or in kitchens and
bathrooms that are used by multiple households – as long as
you’re keeping 2m apart and cleaning a lot! Now, what do
you want to ask?

U: Is the student union open?
S: Last time I checked, on 20th April 2021, both the cafe and bar

at the Student Union in Edinburgh were closed due to restric-
tions. The Riccarton shop is open as usual for essentials. For
the latest information see www.hwunion.com/your-union/eat-
drink-shop. I can explain the different types of test if you’re
interested. How can I help?
...

Dialogue 2: Student Focus (S-System,U-User).

split into 80% training and 20% testing sets. Using the Con-
veRT pre-trained sentence encoder [7] and DIET (Dual Intent
and Entity Transformer) classifier [1] in the pipeline, we
achieved high performance of 0.908 Precision, 0.906 Recall
and 0.906 F1-score.

Language Model Precision Recall F1-Score
SpaCy (en core web md) 0.877 0.874 0.874
ConveRT 0.908 0.906 0.906
BERT (base-uncased) 0.885 0.884 0.884
GPT-2 0.869 0.865 0.864

Table 2: NLU Performance.

6 Discussion and Challenges

In this research we seek to address the challenge of the Covid-
19 ‘infodemic’ with a conversational AI system that provides
24/7 Natural Language access via speech or text to concise,
reliably-sourced information and myth-busting capabilities.

Allowing users to ask questions and communicate spon-
taneously in this way lowers the barriers to interaction with
automated systems. At the same time, Natural Language dia-
logue provides users with a short-cut to the critical informa-
tion of interest, reducing the problem of Covid-19 information
overload.

Intrinsic evaluation of our system has shown high levels
of NLU performance for enquiries related to Covid-19. Our

Dialogue 3: (Rebuttal of Myths) – Telegram Interface.

research demonstrates that it is possible to successfully detect
and rebut false information expressed in natural conversa-
tional language.

Plans for future work include deployment and evaluation
with end users at Heriot-Watt University. One immediate
challenge is ensuring that the information supplied is kept
up-to-date in rapidly changing circumstances [8]. At the time
of writing, for example, the number of myths listed by the



WHO has increased to 32.
Possible solutions to this problem include using AI ap-

proaches to sourcing the information that the system supplies
(including identifying new myths) together with the auto-
matic generation of the conversational responses. These are
all active and ongoing challenges for the research community.

Further areas for potential development include the ap-
proach taken to debunking myths. Currently, they are handled
with a simple, factual rebuttal. However, this may have lim-
ited effect in changing opinions, particularly where conspiracy
theories are involved. It would be interesting to investigate
alternative approaches that reflect the range of persuasive
strategies employed in human-human dialogues [23].
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