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I. PROBLEM FORMULATION

A. Observation model
The imaging system alternates between two complementary

measurements at high temporal rate: (i) a high-resolution
intensity measurement of the scene, and (ii) a low spatial
resolution histogram of counts containing depth information
about the target. In the following, we assume the high res-
olution intensities are measured at even frames (denoted by
y2k ∈ RM ) and histograms at odd frames (denoted by
h2k+1). Considering an odd frame, the detector collects the
photon counts hn,t,2k+1 for each time bin t ∈ {1, · · · , T}
and macro-pixel location n ∈ {1, · · · , N}. The histogram
low spatial resolution is due to the small number of pixels
(N = 1024 < M ) and time bins (T = 16). Akin to [1],
[2], the counts can be assumed to be drawn from the Poisson
distribution P (.) as follows

hn,t,2k+1 ∼ P (sn,t,2k+1) . (1)
Assuming a known impulse response of the system f (from
calibration), the low-resolution depth dn,2k+1 ≥ 0 and reflec-
tivity rn,2k+1 ≥ 0 images of the target can be linked to the
average photon counts using the formula

sn,t,2k+1 = rn,2k+1f (t− dn,2k+1) + bn,2k+1 (2)

where bn,2k+1 ≥ 0 denotes the background and dark counts
of the detector which is assumed constant for all time bins of
a given pixel and frame.

B. Objectives
Our goal is to estimate a high-resolution depth image at

high frame rates (i.e., fast or close to real time process-
ing). More precisely, we aim to estimate dm,2k ≥ 0 for
m ∈ {1, · · · ,M} , k ∈ {1, · · · ,K} by exploiting the available
high-resolution intensity images y2k, for k ∈ {1, · · · ,K}.
This requires the development of an advanced algorithm for
the joint spatio-temporal interpolation of the measured depth
map, as described in the following sections.

II. RECONSTRUCTION ALGORITHM

A. Depth estimation
In absence of background counts and assuming a Gaussian

system impulse response function (IRF), the maximum like-
lihood estimator of the depth is obtained as the central mass

of the received signal photon time-of-flights (assuming depths
are far from the observation window edges). This estimator is
considered in this paper after removing background counts as
follows

d̂n,2k+1 =

∑min(T,dmax
n +tr)

t=max(1,dmax
n −tl)

t max(0, hn,t,2k+1 − bn,t,2k+1)∑min(T,dmax
n +tr)

t=max(1,dmax
n −tl)

max(0, hn,t,2k+1 − bn,t,2k+1)

where dmax
n denotes the maximum of the nth histogram,

bn,t,2k+1 represents the background noise of the nth pixel,
tl and tr represent the left and right width of the impulse
response, respectively. The background level can be efficiently
approximated using the median of the pixel when assuming
the presence of few surfaces per-pixel, and a narrow impulse
response w.r.t. the observation window which are satisfied
in our case. We note that provided that signal (laser return)
extends to several time bins, sub-bin depth precision can be
attained.

B. Joint spatio-temporal super-resolution

The previous depth estimation strategy leads to low resolu-
tion maps (in the lateral directions), hence the need to design
an advanced strategy to deliver high-resolution depth maps
while accounting for the available high-resolution reflectivity
information. This raises several challenges mainly because
of (i) the requirement to preserve edges (so as to avoid
artificially "joining up" distinct surfaces in the scene), (ii) the
possible misalignment between the depth and intensity images
(in dynamic scenes), and (iii) the need for fast processing
approaching real-time rates. Several methods deal with these
challenges often separately, for example, misalignment has
been accounted for in [3], [4]. The authors presented in [3]
a method that provided outstanding results, however, it might
lead to smooth depth edges due to the internal averaging steps.
The method in [4] accounts for misalignment effectively but
it requires a high computational time to build the volume of
weights and/or to apply a guided filter several times to account
for all shifted versions of the guided and original images.
Multimodal depth super-resolution is also a common problem
with several available solutions [5]–[10]. The guided filter [5]
is often used thanks to its fast implementation. However, this
approach has some limitations including the texture transfer
from reflectivity guide to the depth map, where solutions
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have been proposed in [7], [9] by exploiting shared gradients
between the two images. In this paper, we propose a solution
to deal with the three challenges (i), (ii) and (iii). The proposed
strategy is based on two main steps: (j) interpolate the low-
resolution depth maps at even times, (jj) generate the high-
resolution maps, while both steps consider the measured high-
resolution reflectivity maps as represented in Alg. 1. Inspired
from the alternating direction method of multipliers [11], [12]
or Regularization by denoising [13] approaches that alternate
between an estimation and filtering/denoising steps, each step
of our method requires two sub-steps, an estimation sub-step
followed by a filtering sub-step to improve performance.

Note finally that the second step could be iteratively re-
peated to perform different super-resolution ratios. The next
subsections provide more details regarding each step.

1) Step 1: Estimate LR depth maps at even instants: This
section describes the generation of an accurate low resolution
depth map by considering two sub-steps: a rough interpolation
of the depth map followed by a guided filtering to improve
performance. The first step aims to interpolate the LR depth
maps at the same times of the measured reflectivity maps,
i.e., to interpolate d2k given d2k−1 and d2k+1. Given the fast
imaging speed of the system, it is assumed that successive
depth maps show small variations which are mainly located
near the object edges. Using this assumption, a first rough
estimation of the low resolution depth map can be obtained by
averaging the surrounding two depth images leading to d̂2k =
0.5 (d2k−1 + d2k+1). This estimation however presents sparse
corruptions due to object movements and the performance
should be improved using a filtering approach. Guided filter
approaches are attractive for their fast performance, however,
they might lead to smooth edges especially in presence of mis-
alignments [4] and to texture transfer. To avoid these issues, we
first detect the regions ν showing depth variations as follows
ν = {n, (dn,2k−1 − dn,2k+1) > εd}, where εd = 7.5cm is a
depth threshold fixed to one depth bin in what follows. To
ensure sharp edges, we use the weighted median (WM) filter
on the pixels of ν, where the weights are introduced using a
down-sampled version of the reflectivity map yLR

2k to ensure
same dimensions. More precisely, we define for each pixel of
ν, a v × v local window whose values on the reflectivity and
depth images serve as weights and elements for the WM filter,
respectively. Weighted median ensures distinction between
surfaces and avoid smoothing edges, while providing attractive
computational properties thanks to independent pixel-wise pro-
cessing and available fast implementation strategies [14]. This
step results in a low resolution depth map dLR

2k that presents
smooth regions (for fixed regions due to depth averaging), and
sharp edges thanks to the reflectivity guidance, as follows

dLR
n,2k = argmin

dn

∑
n′∈νn

wn,n′

∣∣∣d̂LR
n′,2k−1 − dn

∣∣∣ ,∀n, (3)

with

wn,n′ = exp

−
(
yLR
n,2k − yLR

n′,2k

)2
2σ2

1

 (4)

where νn denotes the neighbourhood of n, the local window
is fixed to v = 2 super-pixels and σ1 = 15.

2) Step 2: Estimate HR depth maps: A high-resolution
depth map is obtained by following two steps: build an approx-
imate high-resolution depth map d̂

HR
2k , and filter the result to

improve performance dHR
2k . The approximate map is obtained

by combining a linear interpolation for smooth regions and
a nearest neighbour interpolation (NNI) for edges. More pre-
cisely, a first NNI is performed, followed by the computation
of a two-directional gradient map. The latter is used to define
smooth and heterogeneous regions, where smooth regions are
obtained for gradients lower than ε2 = εd/2 = 1.5cm. A linear
interpolation is then used for the smooth regions while the
NNI is used for heterogeneous regions to preserve edges. The
obtained map presents bloc edges due to NNI. To improve
performance, the weighted median filter [14] is again used
on the resulting depth map while considering the reflectivity
image for the weights as follows

dWM
n,2k = argmin

dn

∑
n′∈φn

w̄n,n′

∣∣∣d̂HR
n′,2k − dn

∣∣∣ ,∀n, (5)

with

w̄n,n′ = exp

[
−
(
yn,2k − yn′,2k

)2
2σ2

2

]
(6)

where φn denotes the neighbourhood of n, the local window
is fixed to v = 6 pixels and σ2 = 25. The resulting depth
map is further smoothed using an edge preserving strategy to
obtain the final map, as follows

dHR
n,2k =


1

cn

∑
n′∈νn

dWM
n′,2k, if

∑
n′∈νn

|dWM
n,2k − d

WM
n′,2k|

cn
≤ εd/2

median(dWM
νn,2k), if min(|dWM

n,2k − d
WM
n′,2k|) > εd/4

dWM
νn,2k, else.

(7)
where cn denotes the number of neighbours in νn.

III. CRAMÈR RAO BOUNDS (CRBS)

The CRB provides the minimum variance that can be
obtained using an unbiased parameter estimation strategy [15].
As a consequence, it can be considered as a references in
respect of the of estimation errors. Comparing the mean square
error (MSE) of the considered center-of-mass depth estimator
to the corresponding CRB helps us to understand the potential
gain in performance that we may obtain with other estimation
algorithms. The CRB can be evaluated by inverting the 3× 3
symmetric Fisher information matrix F of the three unknown
parameters θ = {dn, rn, bn} = {θ1, θ2, θ3}, where each
element is given by

Fi,j = Fj,i = E

[
−∂

2 ln g(yn|θ)

∂θi∂θj

]
(8)

with g(yn|θ) denoting the likelihood using the model in (1).
The parameter CRB is defined as the diagonal elements of the



3

Approximate 

estimation

Guided 

weighted 

median filter

𝒅2𝑘−1
𝒅2𝑘+1

𝒚2𝑘

Gradient-

aware

interpolation

Guided weighted 

median filter

and  

smoothing

Downsampling

𝒅2𝑘
𝐿𝑅𝒅2𝑘 𝒅2𝑘

𝐻𝑅 𝒅2𝑘
𝐻𝑅

Step 1: Temporal interpolation Step 2: Spatial super-resolution

Fig. 1. Block diagram of the proposed algorithm.

inverse Fisher information matrix, which is obtained using the
following derivatives:

F1,1 =

T∑
t=1

−r2nf
2

(t− dn,2k+1)

sn,t

F2,2 =

T∑
t=1

−f2 (t− dn,2k+1)

sn,t

F3,3 =

T∑
t=1

−1

sn,t

F1,2 =

T∑
t=1

−rnf (t− dn,2k+1) f (t− dn,2k+1)

sn,t

F1,3 =

T∑
t=1

−rnf (t− dn,2k+1)

sn,t

F2,3 =

T∑
t=1

−f (t− dn,2k+1)

sn,t
(9)

(10)

where f t,n = (t−dn)
σ2 ft,n, is the derivative of f with respect

to dt,n.

IV. PERFORMANCE ON SIMULATED DATA

A. Analysis of depth estimation

The first step of the proposed strategy relates to the es-
timation of depth with a center of mass estimator using the
signal photons, as indicated in Section II-A. In this section, we
analyse this estimator by considering theoretical CRBs and the
simulated root-mean-square error (RMSE). We consider signal
and background levels corresponding to the "low" and "high"
target reflectivity cases in Fig. 5 of the main document, and
assess the effect of varying the width σ of the Gaussian IRF
(in time bins) and the true depth value d (in time bins). Fig. 2
and 3 compare the depth theoretical CRBs (in cm), simulated
RMSEs (in cm) and simulated bias (in cm) for the low and
high light conditions, respectively. The figures indicate that
the estimator RMSE is only marginally higher than the CRBs,
except at the edges of the observation window (d around 1
or 16), where bias is seen to arise. It is also observed that

lower σ leads to lower CRBs and RMSEs, except for σ below
around 0.55, when the RMSEs starts rising due to an increase
in bias. This provides backing for the σ ≈ 0.57 used in the
physical experiments in the main paper. Varying depth is seen
to have limited effect on the estimation performance apart from
small fluctuations when the true depth has non-integer depth
values. Note also that the theoretical CRBs and simulated
RMSEs are lower in the high light scenario (see Fig. 3) when
compared to the low light one (see Fig. 2). In both cases
the figures highlight millimetre error levels which justify the
use of this approximate maximum likelihood depth estimator
for our system. The measured values for depth precision in
Fig. 5 of the main document are broadly consistent with
these simulation results, although in practice additional noise
is found in the photon timing histograms over the inherent
Poission noise modelled here (thought to be caused by small
fluctuations in the supply voltage of sensor’s timing circuitry).
Furthermore, in reality, there is a level of non-uniformity in
the effective histogram bin widths, which in turn affects the
measured accuracy.

B. Performance of the reconstruction algorithm

This section evaluates the performance of the proposed algo-
rithm on synthetic data. The results are evaluated qualitatively
by visualising the processed depth maps, and quantitatively
using the computational time (in ms) and the average absolute
error AAE (`1 norm of the errors) as we are interested on
recovering sharp edges, as follows AAE = 1

N

∣∣∣dref − dHR
∣∣∣,

where dref and dHR are the reference and estimated depth
maps, respectively. The proposed algorithm is compared to
several algorithms as follows: the NNI, the bicubic interpo-
lation, the guided filter [5], and GTV [8]. The simulation
data has been generated from real physical scenes provided in
the Middlebury dataset1 [1], [16]. Three scenes with different
geometrical shapes have been considered, i.e, the Bowling
scene containing smooth shapes, the cones scene with peaky
shapes, and the art scene which contains complex objects. For
all scenes, the reference depth and reflectivity images have
been truncated to 128× 256 pixels as in the proposed system.

1Available in: http://vision.middlebury.edu/stereo/data/
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Fig. 2. From left to right, evaluation of depth theoretical CRBs (in cm), simulated RMSEs (in cm) and simulated bias (in cm) with respect to (top) varying
width of IRF σ with d = 8.25 bins, and (bottom) varying depth with σ = 0.66 bin. All results are obtained for r = 270 signal counts and varying background
levels b ∈ [1, 60].

Fig. 3. From left to right, evaluation of depth theoretical CRBs (in cm), simulated RMSEs (in cm) and simulated bias (in cm) with respect to (top) varying
width of IRF σ with d = 8.25 bins, and (bottom) varying depth with σ = 0.66 bin. All results are obtained for r = 1950 signal counts and varying
background levels b ∈ [0, 380].
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These reference images have been downsampled by a factor
of 4 to obtain 32 × 64 pixels and used in (1) to simulate
three-dimensional histograms of counts with T = 16 time
bins and a realistic level of background to obtain a signal-to-
background ratio2 of 1 for the three scenes (as observed in real
data). Note that the depth values have been linearly scaled to
T = 16 bins where each bin represents 500ps, or equivalently
7.5cm leading to an observation window of 1.2m. To simulate
misalignment in successive frames, we have also generated 10
versions of linearly shifted histograms. We consider a scenario
having two successive histograms with a measured reflectivity
between them, the first histogram is not-shifted while the depth
and reflectivity of the second have been shifted as indicated
in Tables I, II, III. These tables also provide the scene speed
when assuming a depth frame acquisition rate of 500FPS
(overall frame rate of 1000FPS), and scenes of 30cm×60cm.
The in-between measured reflectivity is shifted using half-
shifts and all algorithms are initialized with the averaged depth
d̂2k = 0.5 (d2k−1 + d2k+1). Figs. 4, 5, 6 show the obtained
depth maps while considering the shift indicated in column 11
in Tables I, II, III). The proposed algorithm shows sharp edges
and less sensitivity to misalignments, while other algorithms
provide blurred edges due to depth misalignments and the
averaging-based initialization. Note that similar performance
are obtained while initializing the algorithms with the shifted
depth map instead of the average of the successive depth maps,
and the results are not presented here for brevity. Tables I, II,
III confirm quantitatively the superiority of the proposed algo-
rithm using the AAE measure. Note however that the proposed
algorithm shows similar AAE to other algorithms for the cones
scene, as the guide reflectivity is less informative and the edges
are not clearly marked. It should be also noted that even in
absence of misalignments, the performance of GTV is affected
by the quality of the reflectivity guide, which is measured
using a reduced number of photons (i.e., Poisson data) and
in presence of realistic background noise. The computational
times are also provided in Tables I, II, III. As expected, the
fastest performance are obtained with simple interpolation
algorithms (NNI and bicubic) at a cost of lower reconstruction
accuracy, while GTV shows the highest computational times.
The proposed algorithm proposes intermediate performance
allowing to process more than 10 frames per second while
accounting for misalignments. These results confirm the good
quality of the proposed algorithm in term of reconstruction
quality and computational cost.
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Fig. 4. Examples of reconstructed depth maps for the bowling scene. From left to right: (Top) the reference depth, the guide reflectivity and the shifted and
downsampled depth map. (Middle) estimated maps. (Bottom) absolute differences. AAEs in meters are provided below the maps.

TABLE I
RESULTS ON THE BOWLING SCENE OF SEVERAL ALGORITHMS. AAE (IN CM) AND COMPUTATIONAL TIMES (IN MS).

Simulated
0 17 34 53 31 40 65 49 57 73speed (m/s)

Shift-X (pixels) 0.00 3.00 7.00 11.00 3.00 6.00 12.00 3.00 7.00 11.00
Shift-Y (pixels) 0.00 2.00 2.00 3.00 6.00 6.00 7.00 10.00 10.00 11.00

AAE
Nearest 0.94 1.10 1.52 2.12 1.44 1.74 2.54 1.97 2.19 2.68
Bicubic 1.14 1.18 1.55 2.15 1.47 1.77 2.58 1.98 2.19 2.72

in cm
GF 1.58 1.68 1.90 2.33 1.86 2.07 2.67 2.24 2.42 2.81

GTV 1.05 1.05 1.41 2.05 1.39 1.75 2.50 1.94 2.23 2.80
Proposed 0.81 0.87 1.07 1.73 1.00 1.25 2.32 1.46 1.64 2.15

Time
Nearest 2.0 1.5 2.9 0.9 2.6 0.9 0.9 0.9 4.5 0.9
Bicubic 2.8 2.1 4.1 1.2 3.0 1.2 1.3 1.2 4.6 1.2

in ms
GF 5.5 5.6 8.2 6.5 8.8 6.8 6.4 7.2 10.0 6.8

GTV 1238.5 1217.6 1220.0 1217.8 1241.9 1180.7 1166.0 1173.1 1172.3 1177.8
Proposed 50.1 46.1 70.3 40.3 39.3 36.5 35.9 35.4 42.3 35.6

Fig. 5. Examples of reconstructed depth maps for the cones scene. From left to right: (Top) the reference depth, the guide reflectivity and the shifted and
downsampled depth map. (Middle) estimated maps. (Bottom) absolute differences. AAEs in meters are provided below the maps.
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TABLE II
RESULTS ON THE CONES SCENE OF SEVERAL ALGORITHMS. AAE (IN CM) AND COMPUTATIONAL TIMES (IN MS).

Simulated
0 17 36 53 31 43 63 57 64 70speed (m/s)

Shift-X (pixels) 0.00 3.00 7.00 11.00 3.00 6.00 12.00 2.00 8.00 10.00
Shift-Y (pixels) 0.00 2.00 3.00 3.00 6.00 7.00 6.00 12.00 11.00 11.00

AAE
Nearest 0.75 0.80 1.08 1.39 1.02 1.22 1.53 1.43 1.55 1.63
Bicubic 0.75 0.77 1.05 1.36 0.98 1.17 1.52 1.40 1.52 1.60

in cm
GF 1.09 1.12 1.29 1.50 1.25 1.39 1.62 1.57 1.64 1.72

GTV 0.79 0.81 1.12 1.44 1.02 1.24 1.64 1.45 1.60 1.69
Proposed 0.63 0.75 1.03 1.51 0.92 1.24 1.88 1.39 1.61 1.86

Time
Nearest 2.5 1.7 2.7 0.9 2.6 0.9 1.0 0.9 4.2 1.1
Bicubic 3.1 2.3 3.9 1.2 3.1 1.2 1.2 1.2 4.8 1.4

in ms
GF 5.2 6.0 8.5 6.9 8.9 7.6 6.5 7.0 10.7 6.8

GTV 1260.7 1317.6 1271.6 1197.9 1263.4 1234.3 1316.0 1200.4 1175.7 1172.3
Proposed 50.7 48.7 72.9 39.1 42.2 38.5 39.2 39.5 46.2 38.4

Fig. 6. Examples of reconstructed depth maps for the art scene. From left to right: (Top) the reference depth, the guide reflectivity and the shifted and
downsampled depth map. (Middle) estimated maps. (Bottom) absolute differences. AAEs in meters are provided below the maps.

TABLE III
RESULTS ON THE ART SCENE OF SEVERAL ALGORITHMS. AAE (IN CM) AND COMPUTATIONAL TIMES (IN MS).

Simulated
0 13 42 55 36 53 68 55 63 70speed (m/s)

Shift-X (pixels) 0.00 2.00 8.00 11.00 3.00 8.00 12.00 4.00 6.00 11.00
Shift-Y (pixels) 0.00 2.00 4.00 4.00 7.00 8.00 8.00 11.00 12.00 10.00

AAE
Nearest 1.63 1.79 2.78 3.35 2.44 3.03 3.61 3.12 3.27 3.61
Bicubic 1.86 1.88 2.76 3.36 2.43 3.00 3.61 3.10 3.24 3.59

in cm
GF 2.49 2.49 3.07 3.49 2.91 3.32 3.73 3.42 3.55 3.76

GTV 1.56 1.61 2.56 3.17 2.09 2.91 3.46 3.02 3.23 3.49
Proposed 1.28 1.41 2.06 2.70 1.65 2.32 3.09 2.20 2.61 2.93

Time
Nearest 2.2 1.5 2.8 1.1 2.7 0.9 0.9 1.0 4.2 0.9
Bicubic 2.8 2.2 4.1 1.4 3.1 1.3 1.3 1.4 5.4 1.3

in ms
GF 5.4 6.5 8.6 7.6 8.7 6.9 6.8 7.0 10.5 6.7

GTV 1221.7 1212.0 1184.1 1176.2 1234.3 1139.6 1148.7 1217.1 1199.3 1159.4
Proposed 55.0 49.2 75.2 39.3 42.9 38.9 41.0 39.2 46.7 37.8


