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Automated Masonry crack detection with Faster R-CNN

Borja Marin1, Keith Brown1 and Mustafa S. Erden1, Member, IEEE

Abstract— Inspection of masonry buildings, typically railway
bridges, for crack detection is currently performed by humans
under tedious and sometimes dangerous working conditions.
Over the past years, computer vision based techniques have
been developed to automate structure visual inspections. These
techniques could be integrated with (semi) autonomous drone
surveillance to collect images of assets for full automation of
simultaneous inspection and crack detection in railway bridges.
In this study we have adopted the architecture of Faster R-
CNN object detectors to provide crack detection in images. In
this architecture, we have tested three networks (Mobilenetv2,
Resnet50 and ZF512) to be utilised as feature extractors in a
limited resource system for crack detection. We propose a new
way of performing detection that we call Progressive Detection
to increase the robustness of detection, considering otherwise
only partially detected cracks. Since one of the main goals of
visual inspection is checking the health of every single defect, we
have revisited binary classification of images with and without
cracks from a detection point of view, with the objective of
minimising crack missing rates. Results show that Mobilenetv2
performs both successfully and fast enough to be applied in a
drone application as a feature extractor network, achieving a
close level of performance to the more sophisticated network
Resnet50 with half its inference time. Regarding classification,
Mobilenetv2 achieves its best performance in the early stages of
its training process, showcasing 93% accuracy and a crack miss
rate ranging from 1% to 15%. These results are comparable
to Resnet’s and better than ZF512’s.

I. INTRODUCTION

There are multiple reasons for the deterioration of masonry
structures such as time, environmental conditions, change
in load patterns and frequency, and the quality of the
materials used, among others. It is due to the uncertainty
when measuring these variables that regular inspections
are necessary to ensure a good working condition of the
structure. However, depending on the size of the structure,
the resources needed for such inspections might carry very
high costs. In order to reduce the cost of the inspections
and repairs, we target developing an autonomous inspection
system with drones that is portable and easy to be deployed
without putting the employees at risk. This would allow
inspectors making predictions of possible structural issues
and hence, assigning maintenance works without climbing up
and manually inspecting the structure. As a first step towards
this framework, in this paper we present the autonomous
crack detection from RGB camera images with deep neural
networks for Progressive Detection of cracks in the images.

*This work was supported by Rail Safety and Standards Board Ltd
(RSSB).

1Edinburgh Centre for Robotics (ECR) and School of Engineering
& Physical Sciences, Institute of Sensors, Signals & Systems, Heriot-
Watt University, Scotland, United Kingdom. Correspondence: {bm86,
k.e.brown, m.s.erden} @hw.ac.uk.

Having over 30,000 bridges, viaducts and tunnels in
the UK, maintenance and restoration is an enormous task.
Moreover, many of these structures date from the Victorian
era, meaning that not only maintenance is critical, but also
modernisation is significantly important. According to [1],
Network Rail has a £7 million rolling program in Scotland
for railway bridge improvements for 11 structures. Structural
Health Monitoring (SHM) systems have been introduced as
data frameworks to replace visual inspections. Nevertheless,
multiple companies still use recurrent visual inspections as
their primary source of bridge condition data. This data is
used as a decision-making tool based on prioritisation and
life-cycle planning [2].

Generally, bridge inspections consist of traditional bridge
access methods, scaffolding and cranes among others. How-
ever, these methods consume a considerable amount of
resources and time and, therefore, are considered to be very
inefficient. Although these approaches allow the examiners
get really close to the structure, there are high risk and safety
issues that these carry, such as high elevation. A study from
2013 by the Health and Safety Laboratory [3] stated that
a large number of accidents involved the operators being
trapped or crushed between parts of the machine due to the
lack of experience with operating Mobile Elevating Working
Platforms.

In order to introduce image based crack detection to
replace manual work, Suh and Cha [4] proposed a deep
learning (DL) approach using a very deep CNN as their
main element for feature extraction. However, the sample
pictures on their paper only showed results with very uniform
backgrounds, where defects were very noticeable. The direct
application of CNNs for crack detection result in partial
detections missing relevant information for an inspector and
poorly localising the defect. In order to cope with this,
we propose Progressive Detection, a detection framework in
which a system takes a RGB image from a certain distance
of the wall to be inspected and processes progressively. If
a defect is detected, then the system gets a more detailed
picture of the defect by getting closer to the wall.

We have developed a simulation of the target scenario
where a drone embedded with the technology presented in
this paper will be controlled to scan a structure surface (Fig.
1). In this scenario, a drone is initially placed at ground level
in front of the structure to be inspected. After the drone
is initialised by the user the system will start scanning the
structure in front. The drone will take and process images
while following a pre-defined 2D path and keeping a constant
distance from the wall. In this way the drone will in real-
time generate and follow a 3D path in the air by adjusting
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its distance from the structure according to the 3D shape
of the surface. For this purpose, the drone will make use
of three range sensors on its front to locally estimate the
shape of the surface (Fig. 1). Once the system has finished
scanning, all images with detections will be transferred to
an expert to review and omit the miss-detections. Therefore,
it is important that the automated detection both misses as
minimum number of cracks as possible (ideally does not
miss any) and generates as minimal number of false cracks
as possible to minimise the expert involvement. Since all
image processing, sensor fusion and trajectory generation is
planned to be carried out by a processing unit placed on the
drone, it is imperative to employ a computationally efficient
neural network that can be embedded on a small and light-
weight computational facility.

Fig. 1: Simulation of the targeted scenario using CoppeliaSim
software. Three sensors (yellow) are used to modify the
drone’s path (purple) to stay at a constant distance from the
wall. Red dots show the inspected area. Blue lines show the
field of view of the camera.

II. RELATED WORK

A. Digital Image Processing

As an application of basic image filtering, [5] proposed
a crack detection method in three stages. First, a median
filter was used in order to remove the noise effectively
and maintain edges in any direction. Secondly, a sharpening
kernel recovered details from the original image. Finally,
a thresholding algorithm allowed the segmentation of the
image. Not only the algorithm detected cracks, but it also
provided some characteristics such as area, perimeter and
circularity. Nonetheless, this development was targeted to-
wards very smooth surfaces, such as glass, where defects
were very noticeable.

Salman et al. [6] successfully implemented a multi-
directional crack detection algorithm using a Gabor filter.
Gonçalves Lins and Givigi [7] published a smart implemen-
tation of particle filters for crack detection and measurement.
Here, particles accumulated alongside the defect and calcu-
lated its dimension by storing their position and estimating
the number of pixels of its cross-section. A better spatial
resolution of the images could lead to a better estimation as
well as reducing the uncertainty. A stereo-vision approach
was presented in [8] improving defect measurement. A
novel Canny-Zernike algorithm allowed subpixel precision

location. Nevertheless, all these developments relied on good
ambient light. Hence, these algorithms might not perform
as expected in an outdoor scenario where lighting condition
is out of human control. To solve possible lighting flaws
or other environment related issues, Cha et al. [9] trained
a binary crack classifier achieving significant results under
poor lighting conditions. In this work, we go a step further
by localising the crack within an RGB image and adapting
deep neural networks for more effective and faster detection.

German et al. [10] proposed a detection method using
image segmentation, template-matching and morphological
operations. The region of interest was determined by a local
entropy thresholding algorithm. Following this, a sequence
of morphological operations and an overlaying template
segmented the defect. Kim et al. [11] published a novel
technique to quantify and localise defects using Terrestrial
Laser Scanner (TLS). The application was limited to flat
concrete surfaces. Furthermore, authors reported that defects
shallower than 3 mm deep were hardly detected. Adhikari
et al. [12] presented a method to evaluate the condition of
multiple concrete defects. They added affine and projective
transformations to correct the perspective of the images.
However, it did not perform well in multi-defect scenarios.
Tang et al. [13] published an automated deep learning
approach plus an image segmentation dataset. The system
consisted of a UAV, a very deep CNN and a positioning and
mapping algorithm. However, all the image processing was
carried out by a ground-station PC without a limitation on
computing power.

Our approach offers a computationally fast and effective
solution to the common problems explained above. We use
state-of-art deep learning to reduce the impact of perturba-
tions that are out of our control, such as ambient lighting. Our
algorithm does not require any special equipment other than
an RGB camera. Finally, we benchmark multiple networks
for our specific area in order to determine which one is
the most suitable to be implemented on a drone to assist
inspections during collection of the images in order to allow
for the proposed Progressive Inspection.

B. Thermographic, Ultrasound and Laser technologies

Apart from camera images based detection, there are
also techniques that use thermographic imaging [14], [15],
[16], [17], ultrasound [18] and laser imaging [19]. However,
thermographic imaging techniques have the major drawback
of the need of calibration using a contact thermometer as a
reference prior to and perhaps also during each inspection.
Ultrasound based techniques would suffer from the noise
introduced by the thrusters in a drone application and laser
based methods would require heavy and expensive laser
equipment on the drone.

III. METHODS

The following section describes the working principles
of Faster R-CNNs. It consists of two main components, as
depicted in Figure 2, Feature Extraction Network and Region
Proposal Network (RPN). One of the main advantages of this
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architecture compared to other DL based detection frame-
works ([20], [21]) is the shared computation between the
RPN and the FEN. This allows real-time image processing
and inference. In this study this network has been trained
specifically to detect cracks on concrete surfaces.

Fig. 2: General architecture of Faster R-CNN object detector.

A. Feature Extraction Network (FEN)

A feature is commonly described as an interesting part of
an image that might be of great value for a specific purpose.
Thus, to extract as much information as possible from an
image using Convolutional Neural Networks (CNN), a set of
convolutions, non-linear activations and pooling operations
are typically used. Since the aim of the paper is to obtain a
crack detection framework suitable for a system with limited
computing power, we compare the performance of three
relevant feature extraction networks, ZF512 [4], Resnet50
[22], and Mobilenetv2 [23], from this perspective. ZF512
was used in [24] with very promising results. However,
its architecture suffered from the vanishing gradient prob-
lem when optimising the parameters. Resnet50 introduced
residual branches in deep network architectures to solve
this issue. Therefore, we decided to use this architecture
in comparative tests to have its performance as a baseline.
Mobilenetv2 builds upon Resnet’s architecture principles but
targets low computing resource systems by reducing the
number of parameters in convolutional layers, resulting in
the least complex network among the ones studied in this
work. As mentioned in Figure I, in the application scenario
all images detected to contain cracks by the algorithm are
going to be supervised by an expert, hence, inference time for
accurately identifying whether there is a crack or not in an
image is a more important factor than accurately locating
the cracks on the given image. Therefore, we hypothesise
that Mobilenetv2 might be a more suitable network for our
purposes.

B. Region Proposal Network (RPN)

An RPN takes an image as an input, processes the
image using convolutional layers to extract deep features
and proposes a set of rectangular object proposals with an
objectness score indicating the confidence level for each
bounding box proposal of containing an object or being
classified as background.

In order to generate region proposals, the RPN is divided
into two branches. The bounding-box regression branch is
responsible for box location and dimension refinement using
a L1 loss function between the proposals and ground truths.
On the other hand, the bounding-box classification branch
computes the confidence scores related to the probability of
objectness.

Since Faster R-CNNs are designed for fast inference, the
RPN and Feature Extraction Network share most of their
architecture, hence, every image is processed only once. The
main element of RPNs is the feature map given by the last
convolutional layer. As a reference to the proposed regions
of interest, multiple rectangular boxes, called anchors, are
generated at every pixel of the feature map. These boxes
are defined to capture the scale and aspect ratio of the
object classes to be detected. For this project, we chose
the size of the anchors based on a k-means clustering
algorithm. Experimentation showed that 9 clusters provided
a good balance between bounding-box overlap, measured
as Intersection-over-Union (IoU), and computational cost.
Anchors are classified as foreground if the overlap with
ground truth boxes is greater than 0.6, or background if the
IoU is lower than 0.3. All the anchors that neither belong
to any of those two classes are discarded during the training
process.

The bounding-box regressor introduced by [25] calculates
the centre, width and height of the box offsets for every
anchor and is trained in order to match the proposed boxes
to the ground truth. Objectness probability is calculated by a
softmax function for every box proposal and, during training,
the difference between objectness and ground truth score (1
if box is classified as foreground and 0 if background) is
minimised.

C. Region of Interest Pooling and Classification

Once the RPN has suggested multiple regions of the image
that might contain objects, a RoI Pooling Layer overlays
object proposals with the feature map from the last feature
extraction convolutional layer and computes max pooling
operation to obtain a fixed sized feature map for every
RoI. This is then fed into two fully connected layers to
locate the bounding-boxes and classify the objects into their
corresponding category with an associated score using a
multiclass cross entropy loss optimisation method. Finally,
among all the bounding-boxes, only the ones with a score
greater or equal to a detection threshold are considered
as a positive detection. Therefore, a detection with a high
threshold reveals fewer objects but with greater confidence.
If the conditions are not optimal (poor lighting, blurry images
etc), a lower detection threshold may help obtaining better
results. On the other hand, setting the threshold to a very
low value may reveal a lot of miss-detections.

IV. PROGRESSIVE DETECTION

Since the shape of a crack is quite random, it is very
difficult to obtain an optimised bounding-box that contains
the full size of the defect. To solve this problem, we tackle
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Fig. 3: Flow chart describing Progressive Detection algorithm.

detection by splitting an image into chunks and running the
detection algorithm on each sub-image, finally merging all
the results. A Flow chart of this Progressive Detection is
given in Fig. 3. All sub-images are resized to the network’s
input size. Thus, by feeding the network with a smaller
portion of the original image, we increase the detection
resolution by a factor of n, where n is the number of sub-
images generated for the original image. This method is able
to recover the full size of defects by processing an image
into batches. However, generating more of these will result
in a higher processing time. We apply this approach to all
the networks tested in this paper in order to improve their
detection accuracy.

V. DATASETS, IMPLEMENTATION AND METRICS

A. Binary Classification

Classification refers to identifying that there is a crack
or not in a given image; therefore, it is concerned with
the presence or non-presence of a crack in a given image
regardless of locating it on the image. To test this, we used
the validation dataset from [26] consisting of 12K images
without any pre-processing technique, equally divided into
images containing cracks and plain surfaces. Lack of details
surrounding the cracks made this dataset not suitable for
detector training for the purpose of locating the cracks
on images. However, the high number of images made it
possible to test how good the detector classified images as
whether containing or not containing cracks. All images were
resized to 224x224 to match the network’s input size.

B. Crack Detection

Detection refers to not only identifying a crack in an
image but also locating it correctly within the image. The
measure of detection is therefore concerned with correctly
locating a crack in a given image. Most of freely available
crack databases [27], [28], [29], [30], [31], [32], [33] suffer
from the problem that the crack images miss any surrounding
information, i.e. surface texture, patterns, poor lighting etc.
Therefore, shaded regions of an image are often detected
as defects. To develop a database that complies with the
requirements of this study, 610 crack images on masonry
structures were taken using a Nikon D3400 and OLYMPUS

DSLR with varying environmental conditions such as differ-
ent lighting conditions, occlusions, and on multiple different
surfaces. All images were taken in the surroundings of
Bilbao, Bizkaia, Spain. Images were resized to 70% of their
original size and then cropped into 224x224 blocks. Resizing
was done to preserve part of the surroundings when cropping
the original image. Finally, the new dataset contained 3,288
crack images.

To label the cracks with their corresponding bounding-
boxes we used an Image Labeler application available in
Matlab. Boxes were labeled using four parameters, x and y
coordinates of the top-left corner and its width and height. At
the end of the annotation process 5,949 crack bounding boxes
were specified in the dataset. Fig. 4 shows a few examples
of the annotated images. Table I summarises the details of
the dataset before data augmentation used to train and test
the detectors of this paper.

Training and testing data were generated by splitting the
whole dataset into 70% and 30% respectively. However, due
to the small number of training images, we performed data
augmentation on each epoch during training by randomly
horizontally flipping the original training images. This re-
duced the chance of overfitting by feeding the network a
slightly different dataset in each epoch without changing the
actual number of training images.

TABLE I: Proportion of images and crack instances for crack
detector training and testing

Num Images Crack Instances
Training 2301 4148
Testing 987 1801

C. Implementation Details

All experiments were carried out using an HP Omen
laptop, with an Intel Core i7-8750H CPU, 16 Gb RAM
memory and a Nvidia RTX 2070 Max-Q design GPU.
Network training and testing were done in Matlab r2020a.
The parameters of the networks were initialised from pre-
trained models on ImageNet [34] and were trained for 100
epochs, 0.001 learning rate, mini batch size of 1 and 0.0005
L2 regularisation.
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Fig. 4: Examples of damages and their corresponding bounding boxes from the Crack detection dataset. Multiple surface
textures are considered in the dataset as brick (bottom left and right), stone (top left, center-left, center-right and bottom
center-left) and sandstone (top right).

To determine the optimal number of anchors and their
sizes we ran k-means clustering algorithm over the detection
training dataset. To determine the optimal number of clusters
we run k-means 20 times, increasing the number of clusters
from 1 to 20. Then, we measured the overlap, in terms of
Intersection-over-Union (IoU), between the cluster centres
and the bounding-boxes of the training dataset. Fig. 5 shows
the results of the clustering algorithm. The overlap increases
with the number of anchor boxes. However, in order to
ensure that anchor boxes overlap well with the boxes without
compromising inference time we chose the smallest number
of anchor boxes that had an IoU close to 0.7 (k = 9).

Fig. 5: Mean IoU of k-means cluster centers with ground
truth bounding boxes of the Crack Detection dataset vs
Number of Anchors proposed for the Region Proposal Layer
in Faster R-CNN network architecture.

D. Metrics

Average Precision (AP) is commonly used to evaluate the
performance of an object detector [20], [21], [25]. However,
the evaluation of Progressive Detection using this metric fails
since the overlap between the network’s output and ground
truth bounding-boxes decreases as more sub-images are
generated. To solve this problem, we consider the following
metrics. Sensitivity measures the ratio between the correctly
detected pixels and the total number of positive pixels.
Bounding-box fit value determines the ratio of the positive
pixels inside the bounding-boxes. Hence, a higher value will
indicate a better fit between the bounding-box and the crack.
Nevertheless, this two metrics should be considered together
since a bounding-box covering the whole image would give
a sensitivity of 100% but a very low score of Bounding-box
fit. The F1 score takes into account this effect by calculating
the harmonic mean of the previous two metrics. Therefore,
a higher F1 score will indicate a better performance.

For binary classification (presence or absence of a crack
in an image), accuracy is the most often used measure of
performance. It evaluates the rate of correct classifications.
However, as not missing the defects is a higher priority cri-
terion for the purpose of this study, we use the proportion of
misclassified Crack and NoCrack images as a complementary
measure to accuracy.

VI. EXPERIMENTS AND RESULTS

The three networks were trained to test their performance
and find the optimal network architecture to build a near
real time crack detection system with limited computing
resources.

A. Detection Results

All networks were trained using an End-to-End training
procedure and evaluated with the detection test set. Table II
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shows the average times to process a 224x224 RGB image
with each network using both, GPU and CPU modes.

TABLE II: Average image processing times in seconds using
GPU and CPU modes for Resnet50, Mobilenetv2 and ZF512

GPU CPU
Resnet50 0.4411 8.5373

Mobilenetv2 0.2101 3.3422
ZF512 0.1856 2.1877

These results show that there is a massive improvement
in run-time when using GPU for detection. Secondly, even
though Mobilenetv2 is designed for fast inference in low
resource systems, ZF512 computes faster. Mobilenetv2 is
13% and 53% slower than ZF512 in GPU and CPU modes
respectively. Resnet50 is 138% and 290% slower than ZF512
when run in GPU and CPU. We record the average precision
of the networks during training using the detection testing
dataset and a detection threshold of 0.5. Thus, all detections
with a confidence level less than 0.5 would be ignored.
The highest AP value is 57.76% for Resnet50, 47.71% for
Mobilenetv2 and 41.18% for ZF512. These results refer
to locating the crack within the image and comparing the
detection results to the ground truth given by the user.

Being Resnet50 the deepest network, it is no surprise
that it achieves the highest overall AP. It can extract deeper
features than the rest of the networks and, therefore, the RPN
can generate better bounding-boxes. Mobilenetv2 perfor-
mance is in the middle between Resnet50 and ZF512. Hence,
we introduce Progressive Detection in order to improve
the overall detection performance and to bring the success
rates of Mobilenetv2 and Resnet50 closer together. In our
approach with Progressive Detection, even if a defect is not
completely detected at first, the system will recover the full
size of the defect by progressively analysing the image more
in detail.

TABLE III: Progressive Detection (PD) benefit metrics. The
value of n represents the number of sub-images generated
for Progressive Detection algorithm. Traditional detection is
equivalent to n = 1.

Network PD Sensitivity Bbox fit F1

Resnet50
n = 1 58.35% 3.64% 6.86
n = 4 66.01% 6.08% 11.14
n = 9 76.99% 7.47% 13.62

Mobilenetv2
n = 1 74.97% 4.38% 8.26
n = 4 53.31% 5.19% 9.46
n = 9 80.60% 6.01% 11.17

ZF512
n = 1 28.33% 2.67% 4.88
n = 4 58.04% 4.51% 8.38
n = 9 69.15% 5.63% 10.43

To get a better understanding on how we approach crack
detection on high resolution images, Fig. 6 shows the result
of Progressive Detection for sample crack images. First,
supposedly a UAV approaches the structure, and according
to that we take an image of a surface at a given distance to
process. This image gets resized to 224x224 pixels and is
processed by the network with a high detection threshold. If

no defect is detected, the UAV will move on to the next
point and take a new image. However, if the algorithm
detects a defect, sub-images will be generated by dividing
the original image to optimise the detection. These new
images are resized to the network’s input size retaining
more details. Images are processed again using a higher
detection threshold. A full-size image is recovered with all
the detections. As shown in Fig. 6 and Table III, Mobilenetv2
Faster R-CNN achieves 74.97% sensitivity locating cracks
using traditional detection, whereas Resnet50 showcases
58.35% and ZF512 28.33%. All the networks benefit from
Progressive Detection as reflected by the F1 score. Resnet50
increases its sensitivity up to 76.99% and the bounding-
box fit value to 7.47% with 9 sub-images. In the same
way, ZF512 improves its performance although bounding-
box optimisation is not as good as the rest. Mobilenetv2 only
improves its sensitivity with 9 sub-images (80.60%), but it is
able to generate better bounding-boxes with either n = 4 or
n = 9. The overall detection performance is improved when
Progressive Detection is used.

B. Classification Results

As explained in the previous section, if a defect in an
image gets partially detected, the system is going to be able
to recover most of the defect by progressively analysing the
image. Hence, in this work we have tested image classifica-
tion based on the outcome of the detector on the first pass.
An image is classified as containing a crack if the network
outputs a bounding box, while no bounding box classifies
the image as not containing a crack. Out of the 12K images
used for classification, half of them contained cracks. To test
how detection training affected classification performance,
we randomly selected seven training checkpoints within the
training process for each network. We used the parameters
from every checkpoint and ran detection over the classifi-
cation dataset with five detection thresholds {0.5, 0.8, 0.9,
0.95, 0.99}. This meant that only the bounding-boxes with a
confidence level greater or equal to these detection thresholds
were considered as a positive detection. We consider {0.5,
0.8} as loose, {0.9} as moderate and {0.95, 0.99} as ag-
gressive detection thresholds. Results in Table IV show that
Mobilenetv2 and Resnet50 achieve their highest accuracy
values (93.01% and 93.23%) in the early and middle stages
of the training process respectively and with an aggressive
detection threshold. On the other hand, ZF512 achieves its
best performance of classification accuracy by the end of
the training process with an aggressive detection threshold
(88.69%). It is worth mentioning that the mean accuracy of
Resnet50 for the values recorded is 89.77% and standard
deviation of 0.025 whereas Mobilenetv2’s mean accuracy is
82.85% with standard deviation 0.096 and ZF512’s is 81.18%
and 0.08. Even though Movilenetv2 is the least complex
network it is capable of performing in between the other
two networks.

To fully understand the performance of the networks, we
also consider the miss-classified Crack and NoCrack rates.
We consider that during an inspection the most important
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Fig. 6: Traditional detection (red, left-most column) results compared to Progressive Detection in low light condition with
Resnet50 (top), Mobilenetv2 (middle) and ZF512 (bottom). Blue detections (middle column) are carried out with 4 sub-
images whereas green detections (right-most column) uses 9.

TABLE IV: Numerical results of peak performing networks in classification task

Network Iterations Threshold Accuracy Ratio of Missed Cracks Ratio of Missed NoCracks

Resnet50 124K
Loose 92.15% 1.85% 13.85%

Moderate 91.33% 1.27% 16.07%
Aggressive 93.23% 5.17% 8.37%

Mobilenetv2 81K
Loose 90.01% 0.95% 19.03%

Moderate 91.68% 1.60% 15.03%
Aggressive 93.01% 2.52% 11.47%

ZF512 184K
Loose 88.19% 7.42% 16.20%

Moderate 88.65% 10.07% 12.63%
Aggressive 88.69% 13.00% 9.62%

task is not missing cracks, hence, we set the maximum
miss-classified Crack rate at 10%. On the other hand, since
all images containing cracks need to be reviewed by and
expert, we consider a looser 15% as the maximum miss-
classified NoCrack rate. The networks that do not meet this
criteria will not be considered as a suitable option for the
application we target. Setting the detection threshold to a
static value depends on the situation. An environment with
poor light conditions would require a medium detection
threshold, whereas a more aggressive threshold can be used
when dealing with a properly illuminated surface. After
testing, we conclude that a detection threshold lower than
0.8 would significantly increase the number false detections
because of the natural tendency of detecting as cracks
parts of the image with low confidence levels. According
to missed crack rates in Table IV, ZF512 is the worst
performing network missing between 7.42% - 13% of the
images containing cracks, whereas the worst performing

values of Resnet50 and Mobilenetv2 stay below 5.17% in any
threshold configuration. On the other hand, the best missed
NoCracks ratios in Resnet50 and Mobilenetvs are 8.37%
and 11.47%, respectively. According to the maximum rates
set earlier, only the following configurations are suitable for
the task; Resnet50 (Loose or Aggressive) and Mobilenetv2
(Aggressive). Unfortunately, none of the configurations of
ZF512 meet both criteria at once. Finally, analysing the
results shown in Table IV, we can see that Mobilenetv2
outperforms ZF512 in Accuracy and Missed Crack ratio and
stays close to the best performing network, Resnet50. As
we said previously, achieving this level of performance with
such a low computation network makes it suitable for the
application targeted in this paper.

VII. CONCLUSION

In this paper we have compared the performance of three
networks in crack detection and classification. Traditional
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approaches to detection of objects with random shapes and
sizes, such as crack or spalling defects that may appear in
civil structures, fail due to their need of a set of anchors that
represent the objects to be detected. In order to minimise this
effect we have introduced a new detection method called Pro-
gressive Detection that boosts the detection performance by
processing an image in batches resulting in more optimised
bounding boxes and better localisation of defects. With this
approach we are able to recover the full size of crack when
traditional methods fail.

Results of Progressive Detection show that all the net-
works tested in this study benefit from this approach,
increasing their sensitivity and generating more opti-
mised bounding-boxes. In regards to classification, Resnet50
achieves the highest accuracy (93.23%), closely followed by
Mobilenetv2 (93.01%). Nonetheless, it is Mobilenetv2 that
obtains better results when comparing the ratio of missed
cracks, 2.52%, to Resnet’s 5.17% with the same configura-
tion. Considering the detection inference time, complexity
of the network, and Progressive Detection and classification
results, we conclude that Mobilenetv2 is a more suitable
network to be embedded on an on-board processing unit and
so determine that it is a successful Faster R-CNN backbone
for feature extraction in crack detection.
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J. Martı́nez, “Thermographic test for the geometric characterization
of cracks in welding using ir image rectification,” Automation in
Construction, vol. 61, pp. 58–65, 2016.

[15] W. Brooks, D. Lamb, and S. Irvine, “Ir reflectance imaging for crys-
talline si solar cell crack detection,” IEEE Journal of Photovoltaics,
vol. 5, no. 5, pp. 1271–1275, 2015.

[16] C. Xu, J. Xie, G. Chen, and W. Huang, “An infrared thermal image
processing framework based on superpixel algorithm to detect cracks
on metal surface,” Infrared Physics & Technology, vol. 67, pp. 266–
272, 2014.

[17] S. Kabir, “Imaging-based detection of aar induced map-crack damage
in concrete structure,” NDT & E International, vol. 43, pp. 461–469,
2010.

[18] J. Cheng, J. N. Potter, A. J. Croxford, and B. W. Drinkwater,
“Monitoring fatigue crack growth using nonlinear ultrasonic phased
array imaging,” Smart Materials and Structures, vol. 26, no. 5, 2017.

[19] Y. K. An, B. Park, and H. Sohn, “Complete noncontact laser ultrasonic
imaging for automated crack visualization in a plate,” Smart Materials
and Structures, vol. 22, p. 025022, 2013.

[20] R. Girshick, J. Donahue, T. Darrell, and J. Malik, “Rich feature
hierarchies for accurate object detection and semantic segmentation,”
in Proceedings of the IEEE Conference on Computer Vision and
Pattern Recognition (CVPR), 2014.

[21] R. Girshick, “Fast R-CNN,” in Proceedings of the International
Conference on Computer Vision (ICCV), 2015.

[22] K. He, X. Zhang, S. Ren, and J. Sun, “Deep residual learning
for image recognition,” CoRR, vol. abs/1512.03385, 2015. [Online].
Available: http://arxiv.org/abs/1512.03385

[23] M. Sandler, A. G. Howard, M. Zhu, A. Zhmoginov, and L. C. Chen,
“Mobilenetv2: Inverted residuals and linear bottlenecks,” CoRR, vol.
abs/1801.04381, 2018. [Online]. Available: http://arxiv.org/abs/1801.
04381

[24] Y.-J. Cha, W. Choi, G. Suh, S. Mahmoudkhani, and O. Büyüköztürk,
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