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Abstract. This paper presents a family of approximate Bayesian methods for

joint anomaly detection and linear regression in the presence of non-Gaussian noise.

Robust anomaly detection using non-convex sparsity-promoting regularization terms

is generally challenging, in particular when additional uncertainty measures about the

estimation process are needed, e.g., posterior probabilities of anomaly presence. The

problem becomes even more challenging in the presence of non-Gaussian, (e.g., Poisson

distributed), additional constraints on the regression coefficients (e.g., positivity) and

when the anomalies present complex structures (e.g., structured sparsity). Uncertainty

quantification is classically addressed using Bayesian methods. Specifically, Monte

Carlo methods are the preferred tools to handle complex models. Unfortunately,

such simulation methods suffer from a significant computational cost and are thus

not scalable for fast inference in high dimensional problems. In this paper, we thus

propose fast alternatives based on Expectation-Propagation (EP) methods, which aim

at approximating complex distributions by more tractable models to simplify the

inference process. The main problem addressed in this paper is linear regression and

(sparse) anomaly detection in the presence of noisy measurements. The aim of this

paper is to demonstrate the potential benefits and assess the performance of such EP-

based methods. The results obtained illustrate that approximate methods can provide

satisfactory results with a reasonable computational cost. It is important to note that

the proposed methods are sufficiently generic to be used in other applications involving

condition monitoring.

Keywords: Robust regression, Bayesian inference, Anomaly detection, Expectation-

Propagation, Generalized linear models.
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1. Introduction

Joint robust linear regression and anomaly detection is a challenging problem

encountered in many industrial applications whereby sensors can be prone to random

spurious readings. This problem is particularly challenging when the observation noise

differs from the classical Gaussian assumption (e.g., Poisson noise) and when the sparse

anomalies present spatial or temporal structures. This is typically the case for spectral

unmixing problems [1, 2] for which the detected flux is quantified at a photon level

and is affected by Poisson noise. While Bayesian models coupled with Monte Carlo

sampling strategies stand as classical tools to handle challenging regression problems has

enable uncertainty quantification for subsequent decision making, they still suffer from

a high computational complexity which prevents their broad deployment in industrial

applications requiring fast analysis [3]. Consequently, approximate Bayesian methods

have been receiving a growing interest for their better scalability.

Variational approaches generally use the Kullback-Leibler (KL) divergence as

a similarity measure between the exact Bayesian model and its more tractable

approximation. For instance, variational Bayes (VB) approaches can be obtained

by minimization of the (direct) KL divergence between the approximate posterior

distribution and the true model [4]. Alternative algorithms try to minimize the

so-called reversed (non-symmetric) divergence, i.e., between the true model and

its approximation. This however reduces to a saddle point problem that usually

computationally difficult to solve. Expectation-Propagation (EP) algorithms form a

family of message passing methods [5] designed to approximate the solution of this

saddle point problem by minimizing alternatively a set of (reverse) KL divergences. EP

methods have shown to often provide more reliable results than VB. While the former

tends to overestimate posterior variances, the latter tends to underestimate them. One

important feature of EP methods is that the families of approximating distributions

can be user-defined. EP also allows the consideration of additional constraints on

the approximating factors, including independence/isotropy constraints on covariance

matrices. Here, we adopt a classical approximating strategy using Gaussian local

approximations and different constraints are used for the factors to balance estimation

quality and computational cost. While Poisson likelihoods have recently been considered

within EP [6], and in particular for linear regression in [7], here we use EP for joint robust

linear regression and anomaly detection. It is worth noting that Vector Approximate

Message Passing (VAMP) [8] could also be investigated for such problems, but the

accuracy of the approximate posterior distribution is expected to be worse, in particular

in terms of uncertainty quantification since VAMP relies only on isotropic/diagonal

messages.

In [7], we showed that by considering extended Bayesian models, it is possible

to design several EP-based methods, while trading off computational complexity and

accuracy of the approximations. To handle sparse anomalies, we use a similar splitting

scheme as in [9] whereby non-log-concave spike-and-slab prior models can be considered.
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The proposed models and associated a posteriori estimates are compared, through

a series of experiments, to results obtained via Monte Carlo sampling from the true

Bayesian model (in the absence of anomaly). Although a thorough comparison of the

proposed methods with MCMC methods in the presence of anomalies would be more

useful (as in [7] for the more standard linear regression problem), methods such as those

investigated in [1, 2] (see also [3]) are still too computationally demanding and suffer

from poor convergence properties in high dimensional settings and are not considered

here. Thus, here we only present the anomaly detection results obtained by our method.

The remainder of this paper is organized as follows. The exact Bayesian model used

for linear regression is introduced in Section 2. Section 3 discusses the associated factor

graph, the approximation based on Expectation-Propagation and the associated update

rules. Simulation results obtained using simulated data are reported and presented in

Section 4 and conclusions are finally reported in Section 5.

2. Exact Bayesian model

2.1. Likelihood

We consider the robust estimation of a vector x = [x1, . . . , xN ]T from a set of

noisy measurements y = [y1, . . . , yM ]T , with N ≤ M . Precisely, assuming mutual

independence between the elements of y, conditioned on the value of the vector

u = [u1, . . . , uM ]T with positive entries (and depending on x), each measurement ym
follows a Poisson distribution, i.e.,

f(ym|um) = (um)ym exp [−um]/ym!, ∀m ∈ 1, . . . ,M.

In this work, we consider the problem of linear regression in the presence of anomalies

in the data and we assume that the vector x of interest is related to the vector u,

containing the means of the Poisson distributions above, by the following equation

u = Ax + v, (1)

where A = [a1, . . . ,aM ]T is a known M ×N matrix with positive elements (the vectors

{am}m=1,...,M are the rows of A). Moreover, v = [v1, . . . , vM ]T ∈ RM
+ is expected to be

a sparse vector such that vm is 0 in the absence of anomaly and positive otherwise.

Using the mutual independence between the elements of y, conditioned on the value

of (x,v) (or u), the joint likelihood reduces to

f(yyy|xxx,vvv) =
M∏

m=1

f(ym|xxx,vvv) =
M∏

m=1

f(ym|aaaTmxxx+ vm), (2)

i.e., to a product of M independent Poisson distributions. Since A = [a1, . . . ,aM ]T is

known, it is omitted hereafter in all the conditional distributions to simplify notations.



World Congress on Condition monitoring (WCCM’2019) 4

2.2. Prior distributions

To complete our Bayesian model, we need to define prior distributions for the unknown

model parameters in Eq. (2). First, we assume that the prior model f(x) is separable

in x, i.e., can be written as a product of N independent distributions

f(x) =
N∏

n=1

fx(xn).

Moreover, although different distributions could be assigned to the elements of x,

here we use the same distribution for all the elements of x. As discussed in [7],

considering independent prior distributions based on truncated Gaussian or exponential

distributions simplifies significantly the EP-based inference but more complex prior

models, ensuring the positivity of x can be used. Without loss of generality, here we

consider a product of independent and identical gamma distributions whose shape and

scale parameters (kx, θx) are user-defined based on prior knowledge about x (if available).

If a limited amount of information is available, weakly informative distributions (i.e.,

with large variances) can be used, while still enforcing the positivity of x.

A spike-and-slab prior model is assigned on vvv and can be expressed as

f(v|z) =
M∏

m=1

zm (fv(vm) + (1− zm)δ(vm)) ,

where z = [z1, . . . , zM ]T ∈ (0; 1)M is a vector of binary labels such that{
vm = 0 if zm = 0 (absence of outlier)

vm > 0 if zm = 1 (presence of outlier).

For the anomaly amplitudes, we use (as for x) a set of M identical and independent

gamma prior distributions for fv(·). Finally, we consider that the sparse anomalies can

be grouped across some of the M measurements. In a similar fashion to [1], in this

work we cluster the data into K groups of successive measurements and assume that

if one measurement is corrupted, its whole group of M/K measurements is corrupted.

Precisely, if Ik is the set of indices of the measurements in the kth group, we can define

z̃(k) ∈ (0; 1) such that zm = z̃(k),∀m ∈ Ik. We then assign z̃(k) a Bernoulli distribution

with mean π, i.e.,

fz(z̃
(k) = 1) = π, ∀k ∈ 1, . . . , K,

which represents the (user-defined) prior probability of a block to be corrupted by

anomalies. Note that once the user-defined groups are fixed, the prior distribution

of z is fully defined by the prior model assigned to z̃ = [z̃(1), . . . , z̃(K)]T , i.e.,

f(z̃) =
K∏
k=1

fz(z̃
(k)).

As illustrated in Fig. 1, if K = M , the locations of the anomalies are completely

uncorrelated. Note that here, we used a simple grouping strategy for the anomalies and

used the same prior probability π for each block, but more complex models (e.g., different

group sizes, non-successive measurements) can be used depending on the application.
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Figure 1. Example of sparse anomalies (first and third subplots) generated with

M = 200 and π = 10%. While on average, the two anomaly sequences have the

same number of non-zero values, the two bottom subplots have been obtained with

K = M , i.e., without structured sparsity while the two top plots have been obtained

with K = 40 groups of 5 successive measurements.

2.3. Joint posterior distribution

Using the joint likelihood f(y|x,v) and the prior distributions f(x), f(v|z̃) and f(z̃),

we obtain

f(y,x,v, z̃) = f(y|x,v)f(x)f(v|z̃)f(z̃) (3)

=
M∏

m=1

f(ym|aT
mx + vm)

N∏
n=1

fx(xn)
M∏

m=1

f(vm|z̃)
K∏
k=1

fz(z̃
k),

and the (marginal) posterior distribution of x, our main parameter of interest, is given

by

f(x|y) =
∑
z̃

∫
f(y|x,v)f(x)f(v|z̃)f(z̃)/f(y)dv. (4)

In the absence of anomaly, estimating x via maximum a posteriori (MAP) estimation

is relatively simple if f(x) is log-concave since the MAP estimator can be obtained by

solving a convex optimization problem [10, 11, 12]. However, the MAP estimator is only

a point estimate and such optimization strategy does not provide a posteriori confidence

measures about x. Moreover, the problem becomes non-convex in the presence of

anomalies, unless a convex prior model is used for v (as in [13] for instance). In

this work, we focus on approximating the posterior mean and covariance (or marginal
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variances) of f(x|y) while also estimating the posterior probabilities of outlier presence,

i.e., f(z̃(k) = 1|y).

Unfortunately, computing the posterior mean and covariance matrix analytically

is not possible, especially when M is large as the integrations involved in Eq. (4)

become computationally intractable. Simulation methods are instead classically used to

sample from the posterior distribution and approximate the quantities of interest. For

instance, constrained Hamiltonian Monte Carlo methods [14] have been considered to

solve regression problems in the presence of Poisson noise [2] (see also [3] for comparison

of samplers including a bouncy particle sampler [15]). However, simulation-based

approaches still suffer from a high computational cost and poor scalability properties.

Indeed, while satisfactory results have been obtained using MCMC methods [2] for

robust spectral unmixing, the associated computational cost was kept reasonable low

thanks to the small number of measurements per pixel (M = 32, N ≤ 16) and the

use of an Ising model promoting correlated locations of the anomalies and improving

the mixing properties of the Markov chains. Thus, approximate Bayesian methods

(including EP methods), appear as promising and scalable alternative solutions.

3. EP for robust linear regression with Poisson noise

EP methods appear as promising alternatives to Monte Carlo simulation, in terms

of estimation performance and computational complexity. Similarly to Variational

Bayes (VB) approaches, they consist of approximating the joint posterior distribution

f(x,v, z̃|y) by a simpler distribution (e.g., by imposing a posteriori independence

between x,v and z̃) whose moments are simpler to compute. However, in contrast

to VB, EP methods can be applied more generally by choosing the families of

approximating distributions and by imposing additional constraints to the solution. In

[7] we compared several EP-based methods for linear regression with Poisson noise, based

on Gaussian approximations with different covariance structures. In particular, we used

a general data augmentation scheme and investigated the estimation performance as

additional constraints (local independence, isotropy) were imposed. A similar approach

is adopted here to handle potential outliers. The key ingredient used in this work is the

consideration of an augmented model based on Eq. (1).

Let u = [u1, . . . , uM ]T be a vector of auxiliary variables, the model in Eq. (3) can

be extended as

f(y,u,x,v, z̃) = f(y|u)f(u|x,v)f(x)f(v|z̃)f(z̃),

with f(u|x,v) =
∏M

m=1 δ(um − aT
mx − vm) = δ(u − Ax − v), where δ(·) is the Dirac

delta function. Note that Eq. (3) can be obtained by marginalizing u, i.e., using∫
f(y,u,x,v, z̃)du and that computing the marginal mean and covariance of x can

be achieved using either the original or the extended model. While EP-based inference

could be achieved with the original model (similarly to the work in [7], which first

considered a non-extended model), the extended model offers, as will be discussed in

this section, more flexibility in terms of parallel implementation of the EP updates.
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Figure 2. Factor graph used to perform EP-based robust linear regression using

variable splitting. The rectangular boxes (resp. circles) represent the factor (resp.

variable) nodes and the approximating factors are shown in green.

3.1. EP approximation using auxiliary variables

As in [9, 7], this joint density can be approximated by a product of unnormalized

multivariate Gaussian distributions (for (u,x,v)) and Bernoulli distributions (for z̃).

More precisely, we denote by q(·) approximating factors and use
f(y|u) ≈ qu,0(u)

f(v|z̃) ≈ qv,0(v)qz,1(z̃)

f(x) ≈ qx,0(x)

δ(u−Ax− v) ≈ qu,1(u)qx,1(x)qv,1(v),

where the approximations are defined as
qu,i(u) ∝ N (u;mu,i,Σu,i),∀i ∈ (0; 1)

qv,i(v) ∝ N (v;mv,i,Σv,i),∀i ∈ (0; 1)

qx,i(x) ∝ N (x;mx,i,Σx,i),∀i ∈ (0; 1)

qz,1(z̃) ∝
∏K

k=1 Ber(z̃kπk,1),

(5)

where N (·;m,Σ) is the probability density function of the multivariate normal

distribution with mean m and covariance Σ. Note that since the approximating

distributions for z̃ are products of Bernoulli distributions (as f(z̃)), the approximation

of f(z̃) is exact and we obtain qz,0(z̃) = f(z̃). In other words, qz,0(z̃) will not need to be

updated during the EP algorithm (see comment below). The resulting factor graph is

depicted in Fig. 2. Using this factorization, the overall approximation of f(u,x,v, z̃,y),

denoted by Q(u,x,v, z̃) (its dependence on y has been omitted for ease of reading) is

given by

Q(u,x,v, z) = Qu(u)Qx(x)Qv(v)Qz(z̃),

where Qu(u) ∝
∏1

i=0 qu,i(u), Qx(x) ∝
∏1

i=0 qx,i(x), Qv(v) ∝
∏1

i=0 qv,i(v) and Qz(z̃) ∝∏1
i=0 qz,i(z̃). To simplify notations later, we also introduce

Qi(u,x,v, z̃) = qu,i(u)qx,i(x)qv,i(v)qz,i(z̃),∀i ∈ (0; 1),

such that Q(u,x,v, z̃) = Q0(u,x,v, z̃)Q1(u,x,v, z̃).
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3.2. EP updates

The overall aim of EP methods is to optimize Q(u,x,v, z̃) to minimize the Kullback-

Leibler (KL) divergence‡

min
Q(u,x,v,z̃)

KL (f(u,x,v, z̃,y)||Q(u,x,v, z̃)) .

Unfortunately, this minimization problem is intractable and the EP updates consist

instead of the sequential and iterative optimization of each factor node in Fig. 2.

Precisely, one iteration of the four updates required is given by

(i) min
qu,0(u)

KL (f(y|u)qu,1(u)||qu,0(u)qu,1(u)),

(ii) min
Q1(u,x,v)

KL (δ(u−Ax− v)Q0(u,x,v)||Q1(u,x,v)Q0(u,x,v)),

(iii) min
qx,0(x)

KL (f(x)qx,1(x)||qx,0(x)qx,1(x)),

(iv) min
qv,0(v)qz,1(z̃)

KL (f(v|z̃)qv,1(v)qz,0(z̃)||qv,0(v)qz,1(z̃)qv,1(v)qz,0(z̃)).

These updates are then repeated until convergence. Note that although 5 factor nodes

are displayed in Fig. 2, since qz,0(z̃) is in the same family of distributions as f(z̃), we

obtain qz,0(z̃) = f(z̃) which can be set during the initialization of the method. While

several stopping criteria can be used, here we simply iterate until the variations of the

means and variances of the approximation Q(u,x,v, z̃) between successive iterations

become negligible. We also set a maximal number of iterations (e.g., 100) to stop the

algorithm if the first condition is not met. It is important to note that in general,

EP methods are not guaranteed to convergence. However, as in [7] we used a classical

damping strategy (see [9] for details) and did not experience convergence issues in all

the scenarios considered in Section 4.

Prior to presenting briefly how the updates (i)-(iv) are performed, it is important

to discuss the additional constraints imposed to Q(u,x,v, z̃) and in particular to

the different covariance matrices in Eq. (5). While allowing full covariance matrices

increases the flexibility and potentially the quality of the approximation, it can also

lead to numerical instabilities if too general approximations are used. For instance,

since we used products of independent prior distributions to define f(x) and f(v|z̃), it

is not useful to use full covariance matrices in their approximations, e.g., in qx,0(x) and

qv,0(v). While a full analysis of the optimal covariance matrices is interesting, it is not

the main contribution of this work and we leave it for future work. In Table 1, we report

the structures of the different covariance matrices involved in Fig. 2 and will motivate

some of these choices in the next paragraph. We did not impose additional constraints

on the means of the different distributions as we did not experience numerical issues

with the covariance matrices in Table 1.

For brevity, we only present briefly how the the four updates (i)-(iv) are computed.

The interesting reader is invited to consult [9, 7] for further details. Because

‡ Note that VB methods are also based on KL-divergence minimization, but they use the direct KL-

divergence KL (Q(u,x,v, z̃)||f(u,x,v, z̃,y)).
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Σu,0 Σu,1 Σv,0 Σv,1 Σx,0 Σx,1

diagonal isotropic diagonal isotropic diagonal full

Table 1. Properties of the different covariance matrices involved in the approximation

of Fig. 2. ”Isotropic” means that the covariance matrix is proportional to the identify

matrix.

Gaussian and Bernoulli distributions are chosen as approximating distributions, the KL

minimization problems (i)-(iv) can be solved by computing the mean and (co)variance

of distributions on the left-hand side of the divergences (also referred to as tilted

distribution) and by matching these moments to those of the distributions on the right-

hand side of the KL divergence. If constraints are added (e.g., isotropy of the covariance

matrix), the KL minimization can be achieved using gradient-based methods (see [9])

as it can be casted as a convex optimization problem.

3.2.1. Update of qu,0(u) : Using the facts that Σu,1 is diagonal (it is even proportional

to the identity matrix) and that the likelihood is separable in u, the tilted distribution

f(y|u)qu,1(u) has a diagonal covariance matrix. Consequently the KL minimization in

(i) can be performed element-wise using the method proposed in [6].

3.2.2. Update of Q1(u,x,v): The update of Q1(u,x,v) relies on computing moments

of the tilted distribution δ(u−Ax−v)Q0(u,x,v). While it is not possible to compute

analytically the full covariance matrix associated with that tilted distribution, it is

worth recalling that Q(u,x,v) = Qu(u)Qx(x)Qv(v). Thus, we only need to compute

the moments of the marginals of the tilted distribution w.r.t. x, {um}m and {vm}m.

These updates are similar to those used in [9, 7] and thus not further detailed here.

However, it is important to mention here that while we used a full covariance matrix

for Σx,1 to capture posterior correlation between the elements of x induced by A, it is

possible, as in [9, 7] to only keep its diagonal elements. This can accelerate the update

to qx,0(x) below at the cost of the loss of posterior correlations between the elements of

x in Qx(·).

3.2.3. Update of qx,0(x): Once Q1(·) has been updated, the update of qx,0(x) is

performed exactly as in the “EP-DF” method in [7]. Because Σx,1 is a full matrix, the

marginal means and variances of qx,0(x) are updated sequentially (see [7] for details).

However, if Σx,1 is chosen to be diagonal, the update of qx,0(x) is the same as that of

qv,0(v) below.

3.2.4. Update of qv,0(v)qz,1(z̃) : Similarly to the update for spike-and-slab prior in

[9], the update of qv,0(v)qz,1(z̃) is performed by computing the moments for qv,0(v) and

qz,1(z̃). The tilted distribution of f(v|z̃)qv,1(v)qz,0(z̃) is the product of M independent

truncated Gaussian distributions and K Bernoulli distributions, whose moments are

easy to compute analytically.
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Since many updates can be performed in parallel, the EP scheme used is highly

scalable (when M is large). The next section presents simulation results illustrating the

benefits of the proposed inference strategy.

4. Simulation results

Figure 3. ATA for the matrix A used in Section 4. The condition number of A is

κ(A) = 35.18.

In this work, we illustrate the potential benefits of the proposed approach for robust

liner regression and anomaly detection through a series of experiments conducted with

simulated data, which allows us to use ground truth information for validation.

4.1. Comparison with Monte Carlo sampling (without anomalies)

As discussed at the end of Section 2, MCMC methods can become extremely

slow for large value of M when addressing the joint linear regression and anomaly

detection problem, which makes the comparison with the reference/optimal estimators

(considering the MCMC-based posterior means and covariances as gold standard)

difficult in practice. Thus, we first compare the performance of the proposed method

to that of an MCMC assuming no outliers and by generating data without outliers.

In all the simulations conducted in this section we used (M,N) = (500, 20) and

the matrix A has been generated randomly such that its columns are correlated, as

can been seen in Fig. 3. First, we generated anomaly-free data using x generated
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from a product of independent gamma distributions with shape and scale parameters

equal to (kx, θx) = (1, 1). These parameters have been also used to define the prior

distribution fx(·). Moreover, we used K = M (no structured sparsity), π = 10% and a

product of independent gamma distributions with shape and scale parameters equal to

(kv, θv) = (1, 500) for f(v).

Figure 4. Top: ground truth x (red) and posterior means of x estimated by the

proposed EP-based method (black) and reference MCMC method (dashed blue) in

the absence of outliers in the data. Bottom: associated posterior covariance matrices

obtained by the two methods.

Figure 4 compares the posterior means and covariance matrices estimated using

the proposed EP-method and the MCMC method used as reference in [7] (using

NMC = 20, 000 Monte Carlo iterations to ensure the convergence of the chains). This

figure shows that in the absence of anomalies, the two methods provide very similar

results, illustrating the ability of the EP method to approximate the actual non-Gaussian

posterior distribution. Note that for these results all the marginal probabilities f(zk|y)

obtained via EP satisfy f(zk|y) < 10−4, i.e., the method clearly identifies that no

anomalies are present. Moreover, although the EP method estimates more parameters

than the MCMC method (it estimates means/covariances associated with (v, z)), the

EP method converges within 50 iterations in 1.5s using Matlab 2017b implementation

running on a MacBook Pro with 16GB of RAM and a 2.9GHz Intel Core i7 processor,

while the MCMC method takes 10s.

4.2. Anomaly detection

In this section, we illustrate the ability of the proposed method to perform jointly robust

linear regression and anomaly identification in the presence of Poisson noise. First, we
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Figure 5. Top row: realization of y generated using Eq. (2). Second row: ground

truth x (red line), posterior mean (black line) and associated ±3 standard deviation

intervals (blue dashed lines) of x in the presence of 10% of outliers in the data.

Third row: actual anomalies (red line) and posterior mean of v (black line). Bottom:

marginal probabilities f(z(k) = 1|y) of outliers presence (blue line) together with the

actual values of z(k) (red line).

generated data corrupted with anomalies using (kx, θx) = (1, 1), (kv, θv) = (1, 500),

K = M and π = 10%. The main results obtained are presented in Fig. 5. The

second subplot shows the posterior mean and associated ±3 standard deviation intervals

(obtained from the estimated posterior covariance matrix) of x. The posterior mean of

v is presented in the third subplot but the confidence interval are omitted here as they

are difficult to see. The bottom subplot depicts the marginal probabilities f(zk = 1|y)

of outliers presence together with the actual values of z(k) (-z(k) is displayed to facilitate

the visual comparison). This figure shows that the proposed method is able to identify

all the significant anomalies (associated with high posterior probabilities f(zk|y)) while

the smallest anomalies are assigned lower probabilities.

Finally, we assess the performance of the proposed method in the presence of

spatially correlated anomalies. As in the previous experiment, we used (kx, θx) = (1, 1),

(kv, θv) = (1, 500) and π = 10%, but the anomalies were generated using K = M/5

(groups of 5 successive anomalies). Fig. 6 depicts the regression and anomaly detection

results obtained using K = M/5 (left-hand side subplots) and K = M (right-hand side

subplots). While including additional information about the anomaly structure does

not significantly improves the regression performance in this example (similar variances

in the top row of Fig. 6), it improves the detection and localization of the anomalies.

Indeed, it further reduces the probabilities f(z(k)|y) in the absence of anomalies, i.e., it

reduces the overall probability of false alarm.
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Figure 6. Linear regression and anomaly detection results obtained using K = M/5

(left-hand side subplots) and K = M (right-hand side subplots) for data generated

with K = M/5. Top: ground truth x (red line), posterior mean (black line) and

associated ±3 standard deviation intervals (blue dashed lines) of x in the presence of

10% of outliers in the data. Middle: actual anomalies (red line) and posterior mean of

v (black line). Bottom: marginal probabilities f(z(k) = 1|y) of outliers presence (blue

line) together with the actual values of z(k) (red line).

5. Conclusions

In this work, we present a new set of Expectation-Progagation methods for joint robust

linear regression and anomaly detection in the presence of Poisson noise. Using an

extended Bayesian model, it is possible to derive efficient EP updates and handle non-

convex posterior distributions induced by the use of spike-and-slab prior models. The

resulting approximate Bayesian inference scheme provides satisfactory results, with a

significantly shorter computational cost when compared to intrinsically sequential Monte

Carlo sampling strategies. Although simple experiments have been conducted with 1D

signals, the method can be extended to handle group-sparsity in 2D (e.g., images) or

higher dimensions. Additional experiments conducted on the robust spectral unmixing

problem addressed in [2] (but not presented here) confirmed the benefits of the proposed

method for detection of structured anomalies in spectral signatures. Future work first
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includes a thorough comparison with reference MCMC-based methods (e.g., the method

proposed in [1]) to confirm these preliminary results. It would be also interesting to

extend this method to other anomaly models, e.g., where u = (1− z)� (Ax) + z � v.
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