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Chapter 1
A Theory-based Lasso for Time-Series Data?

Achim Ahrens??, Christopher Aitken???, Jan Ditzen***, Erkal Ersoy***, David Kohns*** and
Mark E. Schaffer***,†

Abstract We present two new lasso estimators, the HAC-lasso and AC-lasso, that are suitable
for time-series applications. The estimators are variations of the theory-based or ‘rigorous’ lasso of
Bickel et al. (2009), Belloni et al. (2011), Belloni and Chernozhukov (2013), Belloni et al. (2016)
and recently extended to the case of dependent data by Chernozhukov et al. (2019), where the
lasso penalty level is derived on theoretical grounds. The rigorous lasso has appealing theoretical
properties and is computationally very attractive compared to conventional cross-validation. The
AC-lasso version of the rigorous lasso accommodates dependence in the disturbance term of ar-
bitrary form, so long as the dependence is known to die out after q periods; the HAC-lasso also
allows for heteroskedasticity of arbitrary form. The HAC- and AC-lasso are particularly well-suited
to applications such as nowcasting, where the time series may be short and the dimensionality of
the predictors is high. We present some Monte Carlo comparisons of the performance of the HAC-
lasso vs. penalty selection by cross-validation approach. Finally, we use the HAC-lasso to estimate
a nowcasting model of US GDP growth based on Google Trends data and compare its performance
to the Bayesian methods employed by Kohns and Bhattacharjee (2019).

Keywords: Lasso, Machine Learning, Time-series, Dependence

1.1 Introduction

Machine learning methods are increasingly widely used in economic and econometric analysis (Var-
ian, 2014; Mullainathan and Spiess, 2017; Athey, 2019; Kleinberg et al., 2018). One of the most
? Invited paper for the International Conference of Econometrics of Vietnam, ‘Data Science for Financial Econo-
metrics’, Banking University of Ho-Chi-Minh City, Vietnam, 13-16 January 2020. Our exposition of the ‘rigorous
lasso’ here draws in part on our paper Ahrens et al. (2019). All errors are our own.
?? ETH Zürich, Switzerland

??? Heriot-Watt University, Edinburgh, UK
† Corresponding author

1



2 Authors Suppressed Due to Excessive Length

popular such methods is the lasso (Least Absolute Shrinkage and Selection Operator) of Tibshirani
(1996). So far, however, most applications of the lasso in time-series analysis have focused on the
problem of lag selection (see, e.g., Hsu et al. (2008) or Nardi and Rinaldo (2008)). In this paper,
we present two new lasso estimators, the HAC-lasso and AC-lasso, that are suitable for time-series
applications. The estimators are variations of the ‘rigorous’ or ‘plug-in’ lasso of Bickel et al. (2009),
Belloni et al. (2011), Belloni and Chernozhukov (2013), Belloni et al. (2016), and recently extended
to the case of dependent data by Chernozhukov et al. (2019), where the lasso penalty level is derived
on theoretical grounds.

We present the theoretical foundations of the rigorous lasso, and then the HAC- and AC-lasso
variations for the dependent data setting. We identify limitations and potential pitfalls in the way
these lasso estimators can be used. Our proposed approach is appropriate for lag selection in time
series models, including VARs, but is arguably even better suited to high-dimensional time series
models.

The article is structured as follows. Section 1.2 introduces the concept of regularised regression
and related notation, and Section 1.3 provides an overview of recent work on this theme in a
time series context. In Section 1.4, we discuss sparsity and the rigorous lasso. Section 1.6 discusses
the lasso with a focus on time series applications, and Section 1.7 presents Monte Carlo results
demonstrating the predictive and model selection performance of the HAC-lasso. In Section 1.8 we
use the HAC-lasso to estimate a nowcasting model of US GDP growth based on Google Trends
data.

The statistical software used throughout is Stata except where noted. We use a version of the
rlasso command in the software package lassopack by Ahrens, Hansen and Schaffer, modified
to incorporate the HAC-lasso and AC-lasso estimators. The package without this modification is
presented and discussed in Ahrens et al. (2019).

1.2 Basic setup and notation

We begin with the simple linear regression model in the cross-section setting with p independent
variables.

yi = β0 + β1x1i + β2x2i + · · ·+ βpxpi + εi (1.1)

In traditional least squares regression, estimated parameters are chosen to minimise the residual
sum of squares (RSS):

RSS =
n∑
i=1

(
yi − β0 −

p∑
j=1

βjxij

)2
(1.2)

The problem arises when p is relatively large. If the model is too complex or flexible, the param-
eters estimated using the training dataset do not perform well with future datasets. This is where
regularisation is key. By adding a shrinkage quantity to RSS, regularisation shrinks parameter esti-
mates towards zero. A very popular regularised regression method is the lasso, introduced by Frank
and Friedman (1993) and Tibshirani (1996). Instead of minimising the RSS, the lasso minimises

RSS + λ

p∑
j=1
|βj | (1.3)
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where λ is the tuning parameter that determines how much model complexity is penalised. At one
extreme, if λ = 0, the penalty term disappears, and lasso estimates are the same as OLS. At the
other extreme, as λ→∞, the penalty term grows and estimated coefficients approach zero.

Choosing the tuning parameter, λ, is critical. We discuss below both the most popular method
of tuning parameter choice, cross-validation, and the theory-derived ‘rigorous lasso’ approach.

We note here that our paper is concerned primarily with prediction and model selection with
dependent data rather than causal inference. Estimates from regularised regression cannot be readily
interpreted as causal, and statistical inference on these coefficients is complicated and an active area
of research.5

We are interested in applying the lasso in a single-equation time series framework, where the
number of predictors may be large, either because the set of contemporaneous regressors is inherently
large (as in a nowcasting application), and/or because the model has many lags.

We write a general time-series single-equation model with lags of the dependent variable and
other predictors as follows. The dataset has t = 1, . . . , n observations. There areK contemporaneous
regressors, xtj , j = 1, . . . ,K, with coefficients βj . The model may include lags of up to order R of
the regressors, indexed by r = 1, . . . , R, with coefficients βjr. The model may also be autoregressive
and include lags up to order Ry of the dependent variable with coefficients ρr. Denote the constant
by β0. The disturbance term is εt and may be serially dependent.

We can write the general model parsimoniously using the lag operator applied to xtj and yt,
respectively:

Bj(L) = 1 + βj1L+ βj2L
2 + . . .+ βjRL

R (1.4)

P (L) = 1− ρ1L− ρ2L
2 − . . .+ ρRy

LRy (1.5)

The general model can therefore be written compactly by

P (L)yt = β0 +
K∑
j=1

Bj(L)xtj + εt (1.6)

The model size (total number of predictors excluding the intercept) is p := (K(R+ 1) +Ry).
The model may be high-dimensional in either the number of lags (R and/or Ry), the dimension

of the x predictors (K), or both. The general HD-RK model arises where the dimensionality of both
the lags and predictors is large. The HD-R model describes the case with a large number of lags
but the dimensionality of the predictors is small; a typical example would be a single equation in a
VAR (vector autoregression). A special case of the HD-R model is the high-dimensional univariate
autoregressive model (HD-UAR), where K = 0 and the model size is p = Ry; this is the model
examined by e.g. Bergmeir et al. (2018).

The HD-K model refers to the case where the number of lags is small but the dimensionality K of
the predictors is large. A typical example would be a nowcasting application, where many different
predictors are used, but few or no lags of the predictors appear. A special case of the HD-K model
is the high-dimensional contemporaneous model (HD-C), where no lags appear (R = Ry = 0) and
the model size is p = K. We are particularly interested in this paper in applications of our proposed
HAC-lasso and AC-lasso estimators to the HD-K and HD-C models.
5 See, for example, Buhlmann (2013); Meinshausen et al. (2009); Weilenmann et al. (2017); Wasserman and
Roeder (2009); Lockhart et al. (2014)
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1.3 Literature review

The literature on lag selection in VAR and ARMA models is very rich. Lütkepohl (2005) notes that
fitting a VAR(R) model to a VAR(R) process yields a better outcome in terms of mean square error
than fitting a VAR(R + i) model, because the latter results in inferior forecasts than the former,
especially when the sample size is small. In practice, the order of data generating process (DGP)
is, of course, unknown and we face a trade-off between out-of-sample prediction performance and
model consistency. This suggests that it is advisable to avoid fitting VAR models with unnecessarily
large orders. Hence, if an upper bound on the true order is known or suspected, the usual next step
is to set up significance tests. In a causality context, Wald tests are useful. The likelihood ratio
(LR) test can also be used to compare maximum log-likelihoods over the unrestricted and restricted
parameter space.

If the focus is on forecasting, information criteria are typically favoured. In this vein, Akaike
(1969, 1971) proposed using 1-step ahead forecast mean squared error (MSE) to select the VAR
order, which led to the final prediction error (FPE) criterion. Akaike’s information criterion (AIC),
proposed by Akaike (1974), led to (almost) the same outcome through different reasoning. AIC,
defined as −2 × log-likelihood + 2 × no. of regressors, is approximately equal to FPE in moderate
and large sample sizes (T).

Two further information criteria are popular in applied work: Hannan-Quinn criterion (Hannan
and Quinn, 1979) and Bayesian information criterion (Schwarz, 1978). These criteria perform better
than AIC and FPE in terms of order selection consistency under certain conditions. However, AIC
and FPE have better small sample properties, and models based on these criteria produce supe-
rior forecasts despite not estimating the orders correctly (Lütkepohl, 2005). Further, the popular
information criteria (AIC, BIC, Hannan-Quinn) tend to underfit the model in terms of lag order
selection in a small-t context (Lütkepohl, 2005).

Although applications of lasso in a time series context is an active area of research, most anal-
yses have focused on the use of lasso in lag selection. For example, Hsu et al. (2008) adopt the
lasso for VAR subset selection. The authors compare predictive performance of two-dimensional
VAR(5) models and US macroeconomic data based on information criteria (AIC, BIC), lasso, and
combinations of the two. The findings indicate that the lasso performs better than conventional
selection methods in terms of prediction mean squared errors in small samples. In a related appli-
cation, Nardi and Rinaldo (2011) show that the lasso estimator is model selection consistent when
fitting an autoregressive model, where the maximal lag is allowed to increase with sample size. The
authors note that the advantage of the lasso with growing R in an AR(R) model is that the ‘fitted
model will be chosen among all possible AR models whose maximal lag is between 1 and [...] log(n)’
(Nardi and Rinaldo, 2011).

Medeiros and Mendes (2016) discuss the asymptotic properties of the adaptive lasso6 (adaLASSO)
of Zou (2006) in sparse, high-dimensional, linear time series models. The authors focused on the
setting where the number of predictors (not only lags) is large and allowed for errors that could be
non-Gaussian and conditionally heteroskedastic (but are still assumed to be serially uncorrelated).
6 Zou (2006) proposed adaLASSO with an `1-penalty but with the addition of weights that are data-dependent.
The author noted that under some conditions, the weighted lasso could have oracle properties.
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The authors show that the adaLASSO is model selection consistent as the number of observations
increases. They also demonstrate adaLASSO’s oracle properties in this setting.7

The fused lasso of Tibshirani et al. (2005) is designed to encourage sparse solutions while ac-
counting for natural ordering of features. This is particularly useful when the number of features is
much greater than the sample size. The main shortcoming of this approach is the speed of estima-
tion, which could be ameliorated by hybridising it with the group lasso approach of Yuan and Lin
(2006).

Regularisation methods, including the lasso, are closely related to information criteria. For ex-
ample, AIC shares the same underlying principle as regularisation and is asymptotically equivalent
to leave-one-out cross-validation. To see this, note that AIC can be interpreted as penalised likeli-
hood which imposes a penalty on the number of predictors included in the model (Ahrens et al.,
2019). The disadvantage of using this approach to find the model with the lowest AIC is two-fold.
First, all different model specifications need to be estimated under the assumption that the true
model is among those specifications. Second, even with a relatively small number of regressors, the
number of different models quickly increases, making the approach intractable. In this regard, the
clear advantage of regularisation is that model selection is reduced to a data-driven one-dimensional
problem, which involves choosing λ.

Having said that, an attractive feature of information criteria is model selection consistency.
For example, BIC is model selection consistent if the true model is among the candidate models,
although AIC is not (Ahrens et al., 2019). This implies that the true model is selected with prob-
ability 1 as n → ∞. By contrast, AIC is said to be loss efficient, because it minimises the average
squared error among all candidate models. Therefore, we face a trade-off: if the objective is model
selection, BIC is preferable; if prediction has higher priority, AIC performs better. Furthermore,
Yang (2005) demonstrates that a loss efficient selection method, such as AIC, cannot be model
selection consistent, and vice versa. Zhang et al. (2010) confirm this observation in penalised re-
gressions. A key drawback to using information criteria in this context is the strong assumption
that the true model is among those being tested. In fact, in some cases, the assumption that a true
model exists is problematic. Furthermore, AIC is biased in small samples, and neither AIC nor BIC
is appropriate in a large-p-small-n context, where they tend to select too many variables (Ahrens
et al., 2019).

Although the discussion around high dimensionality in lags as well as the cross-section of re-
gressors at each point in time is rather new in frequentist estimation of VARs, this problem has
already received much attention in the Bayesian VAR literature. Starting with early contributions,
such as Litterman (1986) and Doan et al. (1983), priors on the VAR coefficients incorporated the
idea of different degrees of shrinkage for regressors and lags of the dependent variable, while also
allowing for a global level of shrinkage. The success of global-local shrinkage priors has spawned a
vast literature on large Bayesian VAR estimation (for a survey see Banbura et al., 2008).
7 An estimator has the oracle property if it both selects the correct subset of non-negligible variables and the
estimates of non-zero parameters have the same asymptotic distribution as the ordinary least squares (OLS)
estimator in a regression including only the relevant variables. (Fan and Li, 2001)
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1.4 Sparsity and the rigorous or plug-in lasso

1.4.1 High-dimensional data and sparsity

The high-dimensional linear model is:

yi = x′iβ + εi (1.7)

Our initial exposition assumes independence, and to emphasise independence we index observa-
tions by i. Predictors are indexed by j. We have up to p = dim(β) potential predictors. p can be
very large, potentially even larger than the number of observations n. For simplicity we assume that
all variables have already been mean-centered and rescaled to have unit variance, i.e.,

∑
i yi = 0

and 1
n

∑
i y

2
i = 1, and similarly for the predictors xij .

If we simply use OLS to estimate the model and p is large, the result is very poor performance:
we overfit badly and classical hypothesis testing leads to many false positives. If p > n, OLS is not
even identified.

How to proceed depend on what we believe the ‘true model’ is. Does the true model (DGP)
include a very large number of regressors? In other words, is the set of predictors that enter the
model ‘dense’? Or does the true model consist of a small number of regressors s, and all the other
p − s regressors do not enter (or equivalently, have zero coefficients)? In other words, is the set of
predictors that enter the model ‘sparse’?

In this paper, we focus primarily on the ‘sparse’ case and in particular an estimator that is
particularly well-suited to the sparse setting, namely the lasso introduced by Tibshirani (1996).

In the exact sparsity case of the p potential regressors, only s regressors belong in the
model, where

s :=
p∑
j=1

1{βj 6= 0} � n. (1.8)

In other words, most of the true coefficients βj are actually zero. The problem facing the researcher
is that which are zeros and which are not is unknown.

We can also use the weaker assumption of approximate sparsity: some of the βj coefficients
are well-approximated by zero, and the approximation error is sufficiently ‘small’. The discussion
and methods we present in this paper typically carry over to the approximately sparse case, and
for the most part we will use the term ‘sparse’ to refer to either setting.

The sparse high-dimensional model accommodates situations that are very familiar to researchers
and that typically presented them with difficult problems where traditional statistical methods
would perform badly. These include both settings where the number p of observed potential pre-
dictors is very large and and the researcher does not know which ones to use, and settings where
the the number of observed variables is small but the number of potential predictors in the model
is large because of interactions and other non-linearities, model uncertainty, temporal & spatial
effects, etc.
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1.4.2 The penalisation approach and the lasso

The basic idea behind the lasso and its high-dimensional-friendly relatives is penalisation: put a
penalty or ‘price’ on the use of predictors in the objective function that the estimator minimizes.

The lasso estimator minimizes the mean squared error subject to a penalty on the absolute size
of coefficient estimates (i.e., using the `1 norm):

β̂lasso(λ) = arg min 1
n

n∑
i=1

(yi − x′iβ)2 + λ

n

p∑
j=1

ψj |βj |. (1.9)

The tuning parameter λ controls the overall penalty level and ψj are predictor-specific penalty
loadings.

The intuition behind the lasso is straightforward: there is a cost to including predictors, the unit
‘price’ per regressor is λ, and we can reduce the value of the objective function by removing the ones
that contribute little to the fit. The bigger the λ, the higher the ‘price’, and the more predictors are
removed. The penalty loadings ψj introduce the additional flexibility of putting different prices on
the different predictors, xij . The natural base case for standardised predictors is to price them all
equally, i.e., the individual penalty loadings ψj = 1 and they drop out of the problem. We will see
shortly that separate pricing for individual predictors turns out to be important for our proposed
estimators.

We can say ‘remove’ because in fact the effect of the penalisation with the `1 norm is that the
lasso sets the β̂js for some variables to zero. This is what makes the lasso so suitable to sparse
problems: the estimator itself has a sparse solution. The lasso is also computationally feasible: the
path-wise coordinate descent (‘shooting’) algorithm allows for fast estimation.

The lasso, like other penalized regression methods, is subject to an attenuation bias. This bias
can be addressed by post-estimation using OLS, i.e., re-estimate the model using the variables
selected by the first-stage lasso (Belloni and Chernozhukov, 2013):

β̂post = arg min 1
n

n∑
i=1

(yi − x′iβ)2 subject to βj = 0 if β̃j = 0, (1.10)

where β̃j is the first-step lasso estimator. In other words, the first-step lasso is used exclusively
as a model selection technique, and OLS is used to estimate the selected model. This estimator is
sometimes referred to as the ‘Post-lasso’ (Belloni and Chernozhukov, 2013).

1.4.3 The lasso: Choice of penalty level

The penalisation approach allows us to simplify the model selection problem to a one-dimensional
problem, namely the choice of the penalty level λ. In this section we discuss two approaches:
(1) cross-validation and (2) ‘rigorous’ or plug-in penalisation. Cross-validation is widely-used for
choosing the lasso penalty level, whereas the rigorous lasso is less well-known. The contribution of
this paper is to propose versions of the rigorous lasso, the HAC-lasso and AC-lasso, that are suitable
for time-series applications. We compare the performance of the HAC-lasso to the more commonly-



8 Authors Suppressed Due to Excessive Length

used cross-validation approach to selecting the penalty. We therefore summarise the theory of
the rigorous lasso in some detail, but first we briefly discuss cross-validation for independent and
dependent data.

1.4.4 Cross-validation

The objective in cross-validation is to choose the lasso penalty parameter based on predictive
performance. Typically, the dataset is repeatedly divided into a portion which is used to fit the model
(the ‘training’ sample) and the remaining portion which is used to assess predictive performance
(the ‘validation’ or ‘holdout’ sample), usually with mean squared prediction error (MSPE) as the
criterion. Arlot and Celisse (2010) survey the theory and practice of cross-validation.

In the case of independent data, common approaches are ‘leave-one-out’ (LOO) cross-validation
and the more general ‘K-fold’ cross-validation.

In ‘K-fold’ cross-validation, the dataset is split into K portions or ‘folds’; each fold is used once as
the validation sample and the remainder are used to fit the model for some value of λ. For example,
in 10-fold cross-validation (a common choice of K) the MSPE for the chosen λ is the MSPE across
the 10 different folds when used for validation. LOO cross-validation is a special case where K = 1,
i.e., every observation is used once as the validation sample while the remaining n− 1 observations
are used to fit the model.

Fold 1 Fold 2 Fold 3 Fold 4 Fold 5

Validation

Validation

Validation

Validation

Validation

Training

Fig. 1.1: This is cross-validation.

Cross-validation is computationally intensive because of the need to repeatedly estimate the
model and check its performance across different folds and across a grid of values for λ. Stan-
dardisation of data adds to the computational cost because it needs to be done afresh for each
training sample; standardising the entire dataset once up-front would violate a key principle of
cross-validation, which is that a training dataset cannot contain any information from the cor-
responding validation dataset. LOO is a partial exception because the MSPE has a closed-form
solution for a chosen λ, but a grid search across λ and repeated standardisation are still needed.
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1.4.5 Cross-validation for time series

Cross-validation with dependent data adds further complications because we need to be careful
that the validation data are independent of the training data. It is possible that some settings,
standard K-fold cross-validation is appropriate. Bergmeir et al. (2018) show that standard cross-
validation that ignores the time dimension is valid in the pure auto-regressive model if one is willing
to assume that the errors are uncorrelated. This implies, for example, that K-fold cross-validation
can be used with auto-regressive models that include a sufficient number of lags, since the errors
will be uncorrelated (if the model is not otherwise misspecified).

In general, however, researchers typically use a version of ‘non-dependent cross validation’
(Bergmeir et al., 2018), whereby prior information about the nature of the dependence is incorpo-
rated into the structure of the cross-validation and possibly dependent observations are omitted
from the validation data. For example, one approach used with time-series data is 1-step-ahead
cross-validation (Hyndman, Rob and Athanasopoulos, 2018), where the predictive performance is
based on a training sample with observations through time t and the forecast for time t+ 1.

Rolling h-step ahead CV is an intuitively appealing approach that directly incorporates the
ordered nature of time series-data (Hyndman, Rob and Athanasopoulos, 2018).8 The procedure
builds on repeated h-step ahead forecasts. The procedure is illustrated in Figure 1.2-1.3.

Step
1 2 3 4 5

1 T T T T T
2 T T T T T
3 T T T T T

t 4 V T T T T
5 · V T T T
6 · · V T T
7 · · · V T
8 · · · · V

(a) h = 1, expanding window

Step
1 2 3 4 5

1 T T T T T
2 T T T T T
3 T T T T T

t 4 · T T T T
5 V · T T T
6 · V · T T
7 · · V · T
8 · · · V ·
9 · · · · V

(b) h = 2, expanding window

Fig. 1.2: Rolling h-step ahead cross-validation with expanding training window. ‘T ’ and ‘V ’ denote
that the observation is included in the training and validation sample, respectively. A dot (‘.’)
indicates that an observation is excluded from both training and validation data.

Figure 1.2(a) displays the case of 1-step ahead cross-validation. ‘T ’ and ‘V ’ refer to the training
and validation samples, respectively. In the first step, observations 1 to 3 constitute the training
data set and observation 4 used for validation; the remaining observations are unused as indicated
by a dot (‘.’). Figure 1.2(b) illustrates 2-step ahead cross-validation. Figure 1.2(a) and Figure 1.3(b)
both illustrate cross-validation where the training window expands incrementally. Table 1.3 displays
a variation of rolling CV where the training window is fixed in length.

We use 1-step-ahead rolling CV with a fixed window for the comparisons in this paper.
8 Another approach is a variation of LOO cross-validation known as h-block cross-validation (Burman et al.,
1994), which omits h observations between training and validation data.
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Step
1 2 3 4 5

1 T · · · ·
2 T T · · ·
3 T T T · ·

t 4 V T T T ·
5 · V T T T
6 · · V T T
7 · · · V T
8 · · · · V

(a) h = 1, fixed window

Step
1 2 3 4 5

1 T · · · ·
2 T T · · ·
3 T T T · ·

t 4 · T T T ·
5 V · T T T
6 · V · T T
7 · · V · T
8 · · · V ·
9 · · · · V

(b) h = 2, fixed window

Fig. 1.3: Rolling h-step ahead cross-validation with fixed training window.

1.5 The ‘Rigorous’ or ‘Plug-in’ Lasso

Bickel et al. (2009) present a theoretically-derived penalisation method for the lasso. Belloni, Cher-
nozhukov, Hansen, and coauthors in a series of papers (e.g., Belloni et al. 2011, Belloni and Cher-
nozhukov 2013, Belloni et al. 2016, Chernozhukov et al. 2015, and most recently Chernozhukov et al.
2019) proposed feasible algorithms for implementing the ‘rigorous’ or ‘plug-in’ lasso and extended
it to accommodate heteroskedasticity, non-Gaussian disturbances, and clustered and other forms of
dependent data. The estimator has two attractive features for our purposes. First, it is theoretically
and intuitively appealing, with well-established properties. Second, it is computationally attractive
compared to cross-validation. We first present the main results for the rigorous lasso for the inde-
pendent data, and then briefly summarise the ‘cluster-lasso’ of Belloni et al. (2016) before turning
to the more general time-series setting analysed in Chernozhukov et al. (2019).

The rigorous lasso is consistent in terms of prediction and parameter estimation under three
main conditions:
• Sparsity
• Restricted sparse eigenvalue condition
• The ‘regularisation event’

We consider each of these in turn.
Exact sparsity we have already discussed: there is a large set of potentially relevant predictors,

but the true model has only a small number of regressors. Exact sparsity is a strong assumption,
and in fact it is stronger than is needed for the rigorous lasso. Instead, we assume approximate
sparsity. Intuitively, some true coefficients may be non-zero but small enough in absolute size that
the lasso performs well even if the corresponding predictors are not selected.

Belloni et al. (2012) define the approximate sparse model (ASM),

yi = f(wi) + εi = x′iβ0 + ri + εi. (1.11)

where εi are independently distributed, but possibly heteroskedastic and non-Gaussian errors. The
elementary predictors wi are linked to the dependent variable through the unknown and possibly
non-linear function f(·). The objective is to approximate f(wi) using the target parameter vector
β0 and the transformations xi := P (wi), where P (·) is a set of transformations. The vector of
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predictors xi may be large relative to the sample size. In particular, the setup accommodates the
case where a large number of transformations (polynomials, dummies, etc.) approximate f(wi).

Approximate sparsity requires that f(wi) can be approximated sufficiently well using only a
small number of non-zero coefficients. Specifically, the target vector β0 and the sparsity index s
need to satisfy

‖β0‖0 := s� n with s2 log2(p ∨ n)
n

→ 0 (1.12)

and the resulting approximation error ri = f(wi)− x′iβ0 satisfied the bound√√√√ 1
n

n∑
i=1

r2
i ≤ C

√
s

n
, (1.13)

where C is a positive constant.
For example, consider the case where f(wi) is linear with f(wi) = x′iβ

?, but the true parameter
vector β? is high-dimensional: ‖β?‖0 > n. Approximate sparsity means we can still approximate
β? using the sparse target vector β0 as long as ri = x′i(β? − β0) is sufficiently small as specified
in (1.13).

The Restricted sparse eigenvalue condition (RSEC) relates to the Gram matrix, n−1X ′X. The
RSEC condition specifies that sub-matrices of the Gram matrix of size m are well-behaved (Belloni
et al., 2012). Formally, the RSEC requires that the minimum sparse eigenvalues

φmin(m) = min
1≤‖δ‖0≤m

δ′X ′Xδ

‖δ‖2
2

and φmax(m) = max
1≤‖δ‖0≤m

δ′X ′Xδ

‖δ‖2
2

are bounded away from zero and from above. The requirement that φmin(m) is positive means that
all sub-matrices of size m have to be positive definite.9

The regularisation event is the third central condition required for the consistency of the rigorous
lasso.

Denote by S = ∇Q̂(β), the gradient of the objective function Q̂ at the true value β. Sj =
2
n

∑n
i=1 xijεi is the jth element of the score vector.

The idea is to select the lasso penalty level(s) to control the scaled estimation noise as summarised
by the score vector. Specifically, the overall penalty level λ and the predictor-specific penalty load-
ings ψj are chosen so that the ‘regularisation event’

λ

n
≥ c max

1≤j≤p

∣∣ψ−1
j Sj

∣∣ (1.14)

occurs with high probability, where c > 1 is a constant slack parameter.
Denote by Λ = maxj |ψ−1

j Sj | the maximal element of the score vector scaled by the predictor-
specific penalty loadings ψj , and denote by qΛ(·) the quantile function for Λ, i.e., the probability
that Λ is at most a is qΛ(a). In the rigorous lasso, we choose the penalty parameters λ and ψj and
confidence level γ so that

λ

n
≥ cqΛ(1− γ) (1.15)

9 Bickel et al. (2009) use instead the weaker restricted eigenvalue condition (REC). The RSEC implies the REC
and has the advantage of being sufficient for both the lasso and the post-lasso.
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The intuition behind this approach is clear from a simple example. Say that no predictors appear
in the true model (βj = 0 ∀ j = 1, . . . , p). For the lasso to select no variables, the penalty parameters
λ and ψj need to satisfy λ ≥ 2 maxj |

∑
i ψ
−1
j xijyi|.10 Because none of the regressors appear in the

true model, yi = εi, and the requirement for the lasso to correctly identify the model without
regressors is therefore λ ≥ 2 maxj |

∑
i ψ
−1
j xijεi|. Since xijεi is the score for observation i and

predictor j, this is equivalent to requiring λ ≥ nmaxj |ψ−1
j Sj |, which is the regularisation event

in (1.14). We want this event to occur with high probability of at least (1−γ). We therefore choose
values for λ and ψj such that λ

n ≥ qΛ(1−γ). Since qΛ(·) is a quantile function, by definition we will
choose the correct model (no predictors) with probability of at least (1− γ). This yields (1.15), the
rule for choosing penalty parameters.11

The procedure for choosing λ is not yet feasible, because the quantile function qΛ(·) for the
maximal element of the score vector is unknown, as is the predictor-specific penalty loadings ψj .
We discuss how these issues are addressed in practice in the next subsection.

If the sparsity and restricted sparse eigevalue assumptions ASM and RSEC are satisfied, if certain
other technical conditions are satisfied,12 and if λ and ψj are estimated as described below, then
Belloni et al. (2012) show the lasso and post-lasso obey:√√√√ 1

n

n∑
i=1

(
x′iβ̂ − x′iβ

)2
= O

(√
s log(p ∨ n)

n

)
, (1.16)

‖β̂ − β‖1 = O

(√
s2 log(p ∨ n)

n

)
, (1.17)

‖β̂‖0 = O (s) (1.18)

Equation (1.16) provides an asymptotic bound for the prediction error. Equation (1.17) provides
an asymptotic bound for the bias in the estimated β̂. Equation (1.18) provides a sparsity bound; the
number of selected predictors in the estimated model does not diverge relative to the true model.

The ‘oracle’ estimator is the estimator obtained if the s predictors in the model were actually
known. This provides a useful theoretical benchmark for comparison. Here, if the s predictors in
the model were known, the prediction error would converge at the oracle rate

√
s/n. Thus, the

logarithmic term log(p ∨ n) can be interpreted as the cost of not knowing the true model. For this
reason, Belloni et al. (2012) describe these rates of convergence as near-oracle rates.

For the case of the lasso with theory-driven regularisation, Belloni and Chernozhukov (2013)
have shown that post-estimation OLS, also referred to as post-lasso, achieves the same convergence
rates as the lasso and can outperform the lasso in situations where consistent model selection is
feasible (see also Belloni et al., 2012).

The rigorous lasso has recently been shown to have certain appealing properties vis-a-vis the
K-fold cross-validated lasso. The rates of convergence of the rigorous lasso are faster than those for
the K-fold cross-validated lasso derived in Chetverikov et al. (2019). Moreover, the sparsity bound
for the K-fold cross-validated lasso derived in Chetverikov et al. (2019) does not exclude situations
10 See, for example, Hastie et al. (2015, Ch. 2).
11 In this special case, the requirement of the slack is loosened and c = 1.
12 These conditions relate to the use of the moderate deviation theory of self-normalized sums (Jing et al., 2003)
that allows the extension of the theory to cover non-Gaussianity. See Belloni et al. (2012)
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where rule out situations where (1.18) fails badly, in the sense that the number of predictors selected
via cross-validation is much larger than s. One of the implications is that cross-validation will select
a penalty level λ that is ‘too small’ in the sense that the regularisation event (1.14) will no longer
be guaranteed to occur with high probability.

1.5.1 Implementing the Rigorous Lasso

The quantile function qΛ(·) for the maximal element of the score vector is unknown. The most
common approach to addressing this is to use a theoretically-derived upper bound that guarantees
that the regularisation event (1.14) holds asymptotically.13 Specifically, Belloni et al. (2012) show
that

P
(

max
1≤j≤p

c
∣∣Sj∣∣ ≤ λψj

n

)
→ 1 as n→∞, γ → 0 (1.19)

if the penalty levels and loadings are set to

λ = 2c
√
nΦ−1(1− γ/(2p)) ψj =

√
1
n

∑
i

x2
ijε

2
i (1.20)

c is the slack parameter from above and γ → 0 means the probability of the regularisation event
converges towards 1. Common settings for c and γ, based on Monte Carlo studies are c = 1.1 and
γ = 0.1/ log(n), respectively.

The only remaining element is estimation of the ideal penalty loadings ψj . Belloni et al. (2012),
Belloni et al. (2014) recommend an iterative procedure based on some initial set of residuals ε̂0,i.
One choice is to use the d predictors that have the highest correlation with yi and regress yi on
these using OLS; d = 5 is their suggestion. The residuals from this OLS regression can be used to
obtain an initial set of penalty loadings ψ̂j according to (1.20). These initial penalty loadings and
the penalty level from (1.20) are used to obtain the lasso or post-lasso estimator β̂. This estimator
is then used to obtain a updated set of residuals and penalty loadings according to (1.20), and then
an updated lasso estimator. The procedure can be iterated further if desired.

The framework set out above requires only independence across observations; heteroskedasticity,
a common issue facing empirical researchers, is automatically accommodated. For this reason we
refer to it as the ‘heteroskedastic-consistent rigorous lasso’ or HC-lasso. The reason is that het-
eroskedasticity is captured in the penalty loadings for the score vector.14 Intuitively, heteroskedas-
ticity affects the probability that the term maxj |

∑
i xijεi| takes on extreme values, and this needs to

be captured via the penalty loadings. In the special case of homoskedasticity, the ideal penalisation
in (1.20) simplifies:

λ = 2cσ
√
nΦ−1(1− γ/(2p)), ψj = 1. (1.21)

13 The alternative is to simulate the distribution of the score vector. This is known as the ‘exact’ or X-dependent
approach. See Belloni and Chernozhukov (2011) for details and Ahrens et al. (2019) for a summary discussion
and an implementation in Stata.
14 The formula in (1.20) for the penalty loading is familiar from the standard Eicker-Huber-White
heteroskedasticty-robust covariance estimator.
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This follows from the fact that we have standardised the predictors to have unit variance and
hence homoskedasticity implies E(x2

ijε
2
i ) = σ2E(x2

ij) = σ2. The iterative procedure above is used
to obtain residuals to form an estimate σ̂2 of the error variance σ2. We refer to the rigorous lasso
with this simplification as the ‘standard’ or ‘basic’ rigorous lasso.

1.5.2 The rigorous lasso for panel data

The rigorous lasso has been extended to cover a special case of dependent data, namely panel data.
The ‘cluster-lasso’ proposed by Belloni et al. (2016) allows for arbitrary within-panel correlation.
Belloni et al. (2016) prove consistency of the rigorous cluster-lasso for both the large n, fixed T and
large n, large T settings. The large n-fixed T results are relevant also for the specific forms of the
HAC-lasso and AC-lasso proposed here.

Belloni et al. (2016) present the approach in the context of a fixed-effects panel data model with
balanced panels, but the fixed effects and balanced structure are not essential and the approach
applies to any setup with clustered data. For presentation purposes we simplify and write the model
as a balanced panel:

yit = x′itβ + εit i = 1, . . . , n, t = 1, . . . , T (1.22)

The general intuition behind the rigorous lasso is to control the noise in the score vector S =
(S1, ..., Sj , ...Sp) where Sj = 2

n

∑n
i=1 xijεi. Specifically, we choose the overall penalty λ and the

predictor-specific penalty loading ψj so that λ
n exceeds the maximal element of the scaled score

vector
∣∣ψ−1
j Sj

∣∣ with high probability. In effect, the ideal penalty loading ψj scales the jth element of
the score by its standard deviation. In the benchmark heteroskedastic case, the ideal penalty loading

is ψj =
√

1
n

∑
i x

2
ijε

2
i ; under homoskedasticity, the ideal penalty loading is simply ψj = σ ∀ j and

hence can be absorbed into the overall penalty λ.
The cluster-lasso of Belloni et al. (2016) extends this to accommodate the case where the score

is independent across but not within panels i. In this case, the ideal penalty loading is just an
application of the standard cluster-robust covariance estimator, which provides a consistent estimate
of the variance of the jth element of the score vector. The ideal penalty loadings for the cluster-lasso
are simply

ψj =

√√√√ 1
nT

n∑
i=1

u2
ij where uij :=

∑
t

xijtεit (1.23)

Belloni et al. (2016) show that this ideal penalty can be implemented in the same way as the
previous cases, i.e., by using an initial set of residuals and then iterating. They recommend that the
overall penalty level is the same as in the heteroskedastic case, λ = 2c

√
nΦ−1(1 − γ/(2p)), except

that γ is 0.1/ log(n), i.e., it uses the number of clusters rather than the number of observations.
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1.6 The rigorous lasso for time-series data

We propose two estimators, the HAC-lasso and AC-lasso, that extend the rigorous lasso to the pure
time-series setting. These estimators are, in effect, special cases of the rigorous lasso for dependent
data presented in Chernozhukov et al. (2019). We first present the HAC-lasso and then AC-lasso
as a special case. For simplicity we consider the contemporaneous high-dimensional model, using t
to denote observations numbered 1, . . . , n but not including lags:

yt = x′tβ + εt (1.24)

The HAC-lasso uses the HAC (heteroskedastic- and autocorrelation-consistent) covariance es-
timator to estimate the variance of the jth element of the score vector. The implementation we
propose is a simplified version of the estimator in Chernozhukov et al. (2019). The simplification fol-
lows from the additional assumption that the score is autocorrelated up to order q where q is finite,
fixed and known a priori.15 The form of autocorrelation of this MA(q) process can be arbitrary.
Denote the HAC sample autocovariance s of the score for predictor j by ΓHACjs :

ΓHACjs := 1
n

n∑
t=s+1

(xtjεt)(xt−s,jεt−s) (1.25)

The sample variance of the score for predictor j is

ΓHACj0 := 1
n

n∑
i=1

(xtjεt)2 (1.26)

The variance of the jth element of the score vector can be consistently estimated using the truncated
kernel with bandwidth q (Hayashi, 2000, p. 408), and hence the HAC ideal penalty loading is

ψHACj =

√√√√ΓHACj0 + 2
q∑
s=1

ΓHACjs (1.27)

Feasible penalty loadings can be estimated using the same procedure used with the other forms of
the rigorous lasso, i.e., starting with some initial residuals and iterating.

The assumption of a fixed and known q means that the HAC-lasso is closely related to the
cluster-lasso. The cluster-robust covariance estimator also uses the truncated kernel with a fixed
bandwidth (in the latter case, the bandwidth is set to T − 1 where T is the length of the panel).
In the cluster-lasso, observations on the score are allowed to be correlated within clusters of length
T but are assumed independent across clusters; in the HAC-lasso, observations are allowed to be
correlated within a window of q+1 observations but are assumed to be independent vs. observations
outside that window. This also motivates our suggested choice of the rigorous lasso parameter γ as
0.1/ log( n

(q+1) ); the term n
(q+1) ) can be interpreted as the number of independent windows in the

time-series setting (vs. the number of clusters in the panel setting).
15 Chernozhukov et al. (2019) propose a multiplier block bootstrap procedure for the general case of arbitrary
autocorrelation. The simplified version proposed here is hence computationally cheaper.
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The AC-lasso is a special case of the HAC lasso where we assume homoskedasticity but still allow
for arbitrary autocorrelation of up to order q in the construction of the ideal penalty loadings.16

Under homoskedasticity the sample autocovariance s of the score for predictor j is:

ΓACjs :=
(

1
n

n∑
t=s+1

(xtjxt−s,j)
)(

1
n

n∑
t=s+1

(εtεt−s)
)

(1.28)

Since predictors have been standardised to have unit variance, the variance of the score for predictor
j is simply the variance of the disturbance ε

ΓACj0 := σ2 (1.29)

The AC ideal penalty loading for the MA(q) case using the truncated kernel and q known a priori
is

ψACj =

√√√√ΓACj0 + 2
1∑
s=1

ΓACjs (1.30)

Again, feasible penalty loadings can be estimated by starting with some initial residuals and iter-
ating.

The extension to the high-dimensional model with lags,

yt = X ′B + εt (1.31)

is straightforward. For the HAC-lasso, the only difference is that we need to construct penalty
loadings for the full set of current and lagged predictors, ψHACjl , j = 1, . . . , p, l = 1, . . . , L. The
AC-lasso case is similarly straightforward.

1.7 Monte Carlo

In this section, we present results of Monte Carlo simulations to assess the performance of the HAC-
lasso estimator. We focus attention on the HD-C model with only contemporaneous predictors and
p = K; our motivation is that this resembles the nowcasting application we discuss in the next
section. The underlying data generation process for the dependent variable with p explanatory
variables is:

yt = β0 +
p∑
l=1

βjxtj + εt.

A total of p = 100 predictors are generated, but only the first s predictors are non-zero. Therefore,
in all specifications, the coefficients on the predictors βj are defined as:

βj = 1{j ≤ s} ∀j = 1, . . . , p

16 See Hayashi (2000), pp. 413-14 for a general discussion of the AC covariance estimator.
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where we set the number of non-zero predictors to s = 5. β0 is a constant and set to 1 in all
simulations.

The error component εt for the dependent variable is an MA(q) process:

εt =
q∑
r=0

θrηt−l

ηt ∼ N(0, σ2
η).

We use three DGPs with q = 0, q = 4, and q = 8. For all DGPs, the MA coefficient θr is fixed such
that θr = θ = 1, ∀ l = 1, .., q. The standard deviation varies across ση = [0.5; 1; 2; 4; 5].

The predictors xtj follow an AR(1) process:

xtj = πjxt−1,j + ξtj , ∀ j = 1, . . . , p

The AR coefficients across all predictors are the same with πj = π = 0.8.
The random component ξt = (ξt1, . . . , ξtp)′ is multivariate normal, generated as:

ξt = MVN(0, Σξ),

where Σξ is a p × p covariance matrix. In this approach, we specify error components that are
independent over time, and that are either also contemporaneously independent or correlated across
p. In a first step the Monte Carlo specifies uncorrelated error components for the predictors x and
Σξ is diagonal with elements σ2

ξ(1) = . . . = σ2
ξ(p) = 1.

The sample size is set to T = 100, with the same number of periods as burn-in when generating
the data. In addition we generate a further sample of size T from t = T+1, . . . , 2T for out-of-sample
prediction. Each Monte Carlo run is repeated 1000 times for the rigorous lasso, the oracle estimator
and 100 times for the cross-validated lasso.

In the results, we report the number of correctly and incorrectly selected predictors, the bias of
the lasso and post-lasso coefficients, the root mean squared error (RMSE), and, to analyse out-of-
sample performance, the root mean squared forecast error (RMSFE):

RMSE =

√√√√ 1
T

T∑
t=1

(yt − ŷt,T )2 and RMSFE =

√√√√ 1
T

2T∑
t=T+1

(yt − ŷt,T )2
. (1.32)

For each DGP, we compare the performance of six estimation methods:

• The ‘basic’ or ‘standard’ rigorous lasso estimator that assumes independent data but assumes
homoskedasticity.

• The HC-lasso, i.e., the rigorous lasso estimator that assumes independent data but allows for
heteroskedastic-consistent penalty loadings.

• The HAC-lasso using the truncated kernel and bandwidth = 4.
• The HAC-lasso using the truncated kernel and bandwidth = 8.
• The CV-lasso, i.e., the cross-validated lasso using one-step-ahead CV, a fixed window size and a

holdout sample of 10 observations.
• The Oracle estimator, which is OLS on the full set of true regressors (i.e., variables 1 to s).
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The HAC-lasso uses modified versions of the rlasso estimator for Stata, described in Ahrens
et al. (2019). The default settings for the modified estimator are the same as those for rlasso. The
HAC penalty loadings are calculated as described in Section 1.6.17 The CV-lasso uses the cvlasso
estimator for Stata, also described in Ahrens et al. (2019).

In all cases, we report both the lasso and post-lasso OLS performance. Table 1.1 summarizes the
parameters for our 3 specifications.

Specification MA(q) Table
1 0 Table 1.2
2 4 Table 1.3
3 8 Table 1.4

Table 1.1: Specifications for Monte Carlo simulations. For all specifications p = 100, s = 5 and
ση = [0.5; 1; 2; 4; 5]

17 The sole exception addresses what happens if, during the iteration process, an estimated penalty loading is
negative. This is possible in finite samples with the truncated kernel if Γ̂HAC

j0 + 2
∑q

s=1 Γ̂
HAC
js < 0. In this case,

we replace this in the expression for the penalty loading with Γ̂HAC
j0 +

∑q

s=1 Γ̂
HAC
js . A similar change is made if

a negative penalty loading is encountered when iterating to obtain the AC-lasso estimator.
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We are particularly interested in performance in terms of model selection. We expect that if
εt is independent (q = 0) the basic rigorous lasso and HC-lasso should perform somewhat better
than the HAC-lasso estimators, since in effect the HAC lasso is estimating covariances that are zero
and the basic and HC-lasso incorporate this assumption. If εt is MA(q), q > 0, the HAC-lasso is
expected to select a smaller set of non-zero predictors than the basic rigorous and HC-lasso. The
CV-lasso is likely to perform better than the rigorous lasso in terms of pure prediction but worse in
terms of false positives, i.e., including irrelevant predictors. In terms of bias, the oracle estimator
should perform best, but of course is infeasible because the true model is not known.

[TABLE 1.2 HERE]

Table 1.2 presents the results for the case where εt is independent, i.e., it isMA(0). As expected,
the basic and the HC-lasso perform similarly in terms of model selection. In comparison to the HAC-
lasso estimators they select more variables and in particular more falsely included predictors. The
HAC-lasso estimators perform worse in terms of missing out relevant predictors (false negatives). It
is interesting to note that while there is almost no difference between the HAC-lasso with bandwidth
4 and 8, the HC-lasso misses three times as many relevant variables as the simple one. The bias,
RMSE and RMSFE are similar within the two groups, whereas it is larger for the HAC-lasso
estimators. Due to the better selection performance of the simple and HC-lasso, this behaviour was
expected.

In the next set of results, we consider the case where εt is dependent. We set the order of the MA
process to q = 4 and q = 8, as shown in Tables 1.3 and 1.4. In this setting, the HAC-lasso estimators
should perform better than their counterparts that assume independence. Indeed, the HAC-lasso
estimator outperforms the basic rigorous lasso and HC-lasso estimator in terms of selecting wrongly
predictors (false positives), but is still more likely to falsely exclude predictors. The bias for all the
rigorous lasso estimators is close, while the RMSE and RMSFE are lower for the non-HAC-lasso
estimators. The cross-validated lasso selects more predictors than the rigorous lasso. This comes
with the benefit of almost always correctly selecting the predictors that are in the model, but at
the cost of incorrectly selecting many additional irrelevant predictors. This unconservative selection
leads to a lower bias, RMSE and RMSFE. Thus is terms of prediction the cross-validated lasso
performs better than the basic, HC- and HAC-lasso, but worse in terms of model selection.

[TABLE 1.3 HERE]

[TABLE 1.4 HERE]

The Monte Carlo simulation also allows to assess the computational costs of each estimation
method. The average run time and the standard deviation for each of the estimators are shown in
Table 1.5. There are small differences in computation time as we move from the simple rigorous
lasso to the HAC-lasso for with a bandwidth of 8; the HAC(8) lasso is about 30% slower than
the simple rigorous lasso that assumes homoskedasticity. Unsurprisingly, the cross-validated lasso
comes with a far higher computational cost: in these examples it is over 400 times slower than the
slowest rigorous lasso estimator, the HAC(8) lasso. The standard deviation for rlasso is small and
almost negligible, implying that the run time of the estimator is identical across the Monte Carlo
draws. The standard deviation for the cross-validated lasso is much larger implying a variation of
more than a second across draws.
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Monte Carlo Tables
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σ Rigorous lasso CV lasso Oracle
Bandwidth Basic HC HAC(4) HAC(8) - -

Se
le
ct
ed

ŝ 0.5 7.30 6.95 4.43 5.26 32.99 -
1.0 7.38 7.08 4.51 5.44 25.38 -
2.0 7.26 6.95 4.53 5.31 26.40 -
3.0 7.38 7.13 4.48 5.33 26.85 -
5.0 7.35 7.00 4.49 5.20 27.10 -

Fa
ls
e
po

s. 0.5 2.56 2.71 1.92 2.86 27.99 -
1.0 2.67 2.82 2.04 3.06 20.38 -
2.0 2.57 2.72 2.01 2.90 21.40 -
3.0 2.66 2.82 1.94 2.88 21.85 -
5.0 2.62 2.77 1.96 2.79 22.14 -

Fa
ls
e
ne

g. 0.5 0.27 0.76 2.49 2.60 0.00 -
1.0 0.29 0.74 2.53 2.63 0.00 -
2.0 0.31 0.77 2.48 2.58 0.00 -
3.0 0.28 0.69 2.46 2.56 0.00 -
5.0 0.27 0.77 2.47 2.58 0.04 -

B
ia
s

0.5 2.340 2.858 4.143 4.322 1.823 0.510
(0.991) (1.755) (3.598) (3.856) (2.650) -

1.0 2.341 2.833 4.205 4.581 1.411 0.508
(1.052) (1.737) (3.698) (3.947) (1.922) -

2.0 2.374 2.886 4.180 4.355 1.451 0.513
(1.065) (1.772) (3.644) (3.851) (2.039) -

3.0 2.331 2.832 4.128 4.312 1.440 0.510
(1.024) (1.664) (3.557) (3.821) (1.986) -

5.0 2.335 2.859 4.136 4.276 1.523 0.515
(1.009) (1.778) (3.610) (3.848) (2.105) -

R
M
SE

0.5 1.570 1.787 2.556 2.498 0.902 0.973
(1.050) (1.271) (2.051) (2.078) (0.842) -

1.0 1.554 1.758 2.561 2.495 0.953 0.970
(1.053) (1.251) (2.054) (2.073) (0.879) -

2.0 1.567 1.777 2.534 2.475 0.933 0.971
(1.063) (1.275) (2.034) (2.053) (0.861) -

3.0 1.566 1.774 2.562 2.498 0.954 0.975
(1.057) (1.246) (2.055) (2.068) (0.871) -

5.0 1.565 1.781 2.545 2.478 0.990 0.972
(1.053) (1.279) (2.047) (2.069) (0.909) -

R
M
SF

E

0.5 2.078 2.425 3.304 3.347 0.898 0.970
(1.352) (1.814) (3.038) (3.110) (0.843) -

1.0 2.072 2.407 3.325 3.401 0.938 0.974
(1.382) (1.812) (3.062) (3.123) (0.866) -

2.0 2.094 2.438 3.310 3.341 0.929 0.974
(1.395) (1.830) (3.041) (3.093) (0.869) -

3.0 2.073 2.408 3.303 3.342 0.943 0.971
(1.369) (1.758) (3.016) (3.102) (0.866) -

5.0 2.093 2.447 3.333 3.354 0.980 0.968
(1.373) (1.836) (3.055) (3.126) (0.900) -

Notes: ŝ denotes the number of selected variables excluding the constant. ‘False pos.’ and ‘False neg.’ denote
the number of falsely included and falsely excluded variables, respectively. ‘Bias’ is the `1-norm bias defined as∑

j
|β̂j − βj | for j = 1, . . . , p. ‘RMSE’ is the root mean squared error (a measure of in-sample fit) and ‘RMSFE’

is the root mean squared forecast error (a measure of out-of-sample prediction performance); see equation (1.32).
Post-estimation OLS results are shown in parentheses if applicable. cvlasso results are using one-step-ahead CV,
a fixed window size and a holdout sample of 10 observations. The oracle estimator applies OLS to all predictors
in the true model (i.e., variables 1 to s). Thus, the false positive and false negative frequency is zero by design for
the oracle. The number of replications is 1,000 for rlasso, the oracle estimator and 100 for cvlasso.

Table 1.2: Monte Carlo simulation for p = 100, s = 5 and q = 0.
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σ Rigorous lasso CV lasso Oracle
Bandwidth Basic HC HAC(4) HAC(8) - -

Se
le
ct
ed

ŝ 0.5 8.42 7.72 3.56 4.64 56.50 -
1.0 8.32 7.64 3.61 4.66 57.67 -
2.0 8.39 7.70 3.68 4.85 55.34 -
3.0 8.35 7.52 3.55 4.65 56.19 -
5.0 8.44 7.69 3.65 4.83 58.78 -

Fa
ls
e
po

s. 0.5 4.73 4.43 1.80 2.95 51.51 -
1.0 4.63 4.38 1.86 2.93 52.73 -
2.0 4.68 4.44 1.93 3.11 50.34 -
3.0 4.68 4.33 1.85 2.94 51.22 -
5.0 4.68 4.38 1.84 3.09 53.79 -

Fa
ls
e
ne

g. 0.5 1.31 1.71 3.24 3.31 0.01 -
1.0 1.31 1.74 3.25 3.27 0.06 -
2.0 1.30 1.74 3.24 3.26 0.00 -
3.0 1.33 1.81 3.30 3.29 0.03 -
5.0 1.24 1.69 3.19 3.26 0.01 -

B
ia
s

0.5 4.067 4.242 4.646 4.919 6.749 1.582
(3.834) (4.167) (4.614) (4.997) (8.752) -

1.0 4.038 4.202 4.664 4.862 7.152 1.567
(3.798) (4.141) (4.656) (4.932) (9.172) -

2.0 4.003 4.171 4.655 4.974 6.912 1.544
(3.767) (4.124) (4.651) (4.957) (8.828) -

3.0 4.033 4.208 4.675 5.147 7.007 1.578
(3.821) (4.164) (4.689) (4.944) (8.750) -

5.0 4.004 4.183 4.650 4.966 7.262 1.556
(3.759) (4.084) (4.562) (4.965) (9.259) -

R
M
SE

0.5 2.526 2.609 3.302 3.157 1.263 2.073
(1.843) (1.994) (2.718) (2.686) (1.105) -

1.0 2.538 2.620 3.321 3.170 1.247 2.083
(1.845) (2.011) (2.728) (2.695) (1.111) -

2.0 2.513 2.598 3.304 3.149 1.313 2.057
(1.828) (1.988) (2.703) (2.673) (1.149) -

3.0 2.526 2.615 3.306 3.165 1.290 2.061
(1.840) (2.010) (2.725) (2.699) (1.122) -

5.0 2.507 2.605 3.305 3.165 1.223 2.060
(1.819) (1.985) (2.708) (2.687) (1.099) -

R
M
SF

E

0.5 3.621 3.723 4.090 4.129 1.222 2.052
(3.388) (3.574) (4.050) (4.110) (1.089) -

1.0 3.660 3.757 4.140 4.160 1.248 2.070
(3.424) (3.599) (4.084) (4.137) (1.110) -

2.0 3.641 3.742 4.125 4.169 1.275 2.068
(3.401) (3.587) (4.081) (4.116) (1.137) -

3.0 3.642 3.744 4.121 4.189 1.291 2.062
(3.410) (3.614) (4.107) (4.138) (1.131) -

5.0 3.649 3.760 4.150 4.189 1.202 2.077
(3.380) (3.576) (4.091) (4.161) (1.095) -

Notes: See also notes in Table 1.2.

Table 1.3: Monte Carlo simulation for p = 100, s = 5 and q = 4.
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σ Rigorous lasso CV lasso Oracle
Bandwidth Basic HC HAC(4) HAC(8) - -

Se
le
ct
ed

ŝ 0.5 9.75 8.93 3.69 4.39 61.44 -
1.0 9.42 8.52 3.63 4.63 59.98 -
2.0 9.45 8.57 3.51 4.30 56.43 -
3.0 9.60 8.69 3.70 4.61 60.78 -
5.0 9.52 8.71 3.61 4.40 64.20 -

Fa
ls
e
po

s. 0.5 6.47 6.02 2.31 3.07 56.45 -
1.0 6.26 5.76 2.30 3.30 55.06 -
2.0 6.25 5.74 2.14 2.96 51.51 -
3.0 6.42 5.90 2.29 3.25 55.86 -
5.0 6.25 5.81 2.19 3.04 59.24 -

Fa
ls
e
ne

g. 0.5 1.72 2.09 3.62 3.68 0.01 -
1.0 1.84 2.24 3.66 3.66 0.08 -
2.0 1.80 2.17 3.63 3.65 0.08 -
3.0 1.81 2.21 3.59 3.63 0.08 -
5.0 1.73 2.10 3.58 3.64 0.04 -

B
ia
s

0.5 4.718 4.855 4.945 5.190 8.999 2.298
(5.105) (5.347) (5.452) (5.746) (10.989) -

1.0 4.758 4.869 4.981 5.369 8.497 2.259
(5.199) (5.392) (5.480) (5.747) (10.596) -

2.0 4.695 4.797 4.930 5.176 8.127 2.267
(5.141) (5.301) (5.360) (5.657) (10.235) -

3.0 4.720 4.849 4.948 5.306 8.972 2.281
(5.169) (5.365) (5.443) (5.742) (11.134) -

5.0 4.668 4.780 4.916 5.183 9.379 2.270
(5.064) (5.262) (5.331) (5.684) (11.305) -

R
M
SE

0.5 2.718 2.800 3.663 3.537 1.339 2.686
(1.942) (2.101) (3.008) (3.013) (1.174) -

1.0 2.725 2.813 3.652 3.499 1.398 2.701
(1.960) (2.135) (3.019) (2.983) (1.239) -

2.0 2.731 2.808 3.679 3.546 1.451 2.681
(1.952) (2.118) (3.043) (3.012) (1.246) -

3.0 2.700 2.788 3.621 3.497 1.404 2.686
(1.932) (2.103) (2.979) (2.964) (1.233) -

5.0 2.714 2.801 3.663 3.520 1.296 2.664
(1.944) (2.106) (3.015) (2.995) (1.144) -

R
M
SF

E

0.5 4.323 4.401 4.660 4.695 1.306 2.678
(4.305) (4.440) (4.796) (4.849) (1.156) -

1.0 4.415 4.490 4.727 4.785 1.367 2.678
(4.429) (4.550) (4.881) (4.925) (1.200) -

2.0 4.369 4.437 4.710 4.754 1.388 2.675
(4.354) (4.480) (4.842) (4.914) (1.243) -

3.0 4.328 4.401 4.649 4.726 1.384 2.660
(4.348) (4.462) (4.815) (4.870) (1.221) -

5.0 4.371 4.440 4.707 4.756 1.274 2.672
(4.354) (4.470) (4.814) (4.912) (1.148) -

Notes: See also notes in Table 1.2.

Table 1.4: Monte Carlo simulation for p = 100, s = 5 and q = 8.
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Method Stata Call Seconds
Average SD

Rigorous lasso
Basic rlasso y x∗ 0.032 0.004
HC rlasso y x∗, robust 0.033 0.005
HAC(4) rlasso y x∗, robust bw(4) 0.035 0.004
HAC(8) rlasso y x∗, robust bw(8) 0.042 0.004

Cross-validated cvlasso y x∗, rolling fixedwindow 17.358 1.38
PC specification: Intel Core i5-7500 with 8GB RAM, Windows 10
and Stata 15.1.

Table 1.5: Average run times with p=100.
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1.8 Application to Nowcasting

In this section, we illustrate how the properties of the HAC-lasso and AC-lasso estimators are
particularly useful for model consistency for fore- and nowcasting and that it produces competitive
nowcasts at low computational cost.

The objective of nowcast models is to produce ‘early’ forecasts of the target variable which
exploits the real time data publication schedule of the explanatory data set. Such real time data
sets are usually in higher frequency and are published with a considerably shorter lag than the
target variable of interest. Nowcasting is particularly relevant for central banks and other policy
environments where key economic indices such as GDP or inflation are published with a lag of up
to 7 weeks with respect to their reference period.18 In order to conduct informed forward-looking
policy decisions, policy makers require accurate nowcasts where it is now common to combine, next
to traditional macroeconomic data, ever more information from Big Data sources such as internet
search terms, satellite data, scanner data, etc. (Buono et al., 2018).

A data source which has garnered much attention in the recent nowcast literature is Google
Trends (GT), Google’s search term indices. GT provides on a scale of 1 to 100, for a given time
frame and location, the popularity of certain search terms entered into the Google search engine.
Due to their timeliness as compared to conventional macro data and ability to function as an index
of sentiment of demand and supply (Scott and Varian, 2014), they have celebrated wide spread
use in nowcasting applications in many disparate fields of economics (see Choi and Varian, 2012,
and Li, 2016, for surveys). They have proven especially useful in applications where searches are
directly related to the variable of interest, such as unemployment data where internet search engines
provide the dominant funnel through which job seekers find jobs (Smith, 2016). Only recently has
Google Trends been applied to nowcasting such aggregate economic variables as GDP (Kohns and
Bhattacharjee, 2019).

Since the policymaker, in addition to the accuracy of the nowcast, is also interested in the
interpretation of why the release of new information contributes to the fit in the nowcast, the
nowcast methodology should ideally be model consistent and offer a high degree of interpretability.
The HAC-lasso estimator is well-suited to the nowcasting setting, because of its features of model
consistency, robustness to heteroskedasticity and serial correlation, and computational speed. In
the nowcasting applications, we are interested in exploiting short-term fluctuations (monthly or
quarterly) of our regressor set for forecasting, and we assume that the unmodelled serial correlation
in the disturbance term can be ignored after a relatively short period. We select the appropriate
MA order in the HAC-lasso on this basis below.

Besides the problems of high dimensionality and model consistency under sparsity, from the
methodological standpoint in nowcasting there is the issue of mixed frequency and asynchronous
data publications (ragged edges). Here, we take the approach of Kohns and Bhattacharjee (2019),
who use U-MIDAS sampling. The MIDAS approach, as originally popularised by Ghysels et al.
(2004), utilises additive distributed lag (ADL) functions as kernels such as the Almon or Beta
function, to allow for a parsimonious way in bridging high frequency observations to lower frequency
target data. Foroni and Marcellino (2015) show in simulations as well as a nowcasting exercise on
U.S. GDP growth that if the frequency mismatch between the lower frequency and higher frequency
18 The exact lag in publications of GDP and inflation depends as well on which vintage of data the econometrician
wishes to forecast. Since early vintages of aggregate quantities such as GDP can display substantial variation
between vintages, this is not a trivial issue.
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variable is not too large, such as in a quarterly to monthly mismatch, leaving the intra-period
coefficients unconstrained can increase forecasting fit. To illustrate loosely how higher frequency
explanatory data is treated in the U-MIDAS approach, we represent this for a single regressor in
monthly frequency and a quarterly dependent variable below:

y1stquarter | xMar xFeb xJan
y2ndquarter | xJun xMay xApr

. | . . .

. | . . .

. | . . .

 (1.33)

Since the objective of this study - to recover the consistent model under sparsity in high dimen-
sional nowcast settings - is closest in spirit to the paper by Kohns and Bhattacharjee (2019), we
base our empirical exercise on the same data. The dataset is composed of a monthly macro dataset
and a monthly Google Trends dataset, which together are used to nowcast real quarterly US GDP
growth.

A few methodological differences should be stressed here: (1) While the HAC-lasso assumes
sparsity or approximate sparsity in the DGP, the spike-and-slab estimator, as used by Kohns and
Bhattacharjee (2019), is agnostic about the degree of sparsity. This is achieved by separating variable
selection from shrinkage of the parameter covariance through two different hyperparameters. Since,
arguably, macro data sets are traditionally modeled as dense (e.g. Stock et al., 2002; Mol et al.,
2009) and Big Data as sparse (e.g. Giannone et al., 2018; Buono et al., 2018), resulting sparse
models could be an artefact of the prior degree of shrinkage imposed (Giannone et al., 2018).
Theoretically, as well as empirically, it is uncertain which representation sparse estimators recover
when the DGP is dense or mixed. (2) Spike-and-slab, as opposed to lasso-style estimators, offers
shrinkage with positive probability. This follows from the fact that in Bayesian estimation lasso
regularisation is imposed through a double exponential Laplace prior. Hence, spike-and-slab allows
for exact shrinkage. (3) The spike-and-slab estimator is able to yield credible intervals around
the regression parameter means. This results from it being able to obtain fully tractable posterior
coefficient and variance distributions which allow also for predictive inference. With the HAC-lasso,
we only obtain point estimates of the coefficients.

1.8.1 Data

As early data vintages of U.S. GDP can exhibit substantial variation compared to final vintages
(Croushore, 2006; Romer and D.H., 2000; Sims, 2002), it is not trivial which data to use in evaluating
nowcast models on historical data. Further complications can arise through changing definitions or
methods of measurements of data (Carriero et al., 2015). However, as in our application, only a few
explanatory variables have recorded real time vintages (see Giannone et al., 2016) and our training
window is restricted to begin with 2004 only, since this is the earliest data point for the Google
Trends data base, we decided to use final vintages of our data. We therefore consider a pseudo-real
time data set: we use the latest vintage of data, but, at each point of the forecast horizon, we use
only the data published up to that point in time.
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The target variable for this application is deseasonalised U.S. real GDP growth (GDP growth)
of as downloaded from the FRED website. The deseasonalisation pertains here to the X-13-ARIMA
method and was performed prior to download from the FRED-MD website. As Google Trends are
only available from 01/01/2004-01/06/2019, at the time of download, the period under investigation
pertains to the same period in quarters (61 quarters). We have split the data set into a training
sample of 45 quarters (2004q2-2015q2) and a forecast sample of 15 quarters (2015q3-2019q1).

The macro data set pertains to an updated version of the data base of the seminal paper by
Giannone et al. (2016) (henceforth, ‘macro data’). It contains 13 time series which are closely
watched by professional and institutional forecasters (Giannone et al., 2016) such as real indicators
(industrial production, house starts, total construction expenditure etc.), price data (CPI, PPI, PCE
inflation), financial market data (BAA-AAA spread) and credit, labour and economic uncertainty
measures (volume of commercial loans, civilian unemployment, economic uncertainty index etc.)
(Giannone et al., 2016). Table 1.6 gives an overview over all data along with FRED codes.

Our sample of search terms comprises 27 Google Trends which have been chosen based on the
root term methodology as in Koop and Onorante (2019) and Bock (2018). In general, there is no
consensus on how to optimally pre-screen search terms for the final estimation. Methods which
have been proposed by the previous literature fall into: (i) pre-screening through correlation with
the target variable(e.g. Scott and Varian, 2014; Choi and Varian, 2012, and references therein)
or through cross-validation (Ferrara and Simoni, 2019), (ii) use of prior economic intuition where
search terms are selected through backward induction (e.g. Smith, 2016; Ettredge et al., 2005;
Askitas and Zimmermann, 2009), and (iii) root terms, which similarly specify a list of search terms
through backward induction, but additionally download “suggested” search terms from the Google
interface. This serves to broaden the semantic variety of search terms in a semi-automatic way.
From the authors’ perspective, the root term methodology currently provides the best guarantee
of finding economically relevant Google Trends, as methodologies based on pure correlation do not
preclude spurious relationships (Scott and Varian, 2014).

Since search terms can display seasonality, we deseasonalise all Google Trends by the Loess filter
which is implemented with the ‘stl’ command in R.19 Finally, our pseudo-real time calendar can be
found in Table 1.6 and has been constructed after the data’s real publication schedule. It comprises
in total 30 vintages which are estimated until the final GDP observation is released.

1.8.2 Results

Results for the in-sample HAC-lasso and AC-lasso estimations can be found in Table 7. The number
appended to model name (H)AC refers to the MA order of the disturbance εt assumed for consistent
estimation of the penalty loadings. As noted above, we assume that the autocorrelation in the scores
does not persist for long periods. We select the appropriate order in the HAC-lasso to be 4 and
8. Hence, we robustify the penalty loadings for the scores with respect to MA terms of quarterly
growth for an entire year back and up to 2 years, including the current quarter.
19 To mitigate any inaccuracy stemming from sampling error, we downloaded the set of Google Trends seven
times between 01/07-08/07/2019 and took the cross-sectional average. Since we used the same IP address and
googlemail account, there might still be some unaccounted measurement error which could be further mitigated
by using web-crawling.
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Vintage Timing Release Variable Name Pub. lag Transformation FRED Code
1 Last day of month 1 Fed. funds rate & credit spread fedfunds & baa m 3 FEDFUNDS & BAAY10
2 Last day of month 1 Google Trends m 4 -
3 1st bus. day of month 2 Economic Policy Uncertainty Index uncertainty m-1 1 USEPUINDXM
4 1st Friday of month 2 Employment situation hours & unrate m-1 2 AWHNONAG & UNRATE
5 Middle of month 2 CPI cpi m-1 2 CPI
6 15th-17th of month 2 Industrial Production indpro m-1 2 INDPRO
7 3rd week of month 2 Credit & M2 loans & m2 m-1 2 LOANS & M2
8 Later part of month 2 Housing starts housst m-1 1 HOUST
9 Last week of month 2 PCE & PCEPI pce & pce2 m-1 2 PCE & PCEPI
10 Last day of month 2 Fed. funds rate & credit spread fedfunds & baa m 3 FEDFUNDS & BAAY10
11 Last day of month 2 Google Trends m 4 -
12 1st bus. day of month 3 Economic Policy Uncertainty Index uncertainty m-1 1 USEPUINDXM
13 1st bus. day of month 3 Construction starts construction m-2 1 TTLCONS
14 1st Friday of month 3 Employment situation hours & unrate m-1 2 AWHNONAG & UNRATE
15 Middle of month 3 CPI cpi m-1 2 CPI
16 15th-17th of month 3 Industrial Production indpro m-1 2 INDPRO
17 3rd week of month 3 Credit & M2 loans & m2 m-1 2 LOANS & M2
18 Later part of month 3 Housing starts housst m-1 1 HOUST
19 Last week of month 3 PCE & PCEPI pce & pce2 m-1 2 PCE & PCEPI
20 Last day of month 3 Fed. funds rate & credit spread fedfunds & baa m 3 FEDFUNDS & BAAY10
21 Last day of month 3 Google Trends m 4 -
22 1st bus. day of month 4 Economic Policy Uncertainty Index uncertainty m-1 1 USEPUINDXM
23 1st bus. day of month 4 Construction starts construction m-2 1 TTLCONS
24 1st Friday of month 4 Employment situation hours & unrate m-1 2 AWHNONAG & UNRATE
25 Middle of month 4 CPI cpi m-1 2 CPI
26 15th-17th of month 4 Industrial Production indpro m-1 2 INDPRO
27 3rd week of month 4 Credit & M2 loans & m2 m-1 2 LOANS & M2
28 Later part of month 4 Housing starts housst m-1 1 HOUST
29 Last week of month 4 PCE & PCEPI pce & pce2 m-1 2 PCE & PCEPI
30 Later part of month 5 Housing starts housst m-2 1 HOUST

Table 1.6: Pseudo real time calendar based on actual publication dates. Transformation: 1 = monthly
change, 2 = monthly growth rate, 3 = no change, 4 = LOESS decomposition. Pub. lag: m = refers
to data for the given month within the reference period, m-1 = refers to data with a months’ lag to
publication in the reference period, m-2 = refers to data with 2 months’ lag to publication in the
reference period.

Variable AC-4 HAC-4 AC-8 HAC-8
Constant 2.167 2.4922 1.9097 2.2093
Baa-1 -0.2323 -0.282 -0.2208 -0.2452
GT-foreclosure-2 -0.0443 -0.0486
GT-jobless claims-1 -0.0078
GT-real gdp growth-0 -0.0233 -0.0272 -0.0212 -0.031
M2-0 -0.0073 -0.0082 -0.0066 -0.0075
PCE-2 0.3971
PCE2-1 -0.0655 0.1263
Unemployment Rate-0 -0.0189 -0.0341
Unemployment Rate-2 -0.0441 -0.0373

Table 1.7: Estimated coefficients of HAC-lasso and AC-lasso models. All estimations refer to post-
lasso OLS. The number appended to AC and HAC refers to the MA order of the disturbance εt
assumed for consistent estimation of the penalty loadings. The numbers appended to the variable
names refer to the month within the reference period as per Table 1.6.
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We find that the models select a very similar set of variables, where in particular the credit spread
variable BAA-1, the monthly M2-0 base money growth, and the Google search term ‘gdp-growth-
0’ feature consistently. Model sizes are also very similar with on average 6.5 regressors included.
Considering that the original regressor set includes 120 variables, the resulting model is indeed
sparse.

One of the main advantages over competing non-parametric machine learning methods, is that
the analytic lasso allows for a high degree of interpretability of the included regressors. And indeed,
most of the included variables have signs which correspond to economic intuition. For instance, an
increase in the credit spread, which in macro models is often used as a gauge of recessionary fears,
features with a negative sign in all the models. Similarly, unemployment rates are also predicted
to have a negative impact on GDP, as intuition suggests. Similarly to Kohns and Bhattacharjee
(2019), we also find that a particular subset of Google Trends improve fit, and more importantly
that these Google Trends cluster on topics of financial distress or recessionary fears. As economic
intuition would suggest an increase in recessionary fears has a negative impact on GDP growth.
This finding is supported in the broader Google Trends literature which finds that search terms are
a good gauge of future expectations of the variable under investigation.

Fig. 1.4: RMSFE of the models of table over 30 data vintages. Publication vintages of Google
Trends are highlighted with grey vertical bars.

Figure 1.4 shows the real-time root mean squared forecast error (RMSFE) of the lasso models
and of the SSVS estimator. To make the estimation procedures as comparable as possible, we use
the SSVS estimator of Kohns and Bhattacharjee (2019) with a prior model size of 12 in order to
enforce parsimony.
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The (H)AC-lasso models provide very similar and competitive nowcasts compared to the SSVS
estimator. An exception is provided by the HAC-lasso with 8 MA terms in early vintages. Since
it mostly selects variables which are published in the last month of a given reference period, its
forecasting performance in early vintages is worse than the other models. The fact that both methods
select in a very similar subset of regressors supports a clear sparse representation given that one is
willing to assume sparsity. In contrast to the SSVS estimator, which improves its nowcast accuracy
by 16% with the first publication of Google Trends (as indicated by the first grey vertical bar),
lasso models don’t improve their nowcasts with any Google Trends publication. Hence, most of
those models’ performance seems to be driven by the macro variables.

In general, these results are impressive keeping in mind that the sampling and re-sampling ap-
proach involved in Bayesian computation requires much longer time. Running the lasso models
takes 0.1-0.2 seconds, compared to 1-2 minutes with the SSVS, a speed advantage on the order of
500 times. A caveat that must be kept in mind, is that in contrast to the SSVS approach, one does
not receive any credible intervals around the parameter estimates.

To summarise, the results show that:

• The HAC-lasso recovers consistent with competing high dimensional estimators designed for time
series contexts sparse models which offer very competitive forecasts at a much lower computa-
tional time.

• Once all relevant macro data is out, all models offer similar nowcasting performance.

These results suggest that the HAC-lasso is a very efficient first regularisation tool for model
exploration in dependent time series contexts, which paired with its low computational time make
it a valuable extension for policy environments.
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