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Abstract. Neural networks have proven a successful AI approach in
many application areas. Some neural network deployments require low
inference latency and lower power requirements to be useful e.g. au-
tonomous vehicles and smart drones. Whilst FPGAs meet these require-
ments, hardware needs of neural networks to execute often exceed FPGA
resources.
Emerging industry led frameworks aim to solve this problem by com-
pressing the topology and precision of neural networks, eliminating com-
putations that require memory for execution. Compressing neural net-
works inevitably comes at the cost of reduced inference accuracy.
This paper uses Xilinx’s FINN framework to systematically evaluate the
trade-off between precision, inference accuracy, training time and hard-
ware resources of 64 quantized neural networks that perform MNIST
character recognition.
We identify sweet spots around 3 bit precision in the quantization design
space after training with 40 epochs, minimising both hardware resources
and accuracy loss. With enough training, using 2 bit weights achieves
almost the same inference accuracy as 3-8 bit weights.

Keywords: Deep learning · Neural networks · Quantization · FPGA.

1 Introduction

Neural networks have proved successful for many domains including image recog-
nition, autonomous systems and language processing. GPUs are often used to
train and test neural networks, since GPUs offer highest peak performance com-
pared with CPUs and FPGAs. Due to their specialised support for floating-point
arithmetic operations, GPUs can deliver the highest arithmetic performance for
32 bit floating point neural network inference. However, the use of GPUs oper-
ating at 200+ Watts is becoming prohibitively expensive for energy use, e.g. the
carbon footprint of state-of-the-art AI algorithms performed by GPUs is about
five times the lifetime emissions of an average car [16].

Compared with GPUs and CPUs, peak performance of FPGAs becomes com-
petitive for fixed-point representations [24], which are used in quantized neural
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networks. Special purpose FPGA based accelerators significantly increase infer-
ence speed which is useful in domains like stock market trading and autonomous
vehicles, and reduce energy requirements useful for remote computer vision on
smart sensors and drones where access to power is scarce.

Models trained on a GPU have a memory footprint that is too large for
FPGAs. This prohibits the use of FPGA accelerators for executing full precision
neural networks because they have limited hardware resources for storage and
computation. Worse still, neural networks for these domains have grown from
single hidden layer topologies with several hundred weights, to deep models
with more than one hundred hidden layers with millions of weights, meaning
their memory resource requirements is increasing with state-of-the-art models.
Quantized fixed point representation can significantly reduce power and resource
costs, e.g. [4] reports ×0.164 area and ×0.136 power costs with a 16-bit multiplier
compared with a 32-bit multiplier for neural networks.

Neural network performance is often measured by its inference accuracy on
unseen inputs. Other performance metrics become important when resource con-
strained accelerators are to be used:

– Throughput How many achievable inferences per unit of time.
– Latency The time to infer.
– Energy The energy consumed by the processor.
– Compression ratio A ratio between an original model size before and after

compression algorithms are applied.
– Training time The time needed to obtain a neural network with acceptable

inference accuracy.
– Robustness The robustness of the network when confronted with adversar-

ial perturbated inputs.

Two motivations for compressing neural networks is speed and energy efficiency:

1. Speed Many neural network layers are bandwidth bound. This introduces
latency that dominates execution time because most time is spent to bring
data to processors rather than performing computation. Effective pruning
algorithms remove weights and layers entirely without adversly affecting ac-
curacy, reducing memory access and thus reducing latency.

2. Energy efficiency It costs orders-of-magnitude more energy to access off-
chip DDR memory compared to on-chip memory e.g. SRAM, BRAM and
cache memory. Fitting weights into on-chip memories reduces frequency of
energy inefficient off-chip memory accesses.

Neural network compression methods reduce both the memory size and com-
putation time. The result of compression is neural networks with smaller spacial
complexity, and low precision arithmetic operations that are cheaper to compute.

Several industry led neural network compression tools have recently emerged.
Google’s Tensorflow Lite is a framework that uses quantization-aware training [1]
to quantize full precision models into 8 bit versions. Intel’s Distiller [29] is a
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Python framework for compressing neural networks specified in PyTorch, with
support for pruning and quantization.

There are several neural network frameworks for FPGAs. FPGAConvNet [23]
supports convolutional neural netwoks (CNNs) but does not support quantiza-
tion. Caffeinated FPGA [7] is an extension of the Caffe framework for compiling
convolutional neural networks (CNNs) to FPGAs and supports binarization but
not quantization. ReBNet [10] is a more general framework, supporting neural
network types other than just CNNs, but is restricted to binarized networks and
is not actively maintained.

Xilinx’s FINN is another general framework for neural networks of various
types to FPGAs. FINN initially supported binarized neural networks [22], then
was extended for quantized networks [3] and Long-Short Term Memory Neural
Networks (LSTM) [20].

Neural network throughput improvements can be achieved by reducing FPGA
resource use e.g. [28]. Our paper relies on this assumption about throughput
speedups, and instead focuses on the trade-off between accuracy and FPGA re-
source requirements. Rather than pruning, it explores the design space granted
by FINN’s ability to independently quantize weights and activation functions of
multilayer perceptron (MLP) neural networks, with arbitrary bit-width values
between 1 and 8.

The most closely related work to our systematic evaluation in Section 3 is [21],
which evaluates the trade-offs between accuracy, throughput and hardware effi-
ciency for 1, 2, 4, 8, 16 bit quantized and 32 bit full precision neural networks
with FINN. Our paper extends this work in two ways. 1) Measuring impact of
training time on the accuracy of quantized neural networks with 10, 20, 30, 50
and 100 epochs. 2) A more fine grained evaluation for 1..8 bit precision varying
activation function precision and weight precision independently of each other,
i.e. measuring training time, accuracy and hardware efficiency trade-offs across
64 quantized neural networks.

Contributions The paper makes the following contributions:

– Evaluation of the inference accuracy for 64 quantized neural networks with
1-8 bit weights and activation function precision (Section 3.3).

– Evaluation of the effect that increased training time has on the accuracy of
these quantized neural networks (Section 3.4).

– Evaluating the cost of LUTs, FFs and BRAMs for these quantized neural
networks (Section 3.4).

– A relative performance comparison across diferent quantized neural networks
showing the trade-off between required hardware resources and accuracy
(Section 3.5).
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2 Background: FINN

2.1 FINN Workflow

This section describes the workflow of the FINN framework. Our experiments
in Section 3 assess very low precision neural networks, i.e. reducing precision
from 32 bits to 1-8 bits to fit within the resource constraints of FPGAs. As such,
quantization aware training is used.

Each experiment uses the following process:

1. Prepare Import training and testing data as numpy arrays and the Theano [2]
model described in Section 3.1.

2. Train Set the precision for both parameters, chose the training time and
training parameters. Once training is complete, we obtain a list of numpy
arrays that correspond to the quantized trained weights. At this point we
obtain the accuracy performance.

3. Hardware generation Numpy arrays are converted from floating point
values into binary values and packed into binary files, and FINN compiles
the quantized neural network to synthesisable C++.

4. Synthesize hardware Use HLS synthesis to obtain an estimation of the
resources required.

2.2 Quantization

Quantization Quantization [12] shifts values from 32 bit floating point con-
tinuous values to reduced bit discrete values. In a neural network, weights
between neurons and activiation functions can be quantized.

Binarization Binarization [6] is a special case of quantization that represents
weights and/or activation function outputs with a single bit. These methods
replace arithmetic operation with bit-wise operations, reducing the energy
consumption and memory requirements.

Quantized neural networks can signifiantly outperform binarized neural net-
works and can compete with the accuracy of full precision models [12].

Another neural network compression approach is weight reduction. Weight
reduction keeps a high bit precision for preserved weights while removing unim-
portant parameters in the network, examples are pruning [11] and weight shar-
ing [5]. Pruning keeps only the most useful connections between nodes. Weight
sharing packs groups of weights together given they have similar values. A com-
plete study of approximating neural network approaches is in [25].

2.3 Quantization for Training in FINN

FINN trains a neural network at the Python level with Theano, before gen-
erating synthesisable C++ for hardware. The weights and activation functions
during training in Python operate on floating point values but Python func-
tions simulate quantization to limit weights and activation function outputs to
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discrete values permitted by the chosen quantization configuration. When gen-
erating hardware, the arithmetic precision of weights and activation functions in
the C++ match the quantized bit widths simulated during training.

Weight Binarization for Training Binarization transforms every weight into
either a 1 or -1 value. Binarization is shown in Equation 1, which corresponds to
the FINN implementation in Figure 1. The output of the approximate sigmoid
function hard sigmoid is rounded to the nearest integer to shift the range of
values before binarization. This function is monotonic in the interval [0;1], thus
preserving the order of its domain. The value is rounded to either 0 or 1 and
then it set to either -1 or 1.

BinariseWeight(x) =

{
1 if ‖(hard sigmoid(x))‖ > 0.5

−1 otherwise
(1)

1 class QuantizationBinary(object ):
2 def __init__(self , scale =1.0):
3 self.scale = scale
4 self.min = -scale
5 self.max = scale
6
7 def quantizeWeights(self , X):
8 Xa = hard_sigmoid(X / self.scale)
9 Xb = Theano.round(Xa)

10 return Theano.switch(Xb,self.scale ,-self.scale)

The choice is either -1
or 1 for binarization

The range is converted to
[0;1] and then to -1 or 1

Fig. 1: Weight Binarization in FINN for Training

Weight Quantization for Training FINN discretises the range of full preci-
sion values by rounding to a close neighbour using fixed point quantization. The
min and max values for the quantization range are related to the quantization
precision n, and they are defined by:

max = 2− 1

2n−2
min = −2 +

1

2n−2

The quantization formula for x ∈ [min;max] is shown in Equation 2.

QuantiseWeights(x) =
bx2n + 2n−1 − 1c

2n−2
− 2 +

1

2n−2
(2)

Table 1 shows examples of quantized values with min = −2 and max = 2
with 2n − 1 values in this interval. The values are all strictly positive but the
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Value
Precision (bits)

1 2 3 4 5 6 7 8

0.136 1 0 0 0.25 0.125 0.125 0.125 0.140625
0.357 1 0 0.5 0.25 0.375 0.375 0.34375 0.359375
0.639 1 1 0.5 0.75 0.625 0.625 0.625 0.640625
1.135 1 1 1 1.25 1.125 1.125 1.125 1.140625
2 1 1 1.5 1.75 1.875 1.9375 1.96875 1.984375

Table 1: Example of quantized weights

quantization range is symmetric. The step between each quantized value is 1
2n−2 .

When n increases, the number of quantized values increase and we can obtain
values close to the upper and lower bound of the interval.

Activation Function Quantization for Training The quantization of ac-
tivation functions works similarly to weight quantization. Figure 2 shows the
Python used to simluate a binarized tanh function. The round3 function used
on line 5 is from [6], which approximates standard activation functions for deep
learning algorithms. All quantized functions are strictly increasing and differen-
tiable.

1 def hard_sigmoid(x):
2 return Theano.clip((x+1.)/2. ,0 ,1)
3
4 def binary_tanh_unit(x):
5 return 2.* round3(hard_sigmoid(x))-1

returns the result of the
binarized tanh function

Fig. 2: Activation Function Binarization in FINN for Training

For the quantized hyperbolic tangent function tanh(x) = ex−e−x

ex−+e−x , the range
of values in Table 1 is optimal because it has two asymptotes that goes towards
-1 and 1, e.g. tanh(2) = 0.964. The saturation plateau of the activation function
is almost attained. Figure 3 shows the shape of tanh for different quantization
precisions.

3 Evaluation

For 64 neural network quantization weight and activiation function configura-
tions, the evaluation in this section measures:

1. Absolute accuracy and hardware resource costs of the 64 quantized neural
networks (Sections 3.3 and 3.4).

2. Relative performance comparison of accuracy and hardware resource costs
of these neural networks (Section 3.5).
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Fig. 3: Hyperbolic tangent with different quantization configuration

3.1 Neural Network Topology

Figure 4 shows the multilayer perceptron model used in the experiments. It is
presented as Python code with Theano and Lasagne [8] libraries, to illustrate
how quantized neural networks are constructed programmatically as input to the
FINN framework. The input layer consists of 784 neurons that represent the 784
pixels from MNIST dataset [14] (28×28 grayscale images). The output layer has
10 neurons, one for each of the 10 possible classifications for recognised digits.

Between the input and output layers are three fully connected hidden layers
that have all 1024 neurons, each using the same activation function, the hyper-
bolic tangent. The weight quantization is specified on line 10 and the activation
function on line 16. The activation function quantization is defined in its con-
structor, elsewhere. Dropout layers (lines 6 and 22) are only used for training as
a means of regularisation, and are not included in the generated hardware. This
layer randomly removes some connections between two layers at each training
batch to avoid overfitting and obtain a model that can generalize on new data.

Batch normalisation is used on the trained model, in the hidden layers (line
18) and as the last layer (line 31). Trained parameters from the BatchNormaLayer
layers are included in synthesisable C++ for deployment to an FPGA. Batch
normalisation is a stochastic operation that generally improves the speed and
performance of a network. Lasagne’s normalization is based on the following:

y =
x− µ√
σ2 + ε

∗ γ + β

where µ is the current batch input x, σ is the variance of the current batch input
x, ε is a small variable to avoid numerical discontinuty, γ is the average statistic
computed during training time and β is the average statistic computed during
training time. On line 31, alpha is the exponential moving average factor which
is calculated during training time but also initiated by the user. These values
are used during testing, and are also included as constants in the C++ to deploy
the quantized neural network to an FPGA.
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1 mlp = InputLayer(shape =(None , 1, 28, 28),
2 input_var=input)
3
4
5
6 mlp = DropoutLayer(mlp ,p=dropout_in)
7
8 for k in range(n_hidden_layers ):
9 mlp = qn.DenseLayer(mlp ,

10 quantization=weight_quant ,
11 W_LR_scale=W_LR_scale ,
12 nonlinearity=identity
13 num_units =1024)
14
15 mlp = NonlinearityLayer(mlp ,
16 nonlinearity=activation_function)
17
18 mlp = BatchNormLayer(mlp ,
19 epsilon=epsilon ,
20 alpha=alpha)
21
22 mlp = DropoutLayer(mlp ,
23 p=dropout_hidden)
24
25 mlp = qn.DenseLayer(mlp ,
26 quantization=weight_quant ,
27 W_LR_scale ,
28 nonlinearity=identity ,
29 num_units=num_outputs)
30
31 mlp = BatchNormLayer(mlp ,epsilon ,alpha)

Fig. 4: Quantized Neural Network Model Expressed in Python

Input size fits a
28*28 pixels image

Reduce overfitting during training
with dropout regularization

Enhanced DenseLayer function from
Lasagne that uses quantized weight

Quantized activation function
a custom hyperbolic tangent

Improves speed and stability
with normalized inputs

Regularization of the hidden layers

Output layer

3.2 Measurements Platform

The training is done using 50000 images from the MNIST dataset. A validation
dataset of 10000 images is then used to minimise overfitting. Finally, accuracy is
measured over a testing dataset. FINN’s backend converts the model (specifically,
numpy arrays) to a binary weight file and a synthesisable C++ implementation
for hardware.

Our experiments target the mid-range Xilinx Zynq Z7020 device with 53k
LUTs, 106k FFs and 4.9Mb BRAM. Of the 64 quantized neural networks, only
four actually fit on this FPGA, validating the need for aggressive compression
approaches such as quantization, on relatively small FPGA devices.

The software and library versions used in the experiments are Vivado 2018.3,
Python 2.7.15 with Numpy 1.15, Scipy 0.19.1, Theano 0.9.0, and Lasagne 0.2.

3.3 Absolute Accuracy Performance

Each of the 64 neural networks is labelled with a quantized weight W-X and
quantized activation function A-Y with X,Y ∈ [1; 8]. Accuracy is measured
after 10, 20, 30, 50 and 100 epochs.



Trade-Offs for Quantized Neural Networks on FPGAs 9

Fig. 5: Accuracy of QNNs with Increasing Training

Figure 5 plots the inference error rate for each of the 64 quantized neural net-
works after training with 10, 20, 30, 50 and 100 epochs. Using 1-3 bits weights
has a noticeable effect on accuracy, i.e. between 3.9%-4.7% dropping down to
below 3.7% using 4 bits or more. Training further with 40-100 epochs shifts the
noticeable accuracy boundary to just 1 bit weight, meaning that with enough
training, 2 bit weights achieves almost the same inference accuracy as 3-8 bit
weights. The quantization of activation functions has a steady impact on accu-
racy, i.e. higher precision activation functions result in better accuracy, however,
this is not as dramatic as the impact that quantized weight precision has on ac-
curacy. With increased training time, the accuracy performance flattens, where
absolute difference in accuracy between the best and worst quantization config-
uration greatly diminishes. Also, we observe a major gap between 1 and 2 bit
weights versus 3-8 bit weights, especially for 10 and 20 epochs. Training beyond
40 epochs allows weights to be quantized from 3 to 2 bits without noticeable
accuracy loss.

3.4 Absolute Resource Utilisation Performance

This section evaluates the trade-off between quantized precision and hardware
resource use. The X axis is the number of bits for weights, the Y axis is the num-
ber of bits for the activation functions. The colour in the heat maps represents
the relative measurement of the respective performance metric compared to the
other 63 models.

Figure 6a shows that both weight precision and activation function precision
contribute evenly to LUTs costs. Figure 6b shows that the precision of activation
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(a) LUTs (b) FFs (c) BRAMs

Fig. 6: Hardware Resources Required for 64 Quantized Neural Networks

functions determines FF costs. While FFs and LUTs can store small amounts of
data, BRAMs have greater storage capacity and are used by hardware synthesis
tools for larger data structures such as arrays. Figure 6c shows that BRAM
consumption is determined exclusively by weight precision.

3.5 Relative Quantization Performance

Sections 3.3 and 3.4 present absolute performance values. This section evaluates
the relative performance trade-offs between inference accuracy, BRAM, FFs and
LUTs by comparing selected quantized configurations from the 64 networks.

Metric
Relative performance

worst best

Classification error rate 2.07% 1.52%
BRAM 1643 224
Flip Flops 226282 31954
Look Up Tables 223910 53336

Table 2: Relative Performance for Radar Plots in Figure 7

Table 2 gives the best and worst relative performance numbers for the 64
quantized neural networks. The three radar plots in Figure 7 represents different
quantized neural network configurations, comparing accuracy and resource use
(LUTs, FFs and BRAMs) performance relative to the best and values in Table 2.
Each metric defines one branch in a radar chart. The three precision variations
in Figure 7 are:

1. Weight oriented distribution (Figure 7a) increases the weight precision and
keeps the activation function constant at 4 bits, i.e. W1-A4, W3-A4, W6-A4
and W8-A4.
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(a) Weight oriented distribution (b) Activation oriented distribution

(c) Linear distribution

Fig. 7: Radar charts for different quantization configurations

2. Activation oriented distribution (Figure 7b) increases the activation function
precision and keeps the weight precision constant at 4 bits, i.e. W4-A1, W4-
A3, W4-A6 and W4-A8.

3. Linear distribution (Figure 7c) increases both the weight and activation func-
tion precision across the diagonal from the heat maps in Figure 6, i.e. W1-A1,
W2-A2, W4-A4 and W7-A7.

The radar plots compare the relative performance of these quantization con-
figurations. Their scores are normalised between scores of 0 and 1. The model
with the highest accuracy is plotted outermost in the radar plot in the Accuracy
dimension whereas the models with lowest accuracy is plotted at the centre point.
Likewise, the neural network using the fewest BRAMs is plotted outermost for
the BRAM dimension, and the same for LUTs and FFs.
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When activation functions are set to 3 bits, increasing weights from W1 to
W3 causes the greatest relative accuracy score improvement (Figure 7a). When
weights are fixed at 4 bits, all accuracy scores are in the top half, with increases
of activation function precision costing significantly more LUT and FF resources,
with BRAM costs largely the same (Figure 7b). Scaling both precision linearly
has an equal impact on FF, LUT and BRAM scores, yet their accuracy score are
all in the top quartile when weights are 2-8 bits (Figure 7c). In summary, if top-
half relative accuracy performance is the goal, the most important constraint is
2+ bits for representing weights.

The importance of the trade-offs is highlighted by the fact that most of the
neural networks do not fit on the target device (Xilinx Zynq Z7020). It has 280
BRAMs and only 7 of the networks meet this constraint, and 106400 FFs with
22 of the networks within this constraint.

3.6 Discussion

These experiments confirm observations in previous work [20] that beyond 3
bits there is no significant improvement to accuracy performance given sufficient
training, but does have the undesirable effect of increasing the required hardware
resources. The sweet spot in the quantization design space for the purpose of
MNIST character recognition is about 3 bit weights and 3 bit activation func-
tions. These experiments show:

– The amount of LUT and FF resources is mostly affected by activation func-
tions.

– BRAM memory is determined by weight precision.
– Accuracy is highest with higher precision, i.e. least aggressive quantization.

The biggest improvement step in accuracy is switching from 1 to 2 bits
weight precision.

– With enough training beyond 50 epochs, 2 bit weights achieves almost the
same inference accuracy as 3-8 bit weights.

Our experiment use the quantization scheme implemented in Xilinx’s FINN
framework. Developing compression algorithms for embedded devices is a re-
search area of its own, e.g. a dynamic precision data quantization algorithm
in [18], performed layer-by-layer from a corresponding floating point CNN, with
the goal of improving bandwidth and resource utilisation. Other compression
approaches are focused on specific goals e.g. reducing power consumption, or
target specific hardware e.g. GPUs or FPGAs, or target specific domains or
even specific application algorithms.

Target Specific Recent work explores the performance trade-offs between
reduced precision of neural networks and their speed on GPUs, e.g. performance
aware pruning can lead to×3−10 speedups [19]. Multi-precision FPGA hardware
for neural networks significantly reduces model sizes, which in [28] enables an
ImageNet network to fit entirely on-chip for the first time, significantly speeding
up throughput. Another recent study [20] measures the hardware cost, power
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consumption, and throughput for a High Level Synthesis extension of FINN that
supports Long Short-Term memory (LSTM) models on FPGAs. [26] proposes
a design flow for constructing low precision, low powered FPGA-based neural
networks with a hybrid quantization scheme. [15] shows that resource-aware
model analysis, data quantization and efficient use of hardware techniques can be
combined to jointly map binarized neural networks to FPGAs with dramatically
reduced resource requirements whilst maintaining acceptable accuracy.

Domain Specific The FPGA-based processor architecture in [27] achieves a
clock frequency of 100MHz and supports acceleration of quantized CNNs for im-
age processing. Refined still further, some quantization methods target specific
algorithms, e.g. a resource-aware weight quantization framework for performing
object detection on FPGAs [9]. Similarly, [17] shows that 3-bit weight quantiza-
tion is required to fit an MNIST character recognition network entirely on-chip
for the Xilinx XC7Z045 device, keeping power consumption to less than 5 Watts.

4 Conclusion

This paper evaluates the trade-off between inference accuracy, quantized pre-
cision, hardware resources and training time of a neural network performing
character recognition. It identifies sweet spots around 3 bit precision in the quan-
tization design space after training with 40 epochs, to minimise both hardware
resources and accuracy loss.

Whilst this paper exhaustively measures resource use and accuracy design
space between 1 and 8 bits for MNIST character recognition, to assess the re-
producibility of these results at scale, the experiments should be repeated: i) on
state-of-the-art networks comprising tens/hundreds of deep hidden layers, ii) on
hardware-friendly activation functions such as ReLU and its variants, iii) with
inference latency as an additional trade-off, and iv) on networks with tens/hun-
dreds of output classes.

These results are timely, with technology for compressing neural networks
evolving rapidly. FINN recently added support for PyTorch models and uses a
new framework called Brevitas1 for quantization-aware training. Intel’s Open-
Vino toolkit [13] supports neural network quantization for computer vision ap-
plications, and targets CPUs, GPUs and FPGAs. Future work will compare
this paper’s results with the same experimental setup using Distiller, OpenVino
and Brevitas across multiple neural network models on resource constrained
FPGAs and embedded GPUs. We also plan to evaluate performance trade-offs
with multi-precision neural networks, and explore how multi-precision quantiza-
tion (e.g. [28]) can maximise compression whilst minimising accuracy loss and
preserving robustness of neural networks to adversarial attacks.

1 https://xilinx.github.io/brevitas/

https://xilinx.github.io/brevitas/
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