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A hierarchical model is developed for the joint mortality analysis of pen-
sion scheme datasets. The proposed model allows for a rigorous statistical
treatment of missing data. While our approach works for any missing data
pattern, we are particularly interested in a scenario where some covariates
are observed for members of one pension scheme but not the other. There-
fore, our approach allows for the joint modelling of data sets which contain
different information about individual lives. The proposed model general-
izes the specification of parametric models when accounting for covariates.
We consider parameter uncertainty using Bayesian techniques. We analyze
model parametrization in order to obtain an efficient MCMC sampler, and
address model selection. The inferential framework described here accom-
modates any missing-data pattern, and turns out to be useful to analyze
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statistical relationships among covariates. Finally, we assess the financial
impact of using the covariates, and of the optimal use of the whole available
sample when combining data from different mortality experiences.

Keywords: Mortality, Survival model, Longevity risk, Missing data, Mortality models
with covariates, MCMC, Model selection, Bayesian inference

1. Introduction

In the actuarial analysis of mortality rates it can be beneficial to combine data from
different sources, for example different pension schemes, in order to obtain a larger
sample, provided all considered lives are subject to the same mortality law. For a long
time this approach was used by the Continuous Mortality Investigation (CMI) of the
British Institute and Faculty of Actuaries for its analyses of data from multiple UK life
offices, see for example CMI (2007). Since the earliest days of life insurance, a ‘mortality
law’ meant expressing the rate or force of mortality as a function of age. This was
recognized as significantly influencing mortality (a modern actuary would say ‘explaining
the heterogeneity among individuals’ mortality’) and estimation was computationally
feasible, based on scheduled or aggregated data.

More recently, the use of individual-level information in the form of covariates capable
of explaining the heterogeneity among individuals’ mortality has been widely advocated,
see for example Richards (2008). Typical examples of such covariates are age, gender
and socio-economic factors. Furthermore, such covariates can have a significant financial
impact, as shown by Richards & Jones (2004), since they may identify subgroups of
pension scheme members where the risk is especially concentrated.

Parametric models with covariates are an alternative to the stratification of the mor-
tality experiences. In the latter case individual analyses would be based on smaller
samples, and would not take advantage of any similarities among the strata. On the
other hand, analysing a larger population results in parameter estimates and fitted mor-
tality rates with smaller standard errors, a property inherited by financial quantities
derived from the fitted rates. The application of models with covariates requires us to
assume that individual lives are subject to the same force of mortality conditional on
the value of the covariates. In other words, any two lives with the same values of the
covariates (the same characteristics) will be subject to the same mortality rate. In that
sense, all lives share the same mortality law.

The focus of this paper is on the estimation of parameters in a parametric mortality
model. We fit our model to data from different sources which contain different informa-
tion about socio-economic factors that have an impact on mortality. More specifically,
we consider a scenario in which members of different pension schemes are subject to the
same force of mortality conditionally on the individual life’s socio-economic characteris-
tics, but the pension schemes report different covariates, or use different categories for
specific factors. Consider for example the following three cases:

• Scheme A reports benefit amounts but not the geo-demographic profiles of its
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members, while scheme B reports the opposite;

• Scheme C provides the geo-demographic profile on the basis of MOSAICr pro-
files, while Scheme D classifies geo-dmeographic factors on the basis of ACORNr

profiles;

• Scheme E provides benefit amount grouped into quartiles, while scheme F groups
it into deciles.

Ungolo et al. (2019) considered the first example. The two covariates were treated
as missing data for those lives for whom they were not observed. They showed that
both covariates individually were statistically significant, but that when they were never
jointly observed, the model could not necessarily be estimated uniquely by maximum
likelihood, since the model behaved as parameter redundant. Hence the parameters in
the model were not guaranteed to be identifiable (Catchpole & Morgan (1997)), in the
sense that different parameter values could lead to the same fitted mortality rates.

While this identification problem could be solved by imposing constraints on the pa-
rameters justified by expert opinion, we could also use alternative estimation strategies,
which do not involve or reduce the role of judgement:

(i) Separate modelling of pension scheme mortality experiences (stratification);

(ii) Joint mortality modelling using only those covariates observed in both pension
scheme;

(iii) Joint modelling by means of a hierarchical model.

Under strategy (i) we would sacrifice any advantage to be gained from combining the
datasets to obtain a larger sample as mentioned above, while under strategy (ii) we might
exclude covariates of statistical significance. For these reasons, we follow strategy (iii),
and develop a hierarchical modelling framework, which generalizes the measurement of
the covariates’ effects in a parametric model. We apply this methodology to address
the first example above (pension schemes A and B), and we show how this framework
applies more generally.

The estimation of model parameters now becomes a non-standard task as maximum
likelihood methods are not always recommended for hierarchical models. This is due to
the well-known fact that statistical models with hierarchical layers and hidden variables
might contain, so called, singularities in their parameter space. Those are points in
the parameter space for which the Fisher information matrix is not singular (Watanabe
(2009)). Therefore, different parameter values might result in the same fitted mortality
rates, and, consequently in the same distribution of the number of deaths. Unfortunately,
this means that standard results about the asymptotic normality of the maximum like-
lihood estimator cannot be applied, see for example Watanabe (2010).

In this study, we use Bayesian estimation methods, which allow for parameter uncer-
tainty and the application of actuarial judgement through the specification of suitable
prior distributions for the parameters. Those distributions reflect the expert’s opinion
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about likely parameter values. The danger is, or course, that the expert opinion ex-
pressed through prior distributions ‘overrules’ the data, that is, the distribution imposed
by the expert on the parameter values is so restrictive that the data have little or no
impact on the posterior distribution. To avoid this scenario we use non-informative prior
distributions in our analysis, but the methodology allows for other prior distributions
reflecting expert judgement.

The paper is structured as follows. Section 2 introduces survival models, Section 3
briefly describes a dataset (the same as that used in Ungolo et al. (2019)), and Section 4.1
describes the model specification and parametrization. Section 5 describes the Bayesian
inferential process and a suitable MCMC sampler, which is implemented in Section
6. We show the results in Section 7. In Section 8 we discuss model selection and its
application to our analysis, while in Section 9 we describe the financial consequences
of using these techniques. In Section 10 we discuss more general applications of the
techniques described here, and Section 11 concludes.

2. Survival modelling

Let fx(t), Fx(t) and Sx(t) = 1−Fx(t) be the density function, the distribution function
and the survival function of the future lifetime T of a person, conditional on their current
age x. We denote by µx the force of mortality at age x, given by:

µx =
f0 (x)

1− F0 (x)
. (2.1)

Given µx, the survival function Sx(t) and the density fx(t) are easily obtained (see
Macdonald (1996) for example):

Sx(t) = exp

−
t∫

0

µx+sds

 (2.2)

and:

fx(t) = Sx(t′)µx+t = exp

−
t∫

0

µx+sds

µx+t. (2.3)

We assume that the force of mortality can be written as µx(z; τ), where z is a vector
of individual-level covariates which do not depend on age, and τ is an unknown param-
eter vector. Correspondingly, we write Sx(t | z; τ) and fx(t | z; τ) for the functions in
equations (2.2) and (2.3).

Our statistical analysis in this paper will be based on the likelihood function for all
observed lives:

L(τ) =
∏

all lives i

Li(τ) (2.4)
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where Li is the contribution to the likelihood of any individual life.
In any mortality analysis, observations may be right-censored. In this paper we assume

that the censoring mechanism is ignorable, see Kalbfleisch & Prentice (2002)). The
likelihood contribution Li(τ) of the i-th individual can then be written as follows:

Li (τ) ∝ fxi (ti | zi, di; τ) = exp

−
ti∫
0

µxi+s(zi; τ)ds

µxi+ti(zi; τ)di (2.5)

Note that if the censoring mechanism was not ignorable, we would need to specify a
model for it, which would depend on the lifetime T . The estimation of τ then involves
the likelihood function of a joint model for the time to event and the censoring time (see
Schluchter & Jackson (1989) and Zheng & Klein (1995)).

3. Data and initial model

3.1. Dataset and original model of Ungolo et al. (2019)

We use the same dataset analyzed in Ungolo et al. (2019). This comprises male members
aged 60 and above of a defined-benefit pension scheme in the UK, with the following
characteristics:

• 18,741 records of pensions in payment;

• 172,601.4 life-years of exposure-at-risk;

• 4,956 observed deaths;

• period of observation 10th November 1992 to 31st December 2009;

• for each individual, the annual benefit amount;

• for each individual, the geo-demographic profile on the basis of MOSAIC profiler.

As in Ungolo et al. (2019), the benefit amount, is modelled as a two-level categorical vari-
able B ∈ {Low,High} depending on whether the benefit amount is lower or higher than
£8,500 per annum, and the geo-demographic profile C is modelled as an ordered cate-
gorical variable with three levels {0, 1, 2}. Each level represents a set of geo-demographic
codes with level 0 indicating the most deprived areas and level 2 indicating the most
affluent areas of the UK.

The parametric model for the force of mortality, µx(z; τ) then has covariate Z =
(B,C). Given the age x, Z aims to explain the remaining heterogeneity among future
lifetimes. We will assume that B and C are subject to missingness.

Ungolo et al. (2019) specified the following hazard function, where B and C have a
proportional effect:
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µxi+ti (bi, ci) = exp
[
α+ β (xi + ti) + γ1[bi=High] + δ11[ci=1] + δ21[ci=2]

]
(3.1)

where (α, β, γ, δ1, δ2) is the unknown parameter vector τ . Parameter β measures the age
effect, γ captures the effect of receiving benefits in excess of £8,500 per annum, while δ1
and δ2 capture the effects of different geo-demographic areas.

The model of equation (3.1) is the same as the proportional hazards model of Cox
(1972), where the baseline hazard is given by the constant exp (α).

3.2. Generation of the incomplete dataset

We generate artificially two sub-datasets denoted by P1 and P2, by randomly deleting
one or other of B or C from our completely observed dataset. Therefore B and C are
never jointly observed. We treat the deleted covariates as missing at random (see Rubin
(1976)), since their missingness does not depend on their value. P1 and P2 contain n1
and n2 lives respectively (n1 + n2 = n). Here, n1 = 9, 375 and n2 = 9, 376, and write
t = (t1, . . . , tn), x = (x1, . . . , xn), d = (d1, . . . , dn), b = (b1, . . . , bn), c = (c1, . . . , cn).

We summarize the features of the data in Table 3.1.

Table 3.1: The set of available data in pension schemes P1 and P2.

P. Scheme i t x d b c

1 t1 x1 d1 b1 ×
P1 ... ... ... ... ... ×

n1 tn1 xn1 dn1 bn1 ×
n1 + 1 tn1+1 xn1+1 dn1+1 × cn1+1

P2 ... ... ... ... × ...
n1 + n2 tn1+n2 xn1+n2 dn1+n2 × cn1+n2

Note: × indicates the missing observations.

4. The model

4.1. Capturing heterogeneity

The hazard function of equation (3.1) aimed to capture the heterogeneity of T due to B
and C, conditional on age x. This specification can be generalized using a latent factor,
denoted by G, which aims to explain the heterogeneity in T , and which is assumed to
cause a parallel shift in the log-hazard function. We assume that G is a categorical
variable G which has J + 1 levels (G ∈ {0, ..., J}, J unknown), which is never observed,
and is multinomially distributed with parameter vector ζ∗ = (ζ∗0 , . . . , ζ

∗
J). We also

assume that G is independently distributed with respect to x. This leads to the following
hazard function:
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µxi+ti (gi; τ) = exp

α+ β (xi − xOFF + ti) +
J∑
j=1

ψ∗j1[gi=j]

 (4.1)

where offset xOFF is a constant which can take any value. The unknown parameter vector
is now (τ, ζ∗), where τ = (α, β, ψ∗1, . . . , ψ

∗
J). The parameter of interest is τ , but it cannot

in general be estimated independently of ζ∗.
Parameter exp (α) is the baseline hazard function, and refers to an individual aged

xOFF (constant) with g = 0; β measures the age effect x; and ψj measures the effect of
the jth level of G.

Similar to equation (3.1), in this work we do not account for the compensation law of
mortality, since our focus lies in showing how can we make a more efficient use of the
available data. For example, one possibility is to add an interaction effect between the
latent factor G and the age x.

The impossibility of observing G implies that the density function of T is the following
mixture distribution:

fxi (ti; τ, ζ
∗) = Pr (g = 0) fxi (ti | g = 0; τ) + . . .+ Pr (g = J) fxi (ti | g = J ; τ) , (4.2)

where ζ∗0 = Pr (g = 0), ζ∗1 = Pr (g = 1), and so on.
In this way, we assume that each life is sampled from J + 1 sub-populations, each one

with its own probability distribution for T .
As for any mixture model, the density function (4.2), must meet the following two

necessary but not sufficient conditions in order to be identifiable: for j = 0, . . . , J ,
we need: (a) Pr (g = j) > 0; and (b) fx (t | g = j; τ) 6= fx (t | g = k; τ) for j 6= k (see
McLachlan & Peel (2000) for a discussion). This model is thus identifiable up to a
permutation of the components of ζ∗, that is, the order of the groups G can be changed
without changing the fitted mortality rates. To obtain a unique ranking of groups, we
impose an identifiability constraint, by parametrizing the model in such a way that
lower values of G correspond to a larger value of the hazard function, hence a lower life
expectancy all else being equal.

4.2. Accounting for covariates

Now, the role of B and C is to help the actuary to infer a value for G. Therefore, we need
to model some assumed dependence between G and (B,C), which was absent above.

Since B, C and G are all categorical variables, we assume their joint distribution to be
multinomial, (Mult (1, (J + 1)× 3× 2)), with parameter vector ζ =

(
ζ0, . . . , ζ(J×2+1)×3+2

)
.

Each element of ζ represents the probability of each possible outcome of (B,C,G), see
Table 4.1. The unknown parameter vector is now (τ, ζ).
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Table 4.1: Parameter notation for the joint probablity distribution of (B,C,G); ζ =(
ζ0, ..., ζ(J×2+1)×3+2

)
ζ

B = Low B = High
G = 0 G = 1 ... G = J G = 0 G = 1 ... G = J

C = 0 ζ0 ζ3 ... ζJ×3 ζ(J+1)×3 ζ(J+2)×3 ... ζ(J×2+1)×3
C = 1 ζ1 ζ4 ... ζ(J×3)+1 ζ(J+1)×3+1 ζ(J+2)×3+1 ... ζ(J×2+1)×3+1

C = 2 ζ2 ζ5 ... ζ(J×3)+2 ζ(J+1)×3+2 ζ(J+2)×3+2 ... ζ(J×2+1)×3+2

Note: here for example ζ0 = Pr (B = Low, C = 0, G = 0), and the same logic applies to the
other elements of ζ

Thus, we have a hierarchical model where the random variable of interest T depends
on the age X and G, and G in its turn depends on B and C. Formally, we assume that
conditional on (X,G) the random variable T is independent of (B,C). Thus, the latent
variable G captures the information about individuals’ socio-economic characteristics.

4.3. The Likelihood function

Similarly to equation (4.2), when B and C are both observed the ith individual’s likeli-
hood contribution is given by:

Li (τ, ζ) ∝ f (ti, bi, ci | xi, di; τ, ζ)

= fB,C (bi, ci; ζ)

J∑
j=0

fxi (ti | g = j, di; τ) fG|B,C (g = j | bi, ci; ζ) , (4.3)

where di is a binary variable equal to 1 if the ith individual is observed to die and 0
otherwise. The sum in equation (4.3) defines a mixture distribution with components
fxi (ti | g = j, di; τ), and weights fG|B,C (g = j | bi, ci; ζ). The likelihood function of (τ, ζ)
given the observables (t,x,b, c,d) is then:

L (τ, ζ | t,x,b, c,d) ∝
n∏
i=1

Li (τ, ζ) . (4.4)

This likelihood function contains (J + 1)n terms, corresponding to every possible real-
ization of the unobserved latent factor g = (g1, . . . , gn). This is not analytically tractable,
and numerical procedures are needed. We use the MCMC algorithms described in Sec-
tion 5.

The hazard function of the observables can be derived from first principles, as outlined
in equation (2.1). For example, for an individual whose benefit and geo-demographic
profile are both observed, we have:

µx+t (b, c; τ, ζ) =
fx (t | b, c; τ, ζ)

1− Fx (t | b, c; τ, ζ)
(4.5)
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where similarly to equation (4.2):

fx (t | b, c; τ, ζ) =
J∑
j=0

fx (t | g = j; τ) fG|B,C (g = j | b, c; ζ) . (4.6)

The construction of the likelihood function L in (4.4) easily extends to the case where
data are missing, regardless of the missing data pattern. In particular, as mentioned
in Section 1, this paper addresses the case where we never observe B and C jointly,
which is a specific case of missing data. The above framework can easily deal with such
a missing data problem by integrating the likelihood contribution Li of an individual
life over all possible values of the covariates that are not observed for this life. This is
similar to equation (4.2) where we integrate over all possible values of the group G, as
group membership is not observed for any life.

More specifically, for an individual in P1 whose geo-demographic profile is missing, the
likelihood contribution can be written as follows (including the possibility of censoring)1:

Li (τ, ζ) ∝ fxi (ti | bi, di; τ) fB (bi; ζ)

= fB (bi; ζ)
∑

c∈{0,1,2}

J∑
j=0

fxi (ti | g = j, di; τ) fC,G|B (c, g = j | bi; ζ)

= fB (bi; ζ)
J∑
j=0

fxi (ti | g = j, di; τ)

 ∑
c∈{0,1,2}

fC,G|B (c, g = j | bi; ζ)

 (4.7)

From the third line of equation (4.7) we again observe that fxi (ti | bi, di; τ) is a mixture

distribution with J+1 components fxi (ti | g = j, di; τ) and weights
∑

c∈{0,1,2}

fC,G|B (c, g = j | bi; ζ).

Similarly, for an individual in P2 whose benefit level is not observed we have:

Li (τ, ζ) ∝ fxi (ti | ci, di; τ) fC (ci; ζ)

= fC (ci; ζ)
∑

b∈{Low,High}

J∑
j=0

fxi (ti | g = j, di; τ) fB,G|C (b, g = j | ci; ζ)

= fC (ci; ζ)
J∑
j=0

fxi (ti | g = j, di; τ)

 ∑
b∈{Low,High}

fB,G|C (b, g = j | ci; ζ)


(4.8)

which is also a mixture distribution.

1We are implicitly assuming that censoring and missing data mechanism are independent.
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The resulting likelihood function contains (J + 1)n1+n2 3n12n2 terms, corresponding
to every possible realization of the value of the missing variables, that is G for all lives
in the combined dataset, C for n1 individuals and B for the remaining n2 lives.

The framework so far described assumes that the two combined pension schemes share
the same socio-economic composition, hence the distribution of (B,C,G) is assumed to
be the same. If this were not the case, we would need to model the distribution of
(B,C,G) conditional on the pension scheme to which the ith life belongs, denoted by
E. For example, equation (4.5) becomes

Li (τ, ζ) ∝ fB,C|E (bi, ci | ei; ζ)
J∑
j=0

fxi (ti | g = j, di; τ) fG|B,C,E (g = j | bi, ci, ei; ζ) ,

(4.9)

where ei is the realization of E. Clearly, we would need two vectors of ζ, one for the
case E = P1, and another for the case E = P2.

This modelling approach may involve a very large number of parameters, hence the
following two simplifications can be adopted, even jointly:

• Introduce further assumptions, for example

Pr (B = b | C = c, E = P1) = Pr (B = b | C = c, E = P2) .

That is, conditional on the geo-demographic profile, the distribution of the benefit
level is the same in the two pension schemes;

• Set a parametric model over the parameter vector ζ, e.g. a multinomial logistic
regression (see Vittinghoff et al. (2012)).

In this paper we do assume that the distribution of (B,C,G) is the same in both
pension schemes. In Section 10 we show how this modelling approach can be generalized
considering only the distributions of (B,G) and of (C,G).

4.4. Hazard function equivalence and re-parametrization

If, in the hazard function of equation (4.1), xOFF is zero, and there is an onto mapping
from (B,C) to G (or in other words G is a deterministic function of (B,C)), then we
obtain the same hazard function of equation (3.1), which is only a special case of the
hazard function of equation (4.1) for a fixed value of J .

With G unknown, in the absence of any prior information allowing us to discriminate
among the components of the resulting mixture model (which are in the same parametric
family), the likelihood function has (J + 1)! modes since it does not change under a
permutation of the component labels (Marin et al. (2005)). We dealt with this in Section
4.1 by assuming an ordering of hazard functions based on the values of G; namely by
assuming that:
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ψ∗J < ψ∗J−1 < ... < ψ∗1 < 0 (4.10)

and that lower values of G yield a larger hazard function given the same age.
In order to obtain an efficient MCMC sampler (in terms of mixing and convergence

of the chains) we re-parametrize the model in a way such that the posterior correlations
among parameters are reduced in absolute value, for example choosing an appropriate
value for xOFF

In case a non-informative prior distribution is used, the constraint on the parameter
space of equation (4.10) may not be sufficient to solve the label-switching problem. Marin
et al. (2005) describe how the constrained parameter space may include parts of several
modes, and the posterior mean could lie in a region with very low probability, while high
values of the posterior could lie on the boundaries of the constrained parameter space.
This aspect is worth checking after a run of the MCMC is carried out.

Two solutions are available: the first is a post-processing of the MCMC output, which
imposes an ex-post reordering constraint, while the second consists of a further re-
parametrization, as we show below, where we follow the ideas of Gruet et al. (1999).

µxi+ti (gi; τ) = exp

α+ β (xi + ti − xOFF) +
J∑
j=1

ψj1[gi≥j]

 (4.11)

where ψj represents the increment in the mortality differential for any individual for
whomG = j. For example, if g = 3, in equation (4.1) we had µx (g = 3; τ) = exp [α+ β (x− xOFF) + ψ∗3],
while we now have µx (g = 3; τ) = exp [α+ β (x− xOFF) + ψ1 + ψ2 + ψ3]. The local
identifiability constraint of equation (4.10) is easily translated by imposing ψj < 0
(j = 1, . . . , J) in equation (4.11).

This re-parametrization is advantageous since it allows for the use of non-informative
priors, and does not require any post-processing of the MCMC parameter sample due
to the label-switching problem (see for example Stephens (2000)). On the other hand,
in general, a drawback of any re-parametrization is that it can make the interpretation
of the parameters slightly more complicated.

5. Bayesian inference and the MCMC sampler

5.1. Bayesian inference

We need to carry out inferences about the unknown distribution of τ and ζ, and on the
value of J which we take as fixed. Prior knowledge about τ and ζ is incorporated through
the prior density p (τ, ζ | J), where J determines the dimensions of the parameter vectors
τ and ζ. Inference on the parameters is based on their posterior distribution, given the
observed data and J :
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p (τ, ζ | t,x,b, c,d, J) ∝ L (τ, ζ | t,x,b, c,d, J) p (τ | J) p (ζ | J) . (5.1)

In equation (5.1) we assume prior independence between τ and ζ (conditional on J)
due to their distinctness. If we treated the unknown J as an additional random variable
we would require computationally intensive methods, such as Reversible Jump MCMC
(see Green (1995) and Richardson & Green (1997)). For this reason we prefer to estimate
different posterior distributions for a small range of values of J (0 to 4) and then select
the best model using information criteria as discussed in Section 8.

In addition, due to the analytically intractible nature of the likelihood function, de-
scribed in Section 4.3, our MCMC algorithm samples groups of parameters sequentially.

5.2. Conjugate prior distributions

Given the model specification of equation (4.11), it is possible to use conjugate prior
distributions for some elements of the parameter vector τ and for ζ.

As emphasized by Cairns et al. (2011), the use of conjugate prior distributions for
subsets of parameters has computational advantages since the acceptance probability
of a drawn value is always equal to one, and there is no need to compute the full
likelihood function. Furthermore, the chains mix more rapidly (that is, despite the use
of different starting values, the chains converge towards a stationary distribution), hence
it is possible to sample from the posterior distribution in a lower amount of time.

In particular, for τ = (α, β, ψ1, . . . , ψJ) we need to transform some of its elements
in order to obtain a posterior conjugate distribution. The prior distributions will be
denoted as follows: φ0 = exp (α) ∼ Gamma (λ0, ρ0) and φj = exp (φj) ∼ Gamma (λj , ρj)
for j = 1, . . . , J . The derivation of the corresponding posterior distribution is shown in
Appendix A.1.

The parameter β cannot have any conjugate prior distribution, hence it will be drawn
using the acceptance-rejection sampling.

Given the parametrization of equation (4.11), the values of φj are bounded between
0 and 1, hence these will be drawn from a truncated Gamma distribution2.

The parameter ζ, indexing the Multinomial distribution can have a Dirichlet prior
distribution (p.d.f. shown in equation (A.7)), which in this work will be indexed by the
parameter vector η. The derivation of the corresponding posterior distribution is shown
in Appendix A.2.

5.3. The Markov Chain Monte Carlo sampler

The posterior distribution of the parameters in equation (5.1) is not analytically tractable,
a problem made worse by the impossibility of observing G and the large number of pa-
rameters. For this reason, we develop computationally intensive Markov Chain Monte

2In R a random variable from a truncated Gamma distribution can be sampled using the package
TruncatedDistribution.
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Carlo (MCMC) methods, as an alternative to approximation techniques, as these allow
us to draw samples from the posterior (target) distribution.

The algorithm we use is of ‘data augmentation’ type, as introduced by Tanner & Wong
(1987), which allows for the use of complete data inferential techniques3. Missing data
are imputed on the basis of the current values of the parameters and other observables. In
their turn, parameter draws are based on probabilistically imputed values of the missing
data. The process of imputing missing data and drawing parameters is iterated until a
stationary distribution of the parameters is obtained. General convergence properties
for these type of algorithms are obtained by Diebolt & Robert (1994).

Here, G is always missing for both sub-populations, B missing only for individuals in
P2 and C missing for individuals in P1.

We describe below the steps of a Metropolis-Hastings sampling algorithm to generate
the posterior distribution of the parameters.

0 — Set initial values for the parameter vector θ: θ(0) =
(
τ (0), ζ(0)

)
;

At the m-th iteration:

1 — For individuals in P1, generate
(
c
(m)
i , g

(m)
i

)
, i = 1, . . . , n1 from the probability

distribution of the missing variables, given the observable data:

Pr
(
c
(m)
i , g

(m)
i | ti, xi, bi, di

)
=

Pr
(
ti, xi, bi, di | c(m)

i , g
(m)
i

)
Pr
(
c
(m)
i , g

(m)
i

)
∑

c∈{0,1,2}

∑
g∈{0,1,...,J}

Pr (ti, xi, bi, di | c, g)Pr (c, g)

=
fxi

(
ti | g(m)

i , di; τ
(m−1)

)
fC,G|B

(
c
(m)
i , g

(m)
i | bi; ζ(m−1)

)
∑

c∈{0,1,2}

∑
g∈{0,1,...,J}

fxi

(
ti | g, di; τ (m−1)

)
fC,G|B

(
c, g | bi; ζ(m−1)

) . (5.2)

That is, ‘augment’ the data, by randomly imputing values for the unobserved

(C,G). Similarly, for individuals in P2, sample
(
b
(m)
i , g

(m)
i

)
from the following

probability distribution:

Pr
(
b
(m)
i , g

(m)
i | ti, xi, ci, di

)
=

fxi

(
ti | g(m)

i , di; τ
(m−1)

)
fB,G|C

(
b
(m)
i , g

(m)
i | ci; ζ(m−1)

)
∑

b∈{Low,High}

∑
g∈{0,1,...,J}

fxi

(
ti | g, di; τ (m−1)

)
fB,G|C

(
b, g | ci; ζ(m−1)

) . (5.3)

3Let y = (t, z) where f (t; θ) is the joint probability distribution of the observable data t, indexed by
the parameter θ. The “complete data” joint distribution is then f (y; θ) = f (t; θ) f (z | t; θ). In this
way we first sample z from the probability distribution f (z | t; θ) for a fixed value of θ, and then
carry out the inference about θ using f (y; θ). This corresponds to the missing data principle of Beale
& Little (1975).
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2 — Sample a value for ζ(m) ∼ p
(
ζ | b(m), c(m),g(m); η

)
from the density of equation

(A.9). For those units where B is observed b
(m)
i takes always the same value at

each iteration, and similarly for units where C is observed. The sampling process
is carried out by means of the following two steps:

2.1 — For j = 0, . . . , (J × 2 + 1) × 3 + 2 sample sj from a Gamma (ηj + nj , ν)
distribution (ν fixed);

2.2 — Set ζj = sj

/ (J×2+1)×3+2∑
l=0

sl.

3 — Sample a value for τ (m) ∼ p
(
τ | t,x,d,g(m)

)
4:

3.1 — For j = 0, . . . , J sample

φ
(m)
j = exp

(
ψ
(m)
j

)
∼ p

(
φj | t,x,d,g(m);β(m−1), φ

(m)
l:l<j , φ

(m−1)
k:k>j

)
where

φ
(m)
l:l<j = {φ(m)

0 , . . . , φ
(m)
j−1} and φ

(m−1)
k:k>j = {φ(m−1)j+1 , . . . , φ

(m−1)
J };

3.2 — Sample β(m) ∼ p
(
β | t,x,d,g(m);φ

(m)
0 , . . . , φ

(m)
J

)
. In this case a proposal

distribution should be chosen5:

3.2.1 — Sample β∗ from the proposal distribution q
(
β | β(k−1)

)
;

3.2.2 — Calculate the ratio:

r =
p
(
β∗ | t, x, d, g(k);φ(m)

0 , . . . , φ
(m)
J

)/
q
(
β∗ | β(m−1)

)
p
(
β(m−1) | t, x, d, g(m);φ

(m)
0 , . . . , φ

(m)
J

)/
q
(
β(m−1) | β(m−1)

) (5.4)

Set:

β(m) =

{
β∗ with probability min (r, 1)

β(m−1) with probability 1−min (r, 1)
(5.5)

where min (r, 1) corresponds to the acceptance probability of a move for
the chain from β(m−1) to β∗.

4The posterior distribution of τ is independent with respect to ζ since the dataset is “augmented” of
the missing value of (B,C,G).

5The following can be possible choices for the proposal distribution q
(
β | β(m−1)

)
:

• Truncated Normal distribution (bounded below at zero, otherwise the probability distribution is
not defined) with mean given by the last draw;

• Uniform distribution which never changes between one step and another (e.g. U (k1, k2));

• Uniform distribution centred at the value of the last draw (e.g. U
(
β(m−1) − k, β(m−1) + k

)
).
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6. Implementation

For the reasons outlined in Section 4.4 we prefer to use weakly informative priors rather
than non-informative priors, in order to ‘regularize’ the posterior distributions; that is
to reduce the chances of obtaining unreasonable values for the parameter draws.

For the parameter ζ, indexing the joint distribution of (B,C,G), first of all, we set a
value for the precision parameter η′ =

∑
k ηk, that is the sum of the elements of η. The

larger η′ is, the stronger is the information embedded in the prior distribution. We set
η′ = 100, which yields a relatively weak prior distribution when considering our sample
of 18,741 lives, as we can see in Appendix A.2.

Then, we chose η0, . . . , η(J×2+1)×3+2 (see equation (A.7)) in a way such that each one
is larger in correspondence of the outcomes of (B,C,G) we think are more likely to
occur, with a minimum value of 1, in order to avoid that the posterior distribution of ζ
is located too close to zero, which corresponds to the boundary of the parameter space.

As mentioned in Section 4.1, since we treat G as an ordered categorical variable, then
it is likely that larger values of G are more likely to occur for individuals with high
benefit and geo-demographic level 2. Likewise, an actuary can in practice use expert
judgment to specify the prior distribution.

Table 6.1: Prior parameter specification for the Dirichlet distribution η = (η0, ..., η17).

η
B = Low B = High

G = 0 G = 1 G = 2 G = 0 G = 1 G = 2

C = 0 η0 = 12 η3 = 4 η6 = 2 η9 = 1 η12 = 1 η15 = 2
C = 1 η1 = 10 η4 = 20 η7 = 10 η10 = 2 η13 = 10 η16 = 4
C = 2 η2 = 2 η5 = 6 η8 = 4 η11 = 1 η14 = 1 η17 = 8

For the transformed parameter vector τ (to allow for conjugacy, as discussed in Section
5.2) we have chosen small values for λj , and set ρ0 = . . . = ρJ = 1, shown in Table 6.2.

Table 6.2: Prior parameter specification for the parameter vector τ .

λ0 λ1 λ2 λ3 λ4 ρ0 ρ1 ρ2 ρ3 ρ4
J = 0 0.09 1
J = 1 0.09 0.5 1 1
J = 2 0.09 0.5 0.9 1 1 1
J = 3 0.09 0.5 0.7 0.9 1 1 1 1
J = 4 0.09 0.5 0.75 0.85 0.9 1 1 1 1 1

As mentioned, the parameter β does not have a conjugate prior distribution. We use
a uniform prior distribution U

(
10−20, 20

)
(equation (4.2) is undefined at β = 0). The

upper bound of 20 is chosen to be large enough, without affecting the posterior analysis.
The offset xOFF is equal to 77.5. In the Metropolis-Hastings algorithm, β is updated
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following a random walk updating scheme, where we use a normal proposal distribution
q (· | ·) with mean equal to the value obtained at the (m− 1)th iteration.

The standard deviation of the normal proposal is sensibly chosen in a way such that
the acceptance rate r is close to the optimum value of about 0.234 discussed in Roberts
et al. (1997). For example, Czado et al. (2005) chose an acceptance rate between 0.2 and
0.5 for a Metropolis-Hastings algorithm for their Bayesian Poisson log-bilinear mortality
model. Indeed, the efficiency of any Metropolis-Hastings random walk algorithm cru-
cially depends on the scale of the proposal density: if it is too small, the acceptance rate
will be too high, but the chain will converge slowly, since it will take longer to explore
the parameter space. Conversely, a normal proposal distribution with a larger standard
deviation yields a MCMC sampler which rejects a higher proportion of the proposed
moves. In our experiments, we set the standard deviation of the proposal distribution
to the value of 0.008, which yielded an acceptance rate between 0.228 and 0.255, which
is close enough for our purposes. Given the bounds of the uniform distribution chosen
as prior, this proposal distribution will be truncated6.

The steps of the MCMC sampler are iterated 100,000 times. The first 10,000 draws
(burn-in) of θ = (τ, ζ) are discarded to decrease the influence of the starting values.
In order to make efficient use of memory, and to reduce the degree of autocorrelation
between the iterations, we thin the sequence by retaining only every 10th simulated
parameter draw.

7. Results

The model selection criteria described in Section 8 lead to the choice of the hazard
function with J = 2. For this reason, we show only the results for this model.

7.1. Convergence of the MCMC sampler

In order to assess the convergence of the MCMC sampler, we look at the traceplots
(Figure 7.1 (left)), the ergodic means7 (Figure 7.1 (center)) and the marginal posterior
densities (Figure 7.1 (right)) based on 9,000 simulated draws of the parameters from the
posterior distribution (that is 100,000 iterations minus 10,000 for the burn-in period,
considering every 10th draw).

Figure 7.2 shows the ergodic averages for the drawn sample of ζ.

6Throughout the implementation in R we used the package truncnorm to sample from a truncated
Normal distribution.

7The ergodic mean for the parameter θ at the m-th iteration is equal to:

θ
(m)
E =

1

m

m∑
i=1

θ(i) (7.1)
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Figure 7.1: Traceplots (left), ergodic averages (center) and the posterior densities (right)
for the parameter vector τ . The dashed line represents the posterior mean,
and the dotted lines represent the 2.5th and the 97.5th quantiles of the
posterior distribution of the parameters.
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Figure 7.2: Ergodic averages for the elements of the parameter vector ζ.

For each parameter, the asymptotic behaviour of the chain is achieved after 10,000
iterations, as we can see from the ergodic mean plots and the traceplots. Similar evidence
can be drawn when looking at the marginal densities which are unimodal, and almost
symmetric for the elements of the parameter vector τ . Very similar plots are obtained
for J = 0, 1, 3, 4 (not shown). This is important in the light of the considerations of
Section 4.4, although we used weakly informative priors.

Further experiments where we chose non-conjugate priors also for α and ψj , sampled
following the same procedure of β yielded very similar results. Several starting values
have been tried for all cases and their choice did not affect the final results.

Figure 7.3 shows the allocation stability of each unit with respect to the mixture
component, as proposed in Gruet et al. (1999). In particular, for each life in P1 and P2

we compare the average value of G throughout the MCMC sampling (after burn-in and
thinning), that is:

gi =

M∑
m=1

g
(m)
i

M
(7.2)

with the expected posterior allocation to the mixture component, shown here for an
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individual in P1 (same logic applies for an individual in P2):

ĝi =

J∑
j=0

gfxi (ti | g = j, di; τ̂) fG|B

(
g = j | bi; ζ̂

)
J∑
j=0

fxi (ti | g = j, di; τ̂) fG|B

(
g = j | bi; ζ̂

) (7.3)

where τ̂ and ζ̂ in equation (7.3) represent the posterior mean of the parameters. If the
mixture modelling approach is adequate, then gi should be very close to ĝi. We see from
Figure 7.3 that this is the case; each unit is very likely to be allocated to its own mixture
component.
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Figure 7.3: Allocation Stability plot of Expected versus Mean allocation to each mixture
component.

We carried out the same experiment by using a weaker prior distribution, with η being
a vector of ones (that is, a symmetric Dirichlet prior distribution). This means that the
prior sample size is equal to (J + 1)× 2× 3.

We found that the MCMC sampler still mixes very well when different starting values
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are used, although the asymptotic behavior of the chain is achieved after a larger number
of iterations.

Also, the unimodality of the marginal posterior densities of the elements of τ is pre-
served for J = 1, . . . , 4.

The marginal posterior density of the parameters of the joint distribution of (B,C)
(which is another Dirichlet distribution) seems to have a good mixing, but for J = 1 it
seems to have multiple modes for the cases C = 1, 2, while the asymptotic behavior is
achieved after a very large number of iterations.

The situation seems to improve as J increases: we see that the marginal posterior
densities of the elements of the distribution of (B,C) are unimodal.

From this we deduce that the precision parameter η′ plays an important rôle in the
behavior of the MCMC sampler. Indeed, when repeating the experiment for J = 1 and
η = (3, 3, . . . , 3), or for J = 2 and η = (2, 2, . . . , 2) (so η′ = 36 in both cases), then we
see again that the MCMC sampler mixes very well, the asymptotic behavior is achieved
in a fewer number of iterations and the marginal posterior distribution of the elements
of ζ is unimodal.

Furthermore, in all cases the location of the posterior distributions is in line with
respect to the results obtained when η′ = 100, while as expected, these are characterized
by a slightly higher uncertainty.

7.2. Parameter estimation

Table 7.1 shows the summaries of the posterior distribution for the parameter vector τ ,
while Table 7.2 shows only the posterior mean of ζ (its other summaries are shown in
Table B.1 of Appendix B).

As described in Sections 5 and 6 we transformed the parameters α and ψj in order
to exploit the conjugacy property and ease the implementation of the MCMC. Their
posterior means have been calculated as the logarithm of the expected value of exp (α)
and exp (ψj) respectively8.

Table 7.1: Summaries from the posterior distribution for the model with J = 2 (rounded
at the third decimal place).

Parameter Mean Median St.Dev 2.5-th Quant 97.5-th Quant

α −2.866 −2.869 0.003 −2.964 −2.764
β 0.111 0.111 0.002 0.108 0.115
ψ1 −0.350 −0.354 0.061 −0.521 −0.182
ψ2 −0.297 −0.303 0.077 −0.504 −0.094

8Conversely, calculating the expectation of the logarithm of the sampled value would return a higher
value for the posterior mean, due to the Jensen’s inequality. However, the approach adopted in this
work is more coherent, since the sampling is carried out with reference to the transformed variable.
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Table 7.2: Posterior mean of the joint probablity distribution of (B,C,G); ζ =
(ζ0, . . . , ζ17) (rounded at the third decimal place).

ζ̂
B = Low B = High

G = 0 G = 1 G = 2 G = 0 G = 1 G = 2

C = 0 ζ̂0 =0.153 ζ̂3 =0.029 ζ̂6 =0.010 ζ̂9 =0.006 ζ̂12 =0.006 ζ̂15 =0.010

C = 1 ζ̂1 =0.115 ζ̂4 =0.234 ζ̂7 =0.089 ζ̂10 =0.010 ζ̂13 =0.081 ζ̂16 =0.034

C = 2 ζ̂2 =0.009 ζ̂5 =0.059 ζ̂8 =0.045 ζ̂11 =0.003 ζ̂14 =0.007 ζ̂17 =0.099

For each value of (B,C) we estimate the log-hazard function using equation (4.5)
evaluated at the posterior mean of the parameters, based on equation (4.11). This
model, denoted by MHM2 is compared with:

(i) the log-hazard function of equation (4.11) with J = 1 (chosen by using an information
criterion, as described in Section 8) with posterior distribution of the parameters
estimated when B and C are both observed for all units in P1 and P2 (summaries
of the posterior distribution of the parameters are shown in Appendix C), and
denoted as MHC1;

(ii) the log-crude death rates for each age and their 95% confidence intervals, obtainable
by means of the stratification of the combined mortality experience. At higher ages
the crude hazard rates may not exist due to the lack of exposures. Furthermore,
the lower bound of the confidence interval can be negative for some ages, hence
their logarithm cannot be calculated.

Figure 7.4 shows the analysed log-hazard functions for each value of (B,C). We observe
that the hierarchical model captures quite well the key features of the crude rates.
Furthermore, the fitted rates lie within the 95% confidence interval of the crude rates.
These latter are wider when B = High and C = 0 because the exposed-to-risk is small.
When data are missing, the fitted hazard function is still extremely close to the hazard
function obtainable when B and C are both observed.
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Figure 7.4: Log-hazard function of models MHM2 (solid line) and MHC1 (dashed line),

log-crude rates (dotdashed line) and their 95% confidence intervals (dotted
line) for each value of (B,C).

Now, if we marginalize Table 7.2 with respect to G, we obtain the joint probability
distribution for (B,C) based on the posterior mean of ζ, shown in Table 7.3 together
with the empirical frequencies of the occurrences of benefit and geo- demographic profile
for our dataset. The fitted joint probability distribution of (B,C) is extremely close to
the empirical frequencies of (B,C). The tiny differences may be due to the fact that
in our Bayesian estimation framework, we consider only one possible 50-50 split of our
dataset.
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Table 7.3: Posterior mean of the marginal probability distribution of (B,C) (first and
third line) and empirical frequencies of benefit level and geo-demographic
profile among 18,741 pension scheme members (second and fourth line in
brackets)

fB,C(·, ·; ζ̂) C = 0 C = 1 C = 2 fB

(
·; ζ̂
)

B = Low
0.192 0.438 0.113 0.743
(0.19) (0.43) (0.13) (0.75)

B = High
0.023 0.125 0.109 0.257
(0.03) (0.13) (0.09) (0.25)

fC(·; ζ̂)
0.215 0.563 0.222

1
(0.22) (0.56) (0.22)

8. Model selection

As stated in Section 1, there are singularities in the parameter space of our model. That
is, there are parameter values for which the Fisher information matrix (or the Hessian
matrix of the likelihood function) is singular. Therefore classical information criteria
such as the BIC cannot be used for model selection. This is because the posterior distri-
bution of the model, given the data, is not approximately normal, even asymptotically
(Watanabe (2010)). As noted by Geiger et al. (2013), a further consequence of missing
data and potential singularities in the parameter space is that the set of possible models
becomes infinite, and the search for the best one is computationally cumbersome, since
we need to account for all possible realizations of the missing variables.

Tools from algebraic geometry have clarified the asymptotic behaviour of such poste-
rior distributions. Watanabe (2013) proposes the use of the Widely Applicable Bayesian
Information Criterion (WBIC), which corresponds to the BIC when the model is regu-
lar9.

8.1. Computation of the WBIC

Let Y1, Y2, . . . , Yn be i.i.d. random variables with true p.d.f. q (y). A statistical model
is given by the specification of a p.d.f. fY (y; θ) for y = (y1, . . . , yn) ∈ Rn, given the
parameter θ ∈ Ωθ ⊂ Rk, with p.d.f. p (θ).

The WBIC is computed as follows:

WBIC = − 1

M

M∑
m=1

logL
(
θ(m) | y

)
= − 1

M

M∑
m=1

n∑
i=1

log f
(
yi; θ

(m)
)

(8.1)

9A model is regular when the parameter estimate is unique and the Hessian matrix at the value of the
parameter estimate is strictly positive definite.
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where the sample θ(1), θ(2), . . . , θ(M) is drawn from the following posterior distribution:

p (θ | y) ∝ p (θ)
n∏
i=1

f
(
yi; θ

(m)
)1/ logn

= exp

[
log p (θ) +

1

log n
logL (θ | y)

]
. (8.2)

A possibility to speed up the model selection process in practice is the use of the
Widely Applicable Information Criterion (WAIC) of Watanabe (2010), since it makes
use of the same output of the MCMC sampler used for inference, rather than having
to re-run the MCMC sampling from the posterior distribution of equation (8.2). Like
the WBIC, the WAIC corresponds to the Akaike Information Criterion (AIC, (Akaike
1974)) when the model is regular.

When applied to our data the WAIC yielded similar results (see Ungolo (2019)). We
show here the results using the WBIC, because from a theoretical perspective Watanabe
(2019) remarks how the WBIC is useful if we want to choose the model closest to the
true model, whilst the WAIC is useful when estimating loss in information due to the
use of one model over competing models.

8.2. Application and results

For any individual in P1, we used:

fxi (ti | bi, di; τ, ζ) =

J∑
j=0

fxi (ti | g = j, di; τ) fG|B (g | bi; ζ) (8.3)

and for those in P2 we used:

fxi (ti | bi, ci; τ, ζ) =

J∑
j=0

fxi (ti | g = j, di; τ) fG|C (g | ci; ζ) . (8.4)

That is, we did not include the marginal probability distributions of B and C. This is to
ease comparison with the model where J = 0 (no heterogeneity associated with due B
and C). Indeed, the variability in these two marginal distributions is the same for every
J due to the aggregation property of the Dirichlet distribution10. Similar arguments
apply when B and C are both observed for all units in the combined dataset.

In order to sample from the posterior distribution of equation (8.2), we use the same
MCMC algorithm and implementation outlined in Sections 5 and 6. Table 8.1 shows
the results of the computation of the WBIC based on 9,000 samples for θ = (τ, ζ) at the
purpose to select among competing models, given the values of J . When B and C are
always observed in the combined mortality experience, the WBIC is lowest for J = 1,
while when B and C are never jointly observed, the WBIC is lowest for J = 2. In both
cases, the inclusion of the covariates within the modelling framework leads to a sensible

10For example, suppose ζ = (ζ1, . . . , ζi, . . . , ζj , . . . , ζK) ∼ D (η1, . . . , ηi, . . . , ηj , . . . , ζK). The K − 1-
dimensional vector ζ′ = (ζ1, . . . , ζi + ζj , . . . , ζK) where we replaced ζi and ζj with their sum, has
D (η1, . . . , ηi + ηj , . . . , ζK) distribution.
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Table 8.1: WBIC for J = 0, 1, 2, 3 and 4 when B and C are both observed for P1 and
P2 (WBICC) and when B and C are never jointly observed (WBICM).

WBIC J=0 J=1 J=2 J=3 J=4

WBICC 20,602.68 20,544.30 20,545.57. 20,546.05 20,551.54
WBICM 20,602.68 20,574.92 20,573.62 20,574.65 20,575.99

improvement of the model fit, and at the same time the values of the WBIC are very
close one another for J = 1, . . . , 4.

In practice, the actuary can fit models for increasing values of J , until the WBIC does
not decrease.

9. Financial impact of jointly analysing pension scheme data

9.1. Measures of financial risk

As discussed in Section 1, sample size and covariates can have a significant impact when
calculating financial quantities based on fitted hazard rates.

Here we analyse: (i) annuity factors, used for calculating reserves and annuity prices;
and (ii) the capital requirement for mis-estimation risk, namely the risk that the es-
timated hazard function is wrong. Since we have a parametric model of the hazard
function, the latter derives from the sampling variability of the parameters.

For the annuity factor we compare the values obtained using the hazard function
fitted using our model, denoted by MHM2, with the values obtained using a simpler
model not including covariates, denoted by M0 : µx (τ) = exp (α+ βx), fitted with
maximum likelihood based on all units in the combined sample. In this way, we analyse
the financial impact of the covariates.

Then, we look at the case where the annuity factor is calculated on the basis of two
different hazard functions, estimated separately for each mortality experience P1 and
P2:

M1 : µti (xi, bi; τ) = exp
[
α1 + β1 (xi + ti) + γ1[bi=High]

]
for P1; (9.1)

M2 : µti (xi, ci; τ) = exp
[
α2 + β2 (xi + ti) + δ11[ci=1] + δ21[ci=2]

]
for P2 (9.2)

with parameters estimated by maximum likelihood. Parameter estimates of models M0,
M1 and M2 are shown in Table 9.1. In addition, the variance-covariance matrix of the
maximum likelihood estimator Σ̂ is estimated using the empirical information matrix.
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Table 9.1: Parameter estimates of models MC, M0, M1 and M2 for the analysis of the
pension schemes P1 and P2.

Model Dataset α̂ β̂ γ̂ δ̂1 δ̂2 `

MC P1 + P2 −11.41 0.11 −0.21 −0.22 −0.43 −20,512.69
M0 P1 + P2 −11.58 0.11 − − − −20,592.61
M1 P1 −11.40 0.11 −0.27 − − −10,345.92
M2 P2 −11.58 0.11 − −0.26 −0.52 −10,193.61

Due to the random sampling used to split the dataset into P1 and P2, the socio-
economic composition (joint distribution of (B,C)) in the two datasets is approximately
the same as in the whole population.

We could have used the Bayesian techniques of this paper for the separate analyses
of the two pension schemes. We chose the simpler approach because an actuary would
usually prefer to use simpler and parsimonious models, as well as simpler estimation
methods.

We also compare the value of the annuity factor obtainable with model MHM2 with
the model of equation (3.1), denoted as MC fitted with maximum likelihood when data
are not missing (parameter estimates in Table 9.1) for each value of (B,C).

The mis-estimation risk capital requirement will be similarly analysed: it is calculated
separately for P1 using model M1 and P2 using model M2, based on their respective
MLEs, and then using the hazard function fitted with the heirarchical model.

9.2. Annuity factors

Let the random variable Yx (z) denote the present value of the cash flows a pension fund
member aged x and socio-economic characteristics z receives until they die. Assuming
a continuous cash flow of £1 per year, the annuity factor, denoted by ax (z) is the
expectation of Yx (z), calculated as E (Yx (z)) =

∫ 120−x
0 exp (−rt)Sx (t | z) dt, where r is

the force of interest, 120 is the assumed maximum attainable age, and Sx (t | z) is the
survival function (see Section 2). The hazard function is evaluated at the MLE when
using models M0, M1 and M2, and the at the posterior mean when using the hierarchical
model.

The variance of Yx (z), denoted by V (Yx (z))11 depends also on the posterior distri-
bution of θ, or on the sampling distribution of the parameters when using maximum
likelihood. Using the Conditional Variance Identity (Casella & Berger (2002)) V (Yx (z))
can be decomposed as follows:

V (Yx (z)) = E [V (Yx (z) | θ)] + V [E (Yx (z) | θ)] (9.3)

The second term on the right-hand side of equation (9.3) V [E (Y (z) | θ)] helps us to
understand the variability of the annuity factor induced by the posterior distribution of
the parameters as these are random variables as well.

11For reasons of space we refer to Dickson et al. (2013) for its formula.
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Table 9.2: Values, percentage change and variance of the annuity factor calculated on the
basis of model M0 (no socio-economic segmentation) for the whole population
(P1 +P2), and compared to models accounting for covariates fitted separately
for each pension scheme (M1 for P1 and M2 for P2) and jointly (MHM2 for
P1 + P2).

Age r=0.01 r=0.03
Dataset Segmentation ax (z) % change V [E (Yx (z) | θ)] ax (z) % change V [E (Yx (z) | θ)]

Age 65
P1 + P2 No segm. 16.77 − 0.007 13.70 − 0.003

P1
Low ben. 16.47 −1.80 0.02 13.49 −1.55 0.01
High ben. 18.14 8.18 0.08 14.60 6.64 0.04

P2

Geo-d. 0 15.20 −9.37 0.05 12.62 −7.83 0.03
Geo-d. 1 16.74 −0.18 0.03 13.69 −0.06 0.01
Geo-d. 2 18.30 9.11 0.08 14.73 7.54 0.03

P1 + P2

Low ben. 16.50 −1.61 0.01 13.51 −1.37 0.00
High ben. 17.75 5.88 0.04 14.36 4.84 0.02
Geo-d. 0 15.57 −7.15 0.04 12.87 −6.02 0.02
Geo-d. 1 16.85 0.48 0.02 13.75 0.39 0.01
Geo-d. 2 17.96 7.06 0.06 14.49 5.81 0.02

Age 71
P1 + P2 No segm. 12.98 − 0.007 11.02 − 0.004

P1
Low ben. 12.73 −1.94 0.02 10.83 −1.94 0.01
High ben. 14.29 10.06 0.08 11.96 8.54 0.04

P2

Geo-d. 0 11.49 −11.49 0.04 9.92 −10.02 0.03
Geo-d. 1 12.91 −0.60 0.02 10.97 −0.44 0.01
Geo-d. 2 14.36 10.63 0.07 12.03 9.16 0.04

P1 + P2

Low ben. 12.70 −2.18 0.01 10.81 −1.94 0.00
High ben. 13.86 6.80 0.04 11.66 5.82 0.02
Geo-d. 0 11.85 −8.76 0.04 10.17 −7.70 0.02
Geo-d. 1 13.02 0.30 0.01 11.04 0.24 0.01
Geo-d. 2 14.05 8.23 0.05 11.80 7.05 0.03

We consider two forces of interest, r = 0.01 and r = 0.03, and two attained ages,
x = 65 and x = 71, the former being the typical retirement age, and the latter the
average age among individuals in the dataset at the end of the observation period.

For models M0, M1, M2 and MHM2, Table 9.2 shows the values of the annuity factor,
the percentage change compared to the annuity factors for model M0, and the value
of V [E (Yx (z) | θ)]. For models M0, M1 and M2, θ is the MLE, and V [E (Yx (z) | θ)]
is based on 10,000 values of θ sampled from the multivariate normal distribution with
mean θ̂ and variance-covariance matrix Σ̂. In this case we consider the effects of the two
covariates singly, never jointly, since we assume they are never jointly observed.

The annuity factor in model M0 is close to a weighted average of the annuity factors
in the sub-populations segmented by socio-economic factors. For example, as approxi-
mately 75% of the population has low benefit, the law M0 is more strongly influenced
by that sub-population, leading to a lower percentage change in annuity factor for low-
benefit individuals, and a higher change for those with high benefit.

For every age and force of interest the inclusion of covariates yields sensibly different
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annuity factors, when compared to model M0. These differences are more material for
the lower r, due to he inverse relationship between annuity factor and force of interest.

The percentage change in the annuity factor is larger at the older purchasing age.
This is because the covariates act multiplicatively. Ungolo et al. (2019) found that
the crude rates by benefit and geo-demographic profile tend to converge at old ages,
whereas as mentioned in Section 4.1 our model imposes a ‘static allocation’ of individuals
to heterogeneity classes, captured by the latent factor G. We did not account for the
convergence of mortality rates at old ages, because this is beyond the scope of this paper.

From a business perspective, the covariates are material. Richards (2008) noted that
the pricing margin for an annuity is around 5%, and the difference in the annuity factors
can exceed this, in absolute value. Using covariates also reduces the extent of any
selection effects; for example high benefit individuals will pay a higher price.

Using Bayesian techniques to jointly analyse these two mortality experiences reduces
the uncertainty of the annuity factors, despite the model being less parsimonious.

Similarly to Table 9.2, Table 9.3 shows the values of the annuity factor, the percentage
change and of V [E (Yx (z) | θ)] for each value of (B,C) when fitting model MC with the
MLE compared to MHM2.

We see that the percentage change is never higher than 5% in absolute value, while as
expected V [E (Yx (z) | θ)] is higher for model MHM2 because of the higher uncertainty
in parameter estimates due to missing values.

9.3. Mis-estimation Risk capital requirement

Under Solvency II, the capital requirement for longevity risk includes a component ac-
counting for mis-estimation risk (Richards et al. (2014)), namely the risk that the esti-
mated mortality is incorrect. We will show that the heirarchical model, despite being
less parsimonious, can reduce this particular capital requirement.

Following the approach of Richards (2016), the present value of an annuity portfolio
is repeatedly evaluated using a large number of simulated parameter values. We denote
the present value V (θ) =

∑n
i=1 riaxi (zi), where ri represents the pension amount of the

ith individual, as available from the empirical dataset, and axi (zi) is the annuity factor
defined in Section 9.2, which depends on the parameter θ, and on the covariates xi and
zi.

The mis-estimation risk capital requirement is calculated using the formula adopted
within the Solvency II regime:

(
99.5thpercentile of V (θ)

mean of V (θ)
− 1

)
× 100%. (9.4)

We calculate the capital requirement for scheme P1 where: (i) model M1 is used; and
(ii) the hierarchical model is used, with schemes P1 and P2 combined. For case (i) the
parameter values are drawn from the asymptotic distribution of the MLE, as described
in Section 9.2, while for case (ii) we sample from the posterior distribution of θ. We
also carry out the analogous experiment for the pension scheme P2 (using model M2).
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Table 9.3: Values, percentage change and variance of the annuity factor calculated on
the basis of model MC (no missing data) and for model MHM2.

Age r=0.01 r=0.03
Model Segmentation ax (z) % change V [E (Yx (z) | θ)] ax (z) % change V [E (Yx (z) | θ)]

Age 65

MC

Low ben.-Geo-dem. 0 15.24 0.03 12.64 0.01
High ben.-Geo-dem. 0 16.46 − 0.07 13.49 − 0.03
Low ben.-Geo-dem. 1 16.56 − 0.01 13.56 − 0.01
High ben.-Geo-dem. 1 17.81 − 0.05 14.39 − 0.02
Low ben.-Geo-dem. 2 17.80 − 0.05 14.39 − 0.02
High ben.-Geo-dem. 2 19.06 − 0.06 15.22 − 0.03

MHM2

Low ben.-Geo-dem. 0 15.39 0.01 0.05 12.75 0.01 0.03
High ben.-Geo-dem. 0 17.22 0.05 0.50 13.99 0.04 0.23
Low ben.-Geo-dem. 1 16.74 0.01 0.02 13.68 0.01 0.01
High ben.-Geo-dem. 1 17.23 -0.03 0.07 14.01 -0.03 0.03
Low ben.-Geo-dem. 2 17.47 -0.02 0.09 14.17 -0.02 0.04
High ben.-Geo-dem. 1 18.47 -0.03 0.14 14.83 -0.03 0.06

Age 71

MC

Low ben.-Geo-dem. 0 11.56 − 0.02 9.96 − 0.01
High ben.-Geo-dem. 0 12.68 − 0.06 10.80 − 0.03
Low ben.-Geo-dem. 1 12.77 − 0.01 10.87 − 0.01
High ben.-Geo-dem. 1 13.93 − 0.04 11.71 − 0.02
Low ben.-Geo-dem. 2 13.93 − 0.04 11.71 − 0.02
High ben.-Geo-dem. 2 15.12 − 0.06 12.56 − 0.03

MHM2

Low ben.-Geo-dem. 0 11.68 0.01 0.05 10.05 0.01 0.03
High ben.-Geo-dem. 0 13.37 0.05 0.43 11.29 0.05 0.23
Low ben.-Geo-dem. 1 12.92 0.01 0.02 10.97 0.01 0.01
High ben.-Geo-dem. 1 13.38 -0.04 0.07 11.31 -0.03 0.03
Low ben.-Geo-dem. 2 13.59 -0.02 0.07 11.47 -0.02 0.04
High ben.-Geo-dem. 2 14.53 -0.04 0.12 12.14 -0.03 0.06
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Table 9.4: Mis-estimation capital requirement for pension scheme P1.

Samples

P1 + P2 P1

Int. rate 0.01 0.03 0.01 0.03
Cap. Req. 1.72 % 1.37% 2.41% 1.90%

Table 9.5: Mis-estimation capital requirement for pension scheme P2.

Samples

P1 + P2 P2

Int. rate 0.01 0.03 0.01 0.03
Cap. Req. 1.45 % 1.13% 1.79% 1.44%

Tables 9.4 and 9.5 show the capital requirements based on two interest rates, r = 0.01
and r = 0.03.

We see in both cases that a combined use of available datasets for the estimation of
mortality rates may yield a lower capital requirement. As noted in Ungolo et al. (2019)
this is a direct consequence of the results obtained for the annuity factors, and is due to
the smaller sample size of each dataset considered separately.

From these figures (details are in Tables D.1 and D.2 in Appendix D) we find that
for pension scheme P1 the model MHM2 results in a lower mean value of the annuities
portfolio, which increases the capital requirement, while this is compensated by a larger
(in percentage) decrease in the 99.5th percentile of V (θ), when compared to a separate
fit with model M1.

On the other hand, for pension scheme P2 we see that the use of model MHM2 using
the two mortality experiences jointly, yields a higher mean of V (θ), while the 99.5th

percentile is lower as for P1. Those two effects combined lead to a lower capital require-
ment, while the effect of the tail risk turns out to be stronger when the interest rate is
equal to 3%, since the mean of V (θ) increases by 0.075%, while the 99.5th percentile
decreases by 0.23%.

The effect of the larger sample size is less strong as it is partially offset by the more
complex model structure of MHM2, which involves a very large number of parameters.
For the same reason, the annuity factor in Table 9.2 has a lower value of V [E (Yx (z) | θ)]
for model M0.

10. Generalization of the methodology

To generalize this modelling approach, instead of considering the random variable (B,C,G),
which has (J + 1) × 3 × 2 parameters, we consider separately the random variables
(B,G) and (C,G). These are assumed to have multinomial distributions indexed by
the ((J + 1)× 2)-dimensional vector ζBG and the ((J + 1)× 3)-dimensional vector ζCG
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Table 10.1: Parameter notation for the joint probability distribution of (B,G); ζBG =(
ζBG0 , ..., ζBGJ×2+1

)
ζBG G = 0 G = 1 ... G = J

B = Low ζBG0 ζBG2 ... ζBGJ×2
B = High ζBG1 ζBG3 ... ζBGJ×2+1

Note: here for example ζBG
0 = Pr (B = Low, G = 0), and same logic applies to the other

elements of ζBG

Table 10.2: Parameter notation for the joint probability distribution of (C,G); ζCG =(
ζCG0 , ..., ζCGJ×3+2

)
ζCG G = 0 G = 1 ... G = J

C = 0 ζCG0 ζCG3 ... ζCGJ×3
C = 1 ζCG1 ζCG4 ... ζCGJ×3+1

C = 2 ζCG2 ζCG5 ... ζCGJ×3+2

Note: here for example ζCG
0 = Pr (C = 0, G = 0), and same logic applies to the other ele-

ments of ζCG

respectively, which are represented in Tables 10.1 and Table 10.212.
Similarly to equation (4.7) the likelihood contribution from an individual in P1, whose

geo-demographic profile is missing can now be written as follows:

Li
(
τ, ζBG

)
∝ f

(
ti, bi | xi, di; τ, ζBG

)
= fB

(
bi; ζ

BG
) J∑
j=0

fxi (ti | g = j, di; τ) fG|B
(
g = j | bi; ζBG

)
(10.1)

and for an individual in P2 we have:

Li
(
τ, ζCG

)
∝ f

(
ti, ci | xi, di; τ, ζCG

)
= fC

(
ci; ζ

CG
) J∑
j=0

fxi (ti | g = j, di; τ) fG|C
(
g = j | ci; ζCG

)
. (10.2)

In case the two datasets share the same socio-economic composition, then we can
notice that the marginal distribution of G within the whole sample should be the same,
that is:

fG
(
g = j; ζBG

)
= fG

(
g = j; ζCG

)
(10.3)

which implies a probabilistic relationship between B and C. Indeed, starting from
ζBG and ζCG it is possible to derive probability bounds for fB,C,G (·, ·, ·; ζ) based on

12The sum of the dimension of ζBG and ζCG is less than the dimension of ζ
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Fréchet inequalities, using either fB,G
(
·, ·; ζBG

)
and fC

(
·; ζCG

)
or fC,G

(
·, ·; ζCG

)
and

fB
(
·; ζBG

)
. In a simplified notation these bounds are given by:

max (0, fB (b) + fC (c) + fG (g)− 2) ≤ fB,C,G (b, c, g) ≤ min (fB (b) , fC (c) , fG (g))
(10.4)

When sampling ζBG and ζCG we need first to look at the marginal probability dis-
tribution of G, which is multinomial with parameter vector ζG, and then at the con-
ditional probability distribution of B given G and of C given G, indexed by the pa-
rameter vectors ζB|G and ζC|G respectively. Once we sample ζG, ζB|G and ζC|G, then
it is straightforward to obtain ζBG and ζCG, since for example Pr (B = b,G = c) =
Pr (B = b | G = c)Pr (G = c).

If we assume a Dirichlet prior distribution for ζBG and ζCG, indexed by the param-
eter vectors ηBG and ηCG respectively, then we can exploit its aggregation property
throughout the sampling process. Hence, Step 1 and Step 2 of the Metropolis-Hastings
algorithm described in Section 5.3 are modified as follows:

1 — For individuals in P1, sample g
(m)
i , i = 1, . . . , n1 from the following probability

distribution:

Pr
(
g
(m)
i | ti, xi, bi, di

)
=

Pr
(
ti, xi, bi, di | g(m)

i

)
Pr
(
g
(m)
i

)
∑

g∈{0,1,...,J}

Pr (ti, xi, bi, di | g)Pr (g)

=
fxi

(
ti | g(m)

i , di; τ
(m−1)

)
fG|B

(
g
(m)
i | bi; ζBG(m−1)

)
∑

g∈{0,1,...,J}

fxi

(
ti | g, di; τ (m−1)

)
fG|B

(
g | bi; ζBG(m−1)

) . (10.5)

Similarly, for individuals in P2, sample g
(m)
i from the probability distribution

Pr
(
g
(m)
i | ti, xi, ci, di

)
=

fxi

(
ti | g(m)

i , di; τ
(m−1)

)
fG|C

(
g
(m)
i | ci; ζCG(m−1)

)
∑

g∈{0,1,...,J}

fxi

(
ti | g, di; τ (m−1)

)
fG|C

(
g | ci; ζCG(m−1)

) . (10.6)

2 — Sample ζBG and ζCG:

2.1 — Sample ζG(m) ∼ p
(
ζG | g(m); ηBG, ηCG

)
;

2.2 — Sample ζB|G(m) ∼ p
(
ζB|G | b,g(m); ηBG

)
, where b is the benefit level in P1,

and ζC|G(m) ∼ p
(
ζC|G | c,g(m); ηCG

)
, where c is the geo-demographic profile

level in P2.

In all these draws we follow the same procedure as Steps 2.1 and 2.2 in Section 5.3
when sampling from a Dirichlet distribution.
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11. Conclusions

The use of the Bayesian methodology outlined here has clear advantages when data are
missing or parts of a combined dataset have inconsistent covariates. Firstly, a mortality
analysis can be carried out using a larger sample, and without discarding any statistically
significant information. In this way we can reduce the risk of mis-estimating capital
requirements. Secondly, we can handle data that are assumed to be missing at random,
and better understand the relationship among covariates. Finally, the framework could
be extended to the inclusion of many other factors, such as smoking status, health
conditions and type of work (manual/non-manual). As mentioned earlier, extending our
approach to the case where covariates are missing not at random, would require us to
explicitly model the missing data mechanism. Another interesting extension would be
to include interaction terms between the latent factors and age, in order to capture the
convergence of mortality rates at higher ages.

The methodology described here could also be used with the other two examples
described in Section 1 (schemes C and D, and schemes E and F). In the case of schemes
C and D we have two unordered categorical variables, namely ACORN and MOSAIC
geo-demographic profiles, and we would be able to model the statistical relationship
between them in a similar way to our joint model for benefit and geo-demographic
profile in this paper. In the case of schemes E and F we have benefit provided in deciles
and quartiles and the latent factor G would represent the relationship between them.
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A. Prior-posterior Conjugation

A.1. Conjugate posterior for τ

Given the specification of the gamma distribution for φ0 = exp (α) and φj = exp (ψj),
the following likelihood function in terms of β and φj (j = 0, . . . , J) is obtained:

L (φ0, φ1, . . . , φJ , β | x,d,g, J)

∝
n∏
i=1

exp

[
−
(

exp (βti)− 1

β

)
exp [β (xi − xOFF)]φ0φ

1[gi≥1]
1 · · · φ

1[gi≥J]
J

]

×

[
φ0φ

1[gi≥1]
1 · · · φ

1[gi≥J]
J exp [β (xi + ti − xOFF)]

]di
(A.1)
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In order to simplify the exposition we define:

H =
n∑
i=1

(
exp (βti)− 1

β

)
exp [β (xi − xOFF)]φ

1[gi≥1]
1 · · · φ

1[gi≥J]
J (A.2)

that is the sum of the integrated hazard functions of each individual, divided by φ0; and
the sum of the integrated hazard functions for those units for which g ≥ j, divided by
φj :

Hj =
n∑
i=1

 J∑
k=j

1[gi=k]

(exp (βti)− 1

β

)
φ0φ1 · · · φj−1φ

1[gi≥j+1]
j+1 · · · φ

1[gi≥J]
J

Given a Gamma (λ0, ρ0) prior distribution for φ0, with p.d.f.:

φ0 ∼ p (φ0 | λ0, ρ0) =
ρ0
λ0

Γ (λ0)
φλ0−10 exp (−ρ0φ0) (A.3)

the posterior distribution of φ0 (conditional to the other parameters) is:

p (φ0 | t,x,d,g, β, φ1, . . . , φJ , λ0, ρ0, J) ∝ φ

λ0+ n∑
i=1

di − 1


0 exp [−φ0 (ρ+H)] (A.4)

which is the kernel of a Gamma

(
λ0 +

n∑
i=1

di, ρ0 +H

)
distribution.

Similarly, for φj (j = 1, . . . , J), assuming a Gamma (λj , ρj) prior distribution, we
obtain the following posterior distribution:

p (φj | t,x,d,g, β, φ1, . . . , φj−1, φj+1, . . . , φJ , λj , ρj , J)

∝ φ

λj+ ∑
[i:gi=j]

di − 1


j exp [−φj (ρj +Hj)] (A.5)

A.2. Conjugate Posterior for ζ

The likelihood function of the three-variate vector (B,C,G) which has multinomial dis-
tribution can be written as follows:

L (ζ | b, c,g) = ζn0
0 ζn1

1 · · · ζ
n(J×2+1)×3+1

(J×2+1)×3+1

(
1− ζ0 − . . .− ζ(J×2+1)×3+1

)n−n0−...−n(J×2+1)×3+1

(A.6)

where n0, n1, . . . , n(J×2+1)×3+1 is the number of observed occurrences for each value of
(B,C,G), with the same indexing of Table 4.113.

13Remark: ζ(J×2+1)×3+2 =
(
1− ζ0 − . . .− ζ(J×2+1)×3+1

)
and n(J×2+1)×3+2 = n−n0−. . .−n(J×2+1)×3+1
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The conjugate prior distribution for the parameter vector ζ is the Dirichlet distribu-
tion, indexed by the parameter η =

(
η0, . . . , η(J×2+1)×3+2

)
, with p.d.f.:

p (ζ | η) =

(J×2+1)×3+2∏
j=0

Γ (ηj) ζ
ηj−1
j

Γ

(J×2+1)×3+2∑
j=0

ηj

 (A.7)

where Γ (·) is the Gamma function. Its mean and variance are:

E (ζj) =
ηj
η′

V ar (ζj) =
ηj (η′ − ηj)
η′2 (η′ + 1)

(A.8)

where η′ =

(J×2+1)×3+2∑
k=0

ηk. The posterior distribution for the parameter vector ζ is:

p (ζ | g,b, c, η) = p (ζ | η)L (ζ | b, c,g) =

(J×2+1)×3+2∏
j=0

Γ (ηj + nj) ζ
ηj+nj−1
j

Γ

(J×2+1)×3+2∑
j=0

ηj + nj

 (A.9)

which is another Dirichlet distribution with parameter vector
ηP =

(
η0 + n0, . . . , η(J×2+1)×3+2 + n(J×2+1)×3+2

)
.
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B. Summary of the distribution of ζ for J = 2 (Case of B and
C never jointly observed)

Table B.1: Summary of the posterior distribution of ζ with J = 2

Parameter Mean Median St.Dev 2.5-th Quant 97.5-th Quant

ζ0 0.153 0.154 0.015 0.124 0.180
ζ1 0.115 0.115 0.028 0.064 0.171
ζ2 0.009 0.008 0.006 0.001 0.025
ζ3 0.029 0.028 0.014 0.009 0.060
ζ4 0.234 0.232 0.036 0.167 0.304
ζ5 0.059 0.058 0.018 0.025 0.094
ζ6 0.010 0.009 0.007 0.001 0.028
ζ7 0.089 0.087 0.025 0.045 0.141
ζ8 0.045 0.044 0.016 0.017 0.080
ζ9 0.006 0.004 0.006 0.000 0.021
ζ10 0.010 0.009 0.007 0.001 0.027
ζ11 0.003 0.002 0.003 0.000 0.012
ζ12 0.006 0.004 0.005 0.000 0.019
ζ13 0.081 0.081 0.019 0.047 0.121
ζ14 0.007 0.005 0.007 0.000 0.027
ζ15 0.010 0.009 0.007 0.001 0.027
ζ16 0.034 0.032 0.015 0.010 0.067
ζ17 0.099 0.099 0.018 0.063 0.134
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C. Summary of the posterior distribution of θ = (τ, ζ) for model
MHC1

Table C.1: Summary of the posterior distribution of θ for model MHC1

Parameter Mean Median St.Dev 2.5-th Quant 97.5-th Quant

α -2.859 -2.864 0.005 -3.045 -2.676
β 0.113 0.113 0.006 0.102 0.124
ψ1 -0.606 -0.619 0.086 -0.931 -0.310
ζ0 0.155 0.155 0.013 0.128 0.180
ζ1 0.205 0.205 0.023 0.161 0.250
ζ2 0.025 0.024 0.009 0.010 0.046
ζ3 0.035 0.034 0.011 0.016 0.059
ζ4 0.222 0.222 0.023 0.178 0.267
ζ5 0.105 0.105 0.011 0.083 0.126
ζ6 0.009 0.008 0.005 0.001 0.019
ζ7 0.027 0.026 0.010 0.011 0.049
ζ8 0.015 0.015 0.007 0.004 0.032
ζ9 0.017 0.017 0.005 0.008 0.027
ζ10 0.105 0.106 0.012 0.082 0.127
ζ11 0.079 0.079 0.009 0.061 0.095

D. Details of the figures for the calculation of the
mis-estimation risk capital requirement

Table D.1: 99.5th percentile and mean of V (θ) and percentage differences when fitting a
mortality model separately and jointly for pension scheme P1 (figures rounded
at the third decimal).

99.5 - percentile of V (θ) Mean of V (θ)

Sample r = 1% % diff r =3% % diff rate = 1% % diff r =3% % diff

P1 1.174× 109 − 0.93× 109 − 1.146× 109 − 0.913× 109 −
P1 + P2 1.156× 109 −1.49% 0.919× 109 −1.13% 1.137× 109 −0.82% 0.907× 109 −0.62%
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Table D.2: 99.5th percentile and mean of V (θ) and percentage differences when fitting a
mortality model separately and jointly for pension scheme P2 (figures rounded
at the third decimal).

99.5 - percentile of V (θ) Mean of V (θ)

Sample rate = 1% % diff rate =3% % diff r = 1% % diff r =3% % diff

P1 1.133× 109 − 0.904× 109 − 1.113× 109 − 0.891× 109 −
P1 + P2 1.131× 109 −0.17% 0.902× 109 −0.23% 1.115× 109 0.17% 0.891× 109 0.075%
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