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Abstract

Solving wave problems with isogeometric analysis has attracted a significant attention in
the past few years. It is well known that keeping a fixed number of degrees of freedom per wave-
length leads to an increased error as higher wavenumbers are considered. This behaviour often
cited as the pollution error, improves significantly with isogeometric analysis when compared
to the conventional finite element method. The improvement in handling pollution along with
the ability to represent exact geometries have been the main reasons behind the attention that
isogeometric analysis has received. Furthermore, using high order elements also presents major
advantages over low order elements for this range of frequencies. However, it remains to be
studied how iterative linear solvers, often necessary for solving high frequency wave problems,
perform when using isogeometric analysis compared to the finite element method especially at
high polynomial orders. This paper is one of the first studies in this direction.

In this work we investigate the Generalised Minimal Residual method, a standard Krylov
subspace iterative technique, for solving the linear system resulting form isogeometric analysis.
Furthermore, we look into the use of some recently proposed preconditioners for Helmholtz
problem, such as shifted Laplace or ILU with a complex shift preconditioners and how they
perform with high order isogeometric analysis and finite element method. In general the re-
sults show improvement when using isogeometric analysis in terms of the number of iterations
required for convergence compared to the finite element method for both preconditioned and
non-preconditioned linear systems. We use eigenvalue spectra to understand this improvement.

Keywords. Iterative solver; Preconditioning; Shifted-Laplace preconditioner; Helmholtz equation;
Isogeometric analysis; Finite element method.
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1 Introduction

Solving wave problems in frequency domain has many applications in electromagnetism, elasticity
and acoustics. Using separation of variables it is assumed that the solution of the wave equation is a
multiplication of two functions T (t)u(x) where the former is only a function of time while the later is
a function of space. The classical choice of time dependence in acoustics is T (t) = eiωt where ω is the
angular frequency of the propagating wave and i2 = −1. This time harmonic dependence reduces
the original wave equation to the Helmholtz equation which can then be solved with deterministic
numerical methods for mid-range frequencies from a few Hz to a few kHz. However, to obtain
accurate solutions, it is important to discretize the domain of interest at a sufficiently fine mesh
resolution relative to the wavelength [1].

Fixing the number of degrees of freedom per wavelength is not enough to maintain the error level
if the frequency increases. This behaviour is well documented in the literature and is often referred
to as the pollution error [2–4]. Different studies on the finite element method (FEM) indicate
that the pollution error can be controlled using sufficiently refined mesh grids [1, 5]. The required
mesh refinement is dependent on the polynomial order used in the approximation. Recent studies
indicate that the pollution error is better controlled with isogeometric analysis (IGA) than with
FEM [6–8]. Nevertheless, the discretization process often leads to large, complex and ill-conditioned
linear systems as the frequency grows. On one hand, using direct solvers can be prohibitively
expensive in terms of computations. For example in 3D computations, the direct solver involves
O(N3) floating point operations, where N is the total number of unknowns in the system. On the
other hand, although iterative solvers offer some relief in that they involve O(N2) matrix-vector
product operations, they may not converge without a good preconditioner. This is especially true
in the case of Helmholtz problem for which developing a good preconditioner is a non-trivial task,
see [9].

Many authors have investigated using iterative solvers and their applications for the Helmholtz
problem, see [10–12]. Although preconditioning a Helmholtz linear system remains an open topic
for research, some of the recent developments show several promising directions [13]. A major
direction in this regard is related to the work carried out within the multigrid context such as
Krylov-type methods including smoothers [14] or sweeping preconditioners [15, 16], reformulation-
based preconditioning [17] and wave-ray methods [18, 19]. Another direction is proposed within
the complex-shifted Laplace preconditioner [20–22]. A recent review which looks at the solution of
Helmholtz linear system, can be found in [23].

The efficacy of IGA in solving Helmholtz problem is two fold. First, IGA has been established to
simplify the meshing process where the non-uniform rational B-Splines (NURBS) functions used
to generate the mesh are also employed to approximate the field [24]. Secondly, IGA has been
particularly useful when dealing with the aforementioned pollution error, see [25–27] for acoustic,
[28, 29] electromagnetic and [30] elastic waves. For a similar approximation order and the same
number of degrees of freedom the NURBS can provide better accuracy than the conventional C0

FEM, thanks to the higher level of inter-element continuity.

IGA can be a preferred alternative for certain industrial applications in acoustics owing to its sim-
plified meshing process and superior approximation properties. The linear systems arising out of the
discretization process of such problems that either involve high frequencies or very large domains,
warrant the use of iterative solvers due to high computational cost involved. This requires us to
understand the performance of iterative solvers when used in conjunction with IGA. However, the
literature on solving Helmholtz problem with IGA using the iterative solvers is scant. More specif-
ically, it is still unclear how preconditioned iterative solvers popular for the conventional C0-FEM,
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will perform with IGA for wave problems. In this paper, we study this very aspect and evaluate
the performance of some of the recently developed preconditioners for Helmholtz problem. We also
attempt to cover the gap in the literature by studying the iterative solution of the linear systems
obtained with high order basis functions. The rest of the paper is organised as follows. We first
introduce the variational formulation to be solved and briefly explain the iterative solver and the
preconditioners considered. We then evaluate the performance of the iterative solver combined with
the considered preconditioners for Helmholtz linear systems resulting from high order IGA and com-
pare them with the corresponding FEM linear systems. Finally, we discuss the performance of the
considered preconditioners for a practical application where we analyse the interior noise of a typical
passenger car.

2 Variational formulation

We are interested in solving the homogeneous Helmholtz equation for acoustic wave applications

∆u+ k2u = 0, in Ω (1)

where the acoustic wave pressure u is complex and the wavenumber k is positive and real. We
consider the equation in a bounded domain Ω in R2. In this work we avoid solving a full exterior
problem to circumvent the need for artificial boundary conditions that can introduce some error into
the solution approximation. Instead we choose to impose a known analytical solution on the domain
boundary ∂Ω using a Robin boundary condition given by

∂u

∂n
+ iku = g on ∂Ω, (2)

where n is the outward unit normal and g a square integrable function on ∂Ω, and the latter is
used here to impose a known analytical solution. To find the variational statement of the boundary
value problem defined by (1) and (2) we multiply the Helmholtz equation with a test function v and
then integrate it over the domain Ω. After applying the divergence theorem and substituting the
boundary condition we get the variational formulation: find u ∈ H1(Ω), s.t.,∫

Ω

(
∇u∇v − k2uv

)
dΩ + ik

∫
Γ

uvdΓ =

∫
Γ

gvdΓ, ∀v ∈ H1(Ω). (3)

where H1(Ω) is a Hilbert space and the overbar indicates a complex conjugate. The finite element
method can then be used to search for an approximate solution uh in the discrete space Vh, i.e., find
uh ∈ Vh ⊂ H1(Ω), s.t.,∫

Ω

(
∇uh∇v − k2uhv

)
dΩ + ik

∫
Γ

uhvdΓ =

∫
Γ

gvdΓ, ∀v ∈ Vh. (4)

We then define a set of N basis functions {NA, A = 1, · · · , N} where the combination of all these
functions forms the discrete space Vh so that dim(Vh) = N .

The finite element solution is approximated with these basis functions

uh =
N∑
A=1

uANA. (5)
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where {uA, A = 1, · · · , N} are the coefficients or the nodal degrees of freedom that need to be
determined. Thus, the variational formulation can now be written as

N∑
A=1

uA

[∫
Ω

(
∇NA∇v − k2NAv

)
dΩ + ik

∫
Γ

NAvdΓ

]
=

∫
Γ

gvdΓ, ∀v ∈ Vh. (6)

We then choose the test functions v ∈ Vh to be the same as the solution basis functions NB, B =
1, · · · , N . Therefore, we can write

N∑
A=1

uA

[∫
Ω

(
∇NA∇NB − k2NANB

)
dΩ + ik

∫
Γ

NANBdΓ

]
=

∫
Γ

gNBdΓ, for B = 1, · · · , N (7)

Next, we define a set of elements Ei ∈ Th which are a decomposition of Ω. The elements are
non-overlapping and non self-intersecting. Each element Ei is characterised with a diameter h.

Using the domain decomposition, the integral for the variational formulation (7) can then be per-
formed element-wise. It is possible then to assemble all the integrals into a single system of linear
equations such as

Ax = b (8)

where, A is called the global coefficient matrix, b the global load vector and x the global solution
vector. The individual entries of the linear system as the sum of integrals over elements are

AA,B =
∑
Ei

∫
Ei

(
∇NA · ∇NB − k2NANB

)
dΩ(Ei) + ik

∫
∂Ei
NANB dΓ(Ei) (9)

and

bA =
∑
Ei

∫
∂Ei
NBg dΓ(Ei) (10)

Note that the matrix A ∈ CN×N is complex valued, non-Hermitian, sparse, symmetric and often
ill-conditioned or singular for large values of the wavenumber k. In general the standard FEM and
IGA differ mainly in two points: the choice of the basis functions NA and the way the elements E are
constructed. We will discuss these two points in the context of the standard finite element method
with Lagrangian basis function and the isogeometric analysis with NURBS basis functions.

2.1 Lagrange finite element

In this study we consider the standard Lagrangian quadrilateral elements in the physical space with
nodal degrees of freedom so that one basis function is associated with each element node. We also
define a reference element Ê in the parent space ξ̂ ∈ [−1, 1]2 so that an Ei element in the physical
space is related to the parent element with an affine transformation FEi

FEi : ξ̂ ∈ Ê → FEi(ξ̂) (11)

To numerically evaluate the integrals in (9) and (10), it is possible to transfer functions between the
physical and the parent space using (11). In one dimension the finite element basis functions are
constructed using Lagrange polynomials

Na(ξ) =
n∏
a=1
a6=b

ξ̂ − ξ̂b
ξ̂a − ξ̂b

(12)
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where the number of nodes n local to a parent element Ê, is related to the order of the polynomial
i.e. n = p+ 1. In two dimensions it is possible to build basis functions using tensor product of two
1D polynomials of order p.

2.2 Isogeometric analysis

In this subsection we briefly introduce the construction of isogeometric elements and their basis
functions. For a comprehensive description on the topic we refer the reader to [24,31]. We consider
quadrilateral elements in the physical space and a reference element Êi in the parent space ξ̂ ∈
[−1, 1]2 where again elements are linked to the parent element with an affine transformation as in
(11). Similar to the finite elements case the integrals in (9) and (10), are evaluated by transferring
functions between the physical and the parent space. In one-dimension the NURBS basis functions
are built on a sequence of knots that are given as a vector

Ξ = [ξ1, ξ2, · · · , ξn+p+1] (13)

with ξi being the ith knot. The size of vector Ξ is dependent on the number of basis functions n
and the polynomial order p of these functions and can be thought of as defined over a parametric
space ξ̃ = (ξ) ∈ [ξ1, ξn+p+1]. The knots are then used to construct the B-splines which are obtained
in one-dimension from the Cox-deBoor recursion formula:

Ni,p(ξ) =
ξ − ξi
ξi+p

Ni,p−1(ξ) +
ξi+p+1 − ξ
ξi+p+1 − ξi+1

Ni+1,p−1(ξ) (14)

where,

Ni,0(ξ) =

{
1, if ξi ≤ ξ ≤ ξi+1,

0, otherwise
(15)

The NURBS basis are the weighted version of the B-splines. Also here to create a NURBS basis in
two dimensions, 1D B-splines need to be combined using tensor product. It should be noted here
that the parent space, ξ̂ ∈ [−1, 1]2 is the same for IGA and FEM in which numerical integration
is performed. However, IGA has the additional space ξ̃ over which the basis functions are defined.
Therefore IGA involves two coordinate mappings as against one mapping in Lagrange based FEM.
Also, unlike the Lagrangian basis functions in two dimensions, NURBS basis functions commonly
use B-Splines of different orders to construct a bi-variate basis. It is also useful to note that for
p = 0 and 1 NURBS and Lagrangian basis functions are the same.

3 Preconditioned iterative solver

The linear system in (8) is known to be positive indefinite, non self-adjoint and non-Hermitian. In
this paper we look at solving this linear system using a Krylov subspace method, namely, the ‘gen-
eralised minimal residual’ (GMRES) [32]. In general, Krylov subspace methods converge reasonably
well if the system is suitably preconditioned. However, many times user experience is essential in
choosing the correct Krylov subspace method as well as the preconditioner. For example, from
the two most popular Krylov methods viz. biconjugate gradient stabilized method (BiCGstab) [33]
and GMRES, we choose the latter for two reasons. Firstly, BiCGstab requires two matrix-vector
products in each of its iteration whereas GMRES requires only one. As the size of the linear system
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grows, the cost of performing additional matrix-vector products can quickly build up and results in
a high computational load. Secondly, GMRES is based on a robust theory that proves its conver-
gence in at most N iterations in exact arithmetic for a system with N unknowns. However, because
GMRES uses a full recurrence resulting in high memory usage as the iteration count grows, it is
often necessary to reset the initial guess. This strategy is called ‘restarted GMRES’ or GMRES(m)
with m being the number of iterations before resetting the guess. Although one may gain in terms of
memory usage when using GMRES(m), restarting with a new guess may result in loss of convergence
and, hence, can be less robust.

In GMRES the exact solution of (8), i.e., x = A−1b is approximated with a vector xn that lies in
the Krylov subspace Kn defined as

Kn(A,b) = span{b,Ab, . . . ,An−1b} (16)

so that the residual at the nth step i.e. rn = ‖b−Axn‖ is minimized. This involves solving a
least squares problem and we refer the reader to [34, 35] that explain how a sequence of Krylov
vectors can be efficiently built in order to obtain the nth iterate xn. The important question is on
what properties of A does the number of iteration n depend in order to achieve a specified level
of residual norm rn. Obviously the condition number of A is important. It is also known that the
convergence of an iterative solver that employs a Krylov subspace, depends to a large extent, on the
distribution of the eigenvalues of A [36, 37]. If the eigenvalues lie to the left of the imaginary axis
then the convergence of the iterative solver slows down. Thus, it may be possible to achieve a faster
convergence (i.e. fewer iterations) by favourably clustering the eigenvalues. This is precisely what is
achieved by suitably preconditioning the matrix so that the eigenvalues of the resulting system are
entirely to the right of the imaginary axis, away from the origin and close to the unity.

Three preconditioners are considered in this paper: i) incomplete LU factorization with thresholding
(ILU) [38], ILU with a complex shift (shifted-ILU) [39] and the shifted Laplace preconditioner [40].
It should be noted that ILU does not perform very well at high wavenumbers. However, it is included
here first to test its performance with IGA linear systems and second to evaluate the impact of the
complex shift of the shifted-ILU preconditioner. In the following, a brief description of the three
preconditioners is provided.

3.1 ILU preconditioner

ILU works with the ‘split preconditioning’ technique where the left and right preconditioning ma-
trices are obtained with the incomplete LU factorisation. The choice of thresholding controls how
accurately the factorisation is performed thereby governing the accuracy of the solution of the pre-
conditioned linear system. Let us denote the preconditioning matrix with M and let ML and MR

be its LU factors such that
M = MLMR (17)

We can then write the ‘split-preconditioning’ for the system in (8) as

ML
−1AMR

−1y = ML
−1b, and x = MR

−1y (18)

Now it is known that if the LU factors ML and MR are obtained using the Gauss elimination proce-
dure, ML and MR will be filled with considerably higher number of non-zero entries as compared to
the original matrix M. If we could drop the non-zero entries from the LU factors that are less than
a given threshold value then we would obtain approximate LU factors. The resulting preconditioner,
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say M̃ would be an approximation for the original matrix M but it has been established that M̃
considerably improves the convergence of iterative solvers, see [41]. Let us denote the threshold drop
tolerance with τ which governs the following matrix approximation:

M̃ij =


Mij, if |Mij| > τ |Mii| , i 6= j,

Mii, if i = j,

0, otherwise,

(19)

and the incomplete LU factors of M̃ be denoted as M̃L and M̃R so that

M̃ = M̃LM̃R (20)

The split-preconditioned system with the ILU factors is then

M̃L

−1
AM̃R

−1
y = M̃L

−1
b, and x = M̃R

−1
y (21)

Here, we set the value of the threshold τ = 0.01 for all the numerical tests performed in this
paper. Obviously a smaller value of τ = 0.01 will impeove the accuracy of the decomposition but
will also require more computational resources. Therefore when comparing the solution using this
preconditioner we also consider the total CPU time needed to build the preconditioner as well as to
solve the system.

3.2 Shifted-ILU preconditioner

The idea of adding a diagonal shift in the coefficient matrix was first investigated for the incomplete
Cholesky-CG method [42]. It was found that the simple use of a complex shift in the diagonal,
favourably clusters the eigenvalues of the resulting matrix which can then be used as an effective
preconditioner for the original linear system. Furthermore, the results in [39] show that such a
complex-shift in ILU preconditioner can also be beneficial for Helmholtz problem. In this paper
we use the same split-preconditioning as in (21) except that the preconditioner in this case is now
built with a diagonal shift in A based on τ weighted with a local measure such as the norm of the
current row in the matrix A. For this, we follow the technique proposed in [39] based on the local
algebraic heuristic. We reproduce their algebraic strategy in Algorithm 1. It should be added that
Algorithm 1 is based on the technique proposed in [39]. The rational behind modifying the diagonal
entries is to choose the value of the diagonal entry in the preconditioner in an optimal way so that
we see an improved behaviour in terms of favourable clustering of eigenvalues. In particular, the
equations shown in algorithm 1 would make the preconditioning matrix diagonally dominant and
therefore we obtain a more stable LU factorisation. After computing the diagonal shift vector c,
the preconditioner can easily be built by adding the entries from each row of the vector c to the
corresponding diagonal of the original matrix A and assigning the result to M̃∗, i.e.,

M̃∗ij =

{
Aij, if i 6= j,

Aii + ici, if i = j; i ≤ N.
(22)

Once the preconditioning matrix M̃∗ is available, we can obtain the ILU factors as before. Let the

incomplete LU factors for the complex shifted preconditioner M̃∗ be denoted as M̃∗L and M̃∗R so
that in this case the split-preconditioned system with the ILU factors is given as

M̃∗L
−1

AM̃∗R
−1

y = M̃∗L
−1

b, and x = M̃∗R

−1
y (23)
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Input: N ×N matrix A and drop threshold τ
Output: a vector c containing diagonal shifts
for j = 1; j ≤ N ; do

β = imag(Ajj);
v = Akj, k = 1; k ≤ N ;
γτ = τ ‖vk‖1;
if β ≥ 0 then

ατ = −β +
√
β2 + γ2

τ ;
end
if β < 0 then

ατ = −β −
√
β2 + γ2

τ ;
end
cj = ατ

end
return c;

Algorithm 1: Building vector of complex shifts c

3.3 Shifted Laplace preconditioner

This shifted Laplace preconditioner is built with disretization of the shifted Helmholtz operator,
see [40, 43, 44] and has been shown to accelerate the GMRES convergence. Unlike the first two
methods which are matrix based, the shifted Laplace preconditioning is operator based in that shift
is specified in the continuous problem. Consider the following Helmholtz problem with a complex
shift included in it:

∆u+ (k2 + iε)u = 0 in Ω (24)

∂u

∂n
+ iηu = g on ∂Ω (25)

The shifted Laplace preconditioner is then constructed using the discretization of (24-25). We fix
the parameter η = k and ε =

√
k or k. We can write a Galerkin approximation for the system in

(24-25) following Sec. 2 and obtain the following linear system

Aεx = b (26)

where the individual entries in the matrix Aε can be given by (noting that we use η = k)

AεA,B
=
∑
Ei

∫
Ei

(
∇NA · ∇NB − (k2 + iε)NANB

)
dΩ(Ei) + ik

∫
∂Ei
NANB dΓ(Ei) (27)

The preconditioned system with the shifted Laplace preconditioner Aε can therefore be given by

A−1
ε Ax = A−1

ε b (28)

In order to apply the preconditioner it is again possible to use the ILU factorization. We are now
interested in investigating how these three preconditioners perform against each other.
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4 Numerical tests

4.1 Scattering problem

We first consider the two-dimensional problem of an acoustic plane wave scattering from a rigid
cylinder of infinite extent and radiating to the infinity. This problem has an analytical solution for
the total acoustic field. For a plane wave travelling in the +ve x direction, the total field due to
scattering is given by:

u = −
L∑
l=0

ilεl
J ′l (ka)

H ′l(ka)
Hl(kr) cos(lθ). (29)

Here, εl is a parameter given as εl = 1 if l = 0 otherwise εl = 2. The expressions Jl(ka) and
Hl(ka) are, respectively, the Bessel and the Hankel functions of the first kind and order l while
the prime on these functions denotes their derivatives with respect to their arguments. The radius
of the scattering cylinder is a while r and θ are the polar coordinates. In this paper the upper
limit of the series is truncated at L = 28. To avoid dealing with approximate boundary conditions
the analytical solution (29) is imposed on the domain boundary. This is achieved using the non-
homogeneous boundary condition (2). For the numerical studies, we set the cylinder radius to a = 1
with its centre at the origin (0,0) while the computational domain is a unit square centred at (5,5).
We measure the accuracy of the numerical solution uh by computing the relative errors in H1-norm.
Given that the analytical solution u for a problem under consideration is known, the relative error
in uh is:

H1-error =
‖u− uh‖H1(Ω)

‖u‖H1(Ω)

(30)

where the H1-norm for the Helmholtz equation is given by

‖v‖2
H1(Ω) = ‖∇v‖2

L2(Ω) + k2 ‖v‖2
L2(Ω) (31)

It should be noted that using a higher truncation value for the series i.e. L, will significantly add
to the computational effort when evaluating the error function. However, such a higher value does
not affect the approximation error but can only add to the round-off errors. In this test example
we undertake numerical investigations for the linear systems resulting from both IGA and FEM.
The rationale behind choosing a problem with an analytical solution (29), is to examine the impact
of the iterative solver on the total error in the numerical solution. This can give a better insight
into the performance of the iterative solver compared to only considering the residual of a linear
system solution. The linear systems resulting from Helmholtz problem become ill-conditioned as the
frequency increases. For highly ill-conditioned or singular systems the iterative solver may converge
to a wrong solution. Therefore, a small residual of the converged solution can be misleading if this
solution provides a poor approximation for the exact solution.

4.1.1 Galerkin accuracy estimates

Before we begin the numerical tests with GMRES, it is important that we define the accuracy of
our Galerkin solutions. We aim to choose the meshwidth h such that as the wavenumber k grows,
the relative error for uh remains bounded by a prescribed level. Let for a given value of a parameter
α and for a polynomial order p, the ratio between the wavenumber k and the mesh size h, be fixed
such that

hkα ≤ C(ε) (32)
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Figure 1: Estimating hkα accuracy: the relative H1(Ω) errors for FEM (dashed lines) and IGA
(continuous lines) using UMFPACK direct solver.
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where 0 < ε < 1. We then say the numerical solution uh to be hkα-accurate if

‖u− uh‖H1(Ω)

‖u‖H1(Ω)

≤ ε (33)

In other words, we can say the relative error is bounded below ε for these values of α and h. Given a
wavenumber k, the corresponding meshwidth h as per the relation in (32) is determined as follows.
We define the degrees of freedom per wavelength as

t = λ

√
N

A
(34)

where N is the total number of degrees of freedom, A is the area of computational domain and
λ = 2π/k is the wavelength. Since the domain under consideration is a unit square and the considered
mesh is uniform, N can be expressed in terms of meshwidth h. We now need to determine for what
values of α we can obtain bounded errors for FEM and IGA. It should be mentioned that the
hkα accuracy estimates are well established for FEM solution of the Helmholtz equation. In one
dimension and for linear finite elements the error is bounded if the value of hk

3
2 is kept constant [2].

It was also later shown that the finite elements of order p have bounded errors if hk
2p+1
2p is kept

constant [1]. Concerning Helmholtz problem in two or three-dimensions it was shown in [45] that

the error can be bounded when hk
p+1
p is constant and sufficiently small. To find out the values of α

that provide bounded IGA errors for different polynomial orders, we run a series of numerical tests
and compare the results to the corresponding FEM results.

Only for this first exercise we use the UMFPACK direct solver [46] for establishing the hkα accuracy
estimates for both IGA and FEM. It should be noted that the use of a direct solver is needed
to establish accuracy estimates without having to worry about the convergence of the iterative
solver. Four orders of IGA and FEM are considered, namely, p = 2, 3, 4 and 5. The unit square
computational domain is meshed using quadrilateral elements. We set t∗ = 6 and the considered
values for α are 1.0, 1.1, 1.2 and 1.3. Figure 1 shows the errors for all the considered cases. For
p = 2 the error is bounded at α = 1.2 with IGA while it is bounded at α = 1.3 with FEM. For p = 3
the values are α = 1.1 and 1.2 for IGA and FEM, respectively. When p = 4, 5 these numbers are
reduced to α = 1.0 and α = 1.1 for IGA and FEM, respectively. The FEM accuracy estimates are in

line with the theoretical prediction of hk
2p+1
2p . But for the same order p, the error is always bounded

at a smaller α with IGA. These estimates confirm previous conclusions which show significant drops
in the pollution error for IGA when compared to FEM [8]. The results also confirm that for a given
p and a fixed number of degrees of freedom, the error drops by an order of magnitude when using
IGA compared to FEM.

Consider the case for Lagrange FEM where N = ( p
h

+ 1)2 when all sides of the square have equal
number of elements. Thus, to choose h for a given value of α and using N = ( p

h
+ 1)2, we obtain a

simple relationship between h and t:

h =
p

tk
2π
− 1

(35)

Similarly, for IGA using N = ( 1
h

+ p)2 we obtain

h =
1

tk
2π
− p

(36)
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If we now set, for k∗ =
√
kminkmax, t = t∗, we should obtain, for Lagrange FEM

C∗ =
pkα∗

t∗k∗
2π
− 1

(37)

and for IGA

C∗ =
kα∗

t∗k∗
2π
− p

(38)

Fixing the value for C∗ and using a reasonable value for t∗, we can choose a suitable meshwidth
h = C∗k

−α for each wavenumber k ∈ [kmin, kmax]. For eg., with p = 2, k∗ =
√
kminkmax, t∗ = 6 with

kmin = 10 and kmax = 500, we get C∗ = 7.63 for FEM (with α = 1.3) and C∗ = 2.53 for IGA (with
α = 1.2).

4.1.2 Preconditioned iterative solution

We have established the values of α that give uh with bounded relative error (or no pollution). There-
fore it is now convenient to test the performance of GMRES for these values of α. For this exercise,
we use t∗ = 6 as before to estimate the GMRES iterations growth as a function of the wavenumber
k. We want to compare linear systems originating from IGA with those from FEM when solved with
GMRES. As before, the scattering problem is solved for an increasing wavenumber but this time for
k upto 500. The polynomial orders p = 2, 3, 4 and 5 are reconsidered. The errors are kept bounded
for an increasing wavenumber by choosing a mesh refinement so that α = 1.3, 1.2, 1.1 and 1.0 for
p = 2, 3, 4 and 5, respectively, with IGA and in the same order α = 1.3, 1.2, 1.1 and 1.0 with FEM.
The resulting linear systems are solved both with and without preconditioning. It should be noted
that a finer grain selection of α values is possible. However, considering a finer selection of values
will also increase the number of cases to be run for all the polynomial orders and for the full range of
the studied wavenumbers. In this paper we concentrate on the performance of the iterative solvers.
Since we can already establish an error bound for these values, we choose to study these values. We
do not restart GMRES in this study. The maximum number of iterations for GMRES is set to 10000
for all the cases. The considered preconditioners are ILU, ILU with a complex shift, shifted Laplace
preconditioner with ε =

√
k and k. Our choice of ε is based on the theory and numerics presented

in [40] where the authors (and previous literature cited in the reference) demonstrate that ε/k needs
to be sufficiently small for the A−1

ε to be a good preconditioner. Their numerical results indicate
that the GMRES iterations grow as the value of ε grows from k/4 to k2. It is for this reason, our
numerical studies are limited to only two choices for the shift, namely ε =

√
k and k. The stopping

criterion for GMRES is set for the relative residual rn = 10−5 while the drop threshold for ILU is
set to 10−2 (see Algorithm 1). The algorithms are implemented in Matlab. Instead of using ILU for
the shifted Laplace preconditioner we choose to pass it directly to the GMRES solver in Matlab i.e.
gmres(...) subroutine, as the preconditioner was also implemented in this way in [40].
The applied complex shift for shifted ILU is 0.1i. Figures 2 and 3 show, respectively for FEM and
IGA, the number of GMRES iterations required to converge for the preconditioned and unprecondi-
tioned linear systems to achieve the relative residual rn = 10−5. It should be noted that IGA errors
are bounded by ε = 0.05, 0.01, 0.001, 0.0002 for p = 2, 3, 4 and 5. The corresponding error bounds
for FEM are ε = 0.1, 0.02, 0.008, 0.002. The error with ILU preconditioner exceeded the error bound
as higher wavenumbers were considered. The reported results in Figures 2 and 3 are therefore only
for the cases where the achieved errors are of the same order of magnitude as the error bound. For
example for FEM and p = 2, the relative errors are at least an order of magnitude larger than the
error bound for the wavenumbers k ≥ 175 and hence the corresponding GMRES iterations are not
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Figure 2: FEM: GMRES iterations needed to achieve bounded errors for the linear systems precon-
ditioned with ILU (ilu), shifted ILU (silu), shifted Laplace preconditioner with ε =

√
k (s1) and k

(s2) as well as the non-preconditioned linear system (no prec).
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Figure 3: IGA: GMRES iterations needed to achieve bounded errors for the linear systems precon-
ditioned with ILU (ilu), shifted ILU (silu), shifted Laplace preconditioner with ε =

√
k (s1) and k

(s2) as well as the non-preconditioned linear system (no prec).
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Figure 4: FEM: condition numbers of the preconditioners for the results shown in Figure 2 where
ILU (ilu), shifted ILU (silu), shifted Laplace preconditioner with ε =

√
k (s1) and k (s2) are shown

with the unpreconditioned case (no prec) which is the condition number of the original matrix A.
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Figure 5: IGA: condition numbers of the preconditioners for the results shown in Figure 2 where
ILU (ilu), shifted ILU (silu), shifted Laplace preconditioner with ε =

√
k (s1) and k (s2) are shown

with the unpreconditioned case (no prec) which is the condition number of the original matrix A.

16



shown in Figure 2. Similar behaviour is also observed with IGA with p = 2 but for k ≥ 275 and
therefore the corresponding GMRES iterations results are excluded from Figure 3. This is expected
as Krylov subspace methods often fail to converge for the Helmholtz equation with ILU precon-
ditioned linear systems. Nevertheless, the IGA linear system shows more stability with this type
of preconditioner as the wavenumber k increases. The results also show that GMRES needs fewer
iterations to converge with IGA compared to FEM. This is consistent in all the considered cases.
Furthermore, as the wavenumber grows, the GMRES iterations grow at a slower rate for IGA than
for FEM.

For non-preconditioned systems the number of iterations increases exponentially with the wavenum-
ber. This is again expected behaviour and is observed in all the considered cases. In general ILU
with a complex shift leads to a similar number of iterations as ILU without the shift until the latter
fails. However, in the presented results the complex shift shows more stability as the wavenumber
increases where GMRES converges to the error within the range of the error bound in almost all the
runs. It should be stressed that considering a smaller ILU drop tolerance than what was used in this
example (i.e. 10−2) will improve the stability with regard to GMRES convergence. However, this
will also increase the computational costs of evaluating the incomplete LU decomposition which can
render the preconditioner inefficient in this case. On the other hand the shifted Laplace precondi-
tioner leads to the best performance where the number of iterations remains constant as k increases.
When using ε = k, GMRES converges within 5 iterations for IGA while with FEM 6 iterations are
needed. For ε =

√
k, 3 iterations are enough with both IGA and FEM. This behaviour is consistent

for both IGA and FEM and for all considered wavenumbers and polynomial orders. The results
suggest that the shifted Laplace preconditioner can significantly improve the performance of the
iterative solver with some advantages for IGA in terms of the number of iterations.

Table 1 summarises the GMRES iterations growth as a function of wavenumber for the cases con-
sidered Figures 2 and 3. Note that we do not include the results for ILU in Table 1 as it fails
to converge in all the cases when k > 100. The shifted Laplace preconditioner on the other hand
provides a k− independent GMRES convergence for both FEM and IGA.

p FEM-no prec. FEM-silu IGA-no prec IGA-silu
2 1.19 1.88 0.98 1.47
3 1.07 1.36 0.88 1.36
4 1.01 1.02 0.85 1.02
5 1.01 1.00 0.83 0.81

Table 1: GMRES iterations growth rates for FEM and IGA for the data considered in Figures 2 and
3

To have a better insight into the results we also plot in Figures 4 and 5, respectively for FEM and
IGA, the 1-norm condition numbers for the preconditioner of the same cases considered in Figures
2 and 3. The 1-norm condition number for a matrix M is given by

κ = ‖M‖1

∥∥M−1
∥∥

1
(39)

The results show a rapid increase in the condition number for both IGA and FEM when using ILU
preconditioner, which explains the instability of the iterative solution when using ILU. The same
behaviour is also observed for IGA when using ILU with a complex shift. However, unlike IGA, the
condition numbers associated with FEM for this preconditioner are practically constant. This can
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clearly be seen for FEM p = 5 where the condition number is consistently around κ ≈ 900. For
smaller p the condition number starts from lower values and then increases up to κ ≈ 900 after which
it remains roughly constant. On the other hand the shifted Laplace preconditioner seems to have a
minor impact on the condition number where the condition number stays very close to the condition
number of original matrix A. In general to achieve a certain error and at a given frequency one can
see an improved performance for iterative solvers when using high order polynomials compared to
low orders. This can be seen in the number of iteration as well as in the condition numbers. One
may attribute this improvement partially to the fact that high order basis functions results into
smaller linear systems.

4.1.3 Linear system spectra

The condition numbers studied in Section 4.1.2 provide a limited insight into the improved behaviour
for the shifted Laplace preconditioner. Hence, in this subsection we compare spectral information
for the linear systems resulting from the three preconditioners considered. It is known that the
spectral distribution strongly affects the convergence of Krylov subspace methods [47]. In general
a matrix spectrum clustered close to unity is associated with faster convergence of such solvers.
Figure 6 shows the spectra of the preconditioned linear system for both IGA and FEM where the
considered wavenumber is k = 100 and the polynomial order p = 2. The size of the system matrix
A is 11236×11236 for IGA and 11881×11881 for FEM.

Figure 6 shows that the spectra values for the preconditioned systems (Figures 6b-6e) are clustered
around 1 compared to a wide spread of the eigenvalues for the non-preconditioned system (Figure
6a). The eigenvalues are spread a lot further away from 1 when using ILU compared to ILU with
a complex shift. In general the eigenvalues of IGA are clustered within a smaller region compared
to FEM for ILU preconditioner. But this is reversed for ILU with the shift. This can explain the
improved condition number for FEM when using this preconditioner. Furthermore, considering the
shifted Laplace preconditioner it can be seen that the eigenvalues are ideally located close to 1
within a much smaller region compared to ILU preconditioners. In this regards, eigenvalue spectra
of the shifted Laplace preconditioner with ε =

√
k shows an improved clustering compared to the

eigenvalue for the same preconditioner but with ε = k. This behaviour is consistent for FEM and IGA
and, hence may explain the optimal convergence of GMRES when using the preconditioner based
on shifted Laplace. It is known that clustering of eigenvalues enhances the convergence whereas
eigenvalues close to zero slow down the convergence of the iterative solver. As demonstrated in [38],
a real and positive eigenvalue of the preconditioned system is transformed into a complex eigenvalue
with negative imaginary part and vice versa. This not only makes the eigenvalues lie on one side of
the complex plane but also clusters them near 1.

4.2 Car cabin problem

Our final aim in this paper is to test the convergence of GMRES on an IGA linear system for a
practical application in acoustics. Furthermore, we want to consider a mesh composed of multiple
patches compared to a single patch in the previous example. We also aim to compare the CPU time
needed to solve the linear system including the time required for building and application of the
preconditioner.
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Figure 7: A typical passenger vehicle cabin geometry and considered IGA mesh for f = 1 kHz.

A major advantage for IGA is related to its abilities in capturing exact geometries of complicated
shapes. In this example we study the acoustic scattering in a car cabin interior where the geometry
shown in Figure 7, is reproduced from [48]. Nineteen NURBS patches are used to build the car
interior. The patches are built with biquadratic (p = 2) NURBS. The inter-patch continuity is
ensured by maintaining the same level of knot refinement across the individual patch interfaces.
The acoustic excitation is provided via the domain boundary with a red line in Figure 7 on which
a unit normal velocity is specified using a Neumann boundary condition. The domain exterior
boundary is assumed to be infinitely rigid relative to the air inside the cabin and modelled with a
homogeneous Neumann boundary condition. The car seats depicted with a dotted line in the figure
are assumed to be made of soft material and an impedance boundary condition is used to model the
acoustic absorption. These boundary conditions are given by

∂u

∂n
= −2πifρairvn on ΓN

∂u

∂n
= −2πifρair

u

Z0

on ΓZ

∂u

∂n
= 0 on Γ \ (ΓZ ∪ ΓN)

where ΓZ refers to the boundary of the car seats, ΓN the inhomogeneous Neumann boundary and f
the frequency of the acoustic wave. We use ρair = 1.225 kg m−3 as the density of air, vn = 1 m s−1

as the imposed normal velocity on ΓN and Z0 = 2000 ryal the imposed normal acoustic impedance
on ΓZ . The weak form for this problem can then be written as∫

Ω

(
∇u∇v − k2uv

)
dΩ +

∫
ΓZ

Zuv̄ =

∫
ΓN

gN v̄ (40)

where gN = −2πifρairvn and Z = 2πifρair
1
Z0

. A frequency sweep for the problem is performed
for the range between f = 1 to 10 kHz which is divided into twenty linearly spaced intervals. The
problem is only solved with IGA where the ratio of the element size relative to the wavenumber is
kept constant such that α = 1.1. For demonstration purposes we show in Figure 7 the mesh grid
considered for the lowest frequency i.e. f = 1kHz.
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(a) (b)

(c) (d)

Figure 8: <(uh) from GMRES with Aε as preconditioner with ε =
√
k (left) and <(uh) with

UMFPACK (right) for the frequencies f = 5 (top) and 10kHz (bottom).

The problem is solved first with the UMFPACK direct solver and then with GMRES. As before we
use the unrestarted GMRES with maximum iterations set to 10000. The direct solver solution is
taken as a reference solution and the error in GMRES solution is measured against this reference
solution. The GMRES is considered without applying a preconditioner and then again with the three
preconditioners considered in the previous test example. The GMRES tolerance is set to rn = 10−5,
the ILU preconditioners drop threshold is set to 10−2 and the complex shift is 0.1i. The shifted
Laplace preconditioner with ε =

√
k and k is also considered. For demonstration purpose Figure

8 shows the converged GMRES solutions for the system preconditioned with the shifted Laplace
(ε =

√
k) along with the solution obtained with UMFPACK for the frequencies f = 5 and 10kHz.

In Figure 9a we plot the number of iterations needed for the three preconditioned linear systems along
with the non-preconditioned case. We also plot the relative error r with reference to UMFPACK
solution (Figure 9b) and the total CPU time for solving the linear system (Figure 9c) where the
time for constructing and applying the preconditioner is also considered. The relative error r in this
case is defined as

r =

∥∥udirect
h − uiter

h

∥∥∥∥udirect
h

∥∥ (41)

where udirect
h and uiter are the solutions obtained from UMFPACK and GMRES solves, respectively.

It should be noted that we define a new relative error in this example as there is no analytical
solution available as in the previous problem.

In general the results in Figure 9 confirm the conclusions of the previous test case. The number of
iterations increase with the frequency for both preconditioned and non-preconditioned systems but
the latter requires much higher number of iterations. However, for the case where the shifted Laplace
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Figure 9: Car cabin problem solved with IGA (p = 2) with ILU (ilu), shifted ILU (silu), shifted
Laplace preconditioner with ε =

√
k (s1) and k (s2) as well as the non-preconditioned linear system

(no prec).
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preconditioner with ε =
√
k is used, the number of iterations is always around 7. Although there is

no perceivable difference in the pressure plots between unpreconditioned GMRES and UMFPACK
solutions, the relative error r for the unpreconditioned case grows slowly. For example at 1000 Hz
the error is O(10−6) whereas for 9526 Hz, the error goes up to O(10−4). The same observation can
also be made for the iterative solution of the preconditioned system. Applying a preconditioner
slows down this growth except for the case where ILU is used where the difference actually grows
faster. On the other hand using the shifted Laplace preconditioner with ε =

√
k, leads to a stable

error of O(10−6) for all the considered frequencies. Obviously reducing GMRES tolerance below
10−5, we might be able to get closer to the reference solution but this would also require higher
number of GMRES iterations. The saving in the number of iterations is also reflected on the total
solution time. The overhead required to build the shifted Laplace preconditioner is dominant at
the lower frequencies compared to ILU. However, as higher frequencies are considered the saving in
the number of iterations becomes more significant. At the frequency 10kHz the solution time with
shifted Laplace preconditioner for ε =

√
k, becomes more than an order of magnitude faster than

the other cases.

5 Conclusions

Recent research on IGA for solving Helmholtz problem shows several advantages for this approach.
In addition, using high order elements also presents major advantages over low order elements for
this range of frequencies. However, the solution of industrial applications often involves solving linear
systems of equations that could involve tens of millions of unknowns which can render direct solvers
ineffective. The use of iterative solvers on such systems were intensively investigated, however,
limited literature is available on the performance of such solvers on the systems resulting from IGA
as well as the high order finite element method. In this work we aim to provide some insight into
the topic. Furthermore, we look into using the shifted Laplace preconditioner on this class of linear
systems for high order IGA as well as FEM. Previous studies on this relatively recently developed
preconditioner has shown significant advantages for solving the Helmholtz equation.

In the first set of numerical experiments we run several tests to obtain the empirical values for
Galerkin accuracy estimates giving bounded relative errors for both FEM and IGA. The results
show better accuracy estimates for IGA which leads to an order of magnitude smaller errors for
a comparable number of degrees of freedom. With these estimates, the performance of GMRES
with different preconditioners, namely, ILU, shifted ILU and shifted Laplace with ε =

√
k or k are

compared for polynomial orders p = 2, 3, 4 and 5. In the second set of experiments, we investigate
the use of GMRES without a preconditioner or with one of the above named preconditioners for
recovering the interior noise in a car cabin using IGA with p = 2 and a mesh composed of multiple
NURBS patches. The results show that GMRES and a direct solver converges to the same solution
for the full range of the considered frequencies with the number of iterations being independent on
the wavenumber when using ε =

√
k but not ε = k. The CPU time associated with building and

applying the shifted Laplace preconditioner is larger than that for ILU or shifted ILU. However,
as higher frequencies are considered and the number of degrees of freedom increases, the saving in
the number of iterations becomes more significant and the total CPU time for solving the linear
system becomes at least an order of magnitude smaller with shifted Laplace compared to other
preconditioners.

The numerical experiments shows that the number of iterations with GMRES, increases for finer
meshes and higher wavenumbers which is expected. However, GMRES converges at a fewer iterations
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with IGA compared to FEM, which is consistently observed across all wavenumbers and with or
without preconditioning the linear system. Compared to a non-preconditioned linear system, using
ILU with or without the complex shift seems to reduce the number of iterations for both FEM and
IGA. Moreover, the shifted version always improves the associated condition numbers while without
the shift the condition number gets worse compared to before applying it. This can explain the
improved stability in GMRES performance with shifted ILU compare to ILU. This was also linked
to the linear system spectra. Furthermore, for the range of parameters considered here the shifted
Laplace preconditioner results in the number of iterations to become independent on the wavenumber
and the polynomial order. The improvements observed with a shifted Laplace preconditioner can be
attributed to improvement in the matrix spectrum clustering. For a certain accuracy and a frequency
in general using high order polynomials results into smaller linear systems that are better conditioned
compared to low orders which leads to improvment in the performance of iterative solvers. It will
be interesting in the future to test the performance of the shifted Laplace preconditioner for IGA of
three dimensional problems.
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