
 
 
 
 

Heriot-Watt University 
Research Gateway 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 
 
 
 
 

 

Trust Triggers for Multimodal Command and Control Interfaces

Citation for published version:
Hastie, H, Liu, X & Patron, P 2017, Trust Triggers for Multimodal Command and Control Interfaces. in
Proceedings of the 19th ACM International Conference on Multimodal Interaction. Association for
Computing Machinery, pp. 261-268, 19th ACM International Conference on Multimodal Interaction,
Glasgow, United Kingdom, 13/11/17. https://doi.org/10.1145/3136755.3136764

Digital Object Identifier (DOI):
10.1145/3136755.3136764

Link:
Link to publication record in Heriot-Watt Research Portal

Document Version:
Peer reviewed version

Published In:
Proceedings of the 19th ACM International Conference on Multimodal Interaction

Publisher Rights Statement:
© ACM 2017. This is the author's version of the work. It is posted here for your personal use. Not for
redistribution. The definitive Version of Record was published in Proceedings of the 19th ACM International
Conference on Multimodal Interaction, http://dx.doi.org/10.1145/3136755.3136764

General rights
Copyright for the publications made accessible via Heriot-Watt Research Portal is retained by the author(s) and /
or other copyright owners and it is a condition of accessing these publications that users recognise and abide by
the legal requirements associated with these rights.

Take down policy
Heriot-Watt University has made every reasonable effort to ensure that the content in Heriot-Watt Research
Portal complies with UK legislation. If you believe that the public display of this file breaches copyright please
contact open.access@hw.ac.uk providing details, and we will remove access to the work immediately and
investigate your claim.

Download date: 23. May. 2023

https://doi.org/10.1145/3136755.3136764
https://doi.org/10.1145/3136755.3136764
https://researchportal.hw.ac.uk/en/publications/c1ee9c05-65c6-454c-a640-168313a05065


Trust Triggers for Multimodal Command and Control Interfaces
Helen Hastie, Xingkun Liu

School of Mathematical and Computer Sciences
Heriot-Wa� University

Edinburgh, UK EH14 4AS
h.hastie,x.liu@hw.ac.uk

Pedro Patron
SeeByte Ltd

30 �eensferry St
Edinburgh, UK EH4 2HS

pedro.patron@seebyte.com

ABSTRACT
For autonomous systems to be accepted by society and operators,
they have to instil the appropriate level of trust. In this paper,
we discuss what dimensions constitute trust and examine certain
triggers of trust for an autonomous underwater vehicle, comparing
a multimodal command and control interface with a language-only
reporting system. We conclude that there is a relationship between
perceived trust and the clarity of a user’s Mental Model and that
this Mental Model is clearer in a multimodal condition, compared to
language-only. Regarding trust triggers, we are able to show that a
number of triggers, such as anomalous sensor readings, noticeably
modify the perceived trust of the subjects, but in an appropriate
manner, thus illustrating the utility of the interface.
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; •Computingmethodologies→Natural language generation;
Intelligent agents;

KEYWORDS
Trust, multimodal, mental model, natural language generation
ACM Reference format:
Helen Hastie, Xingkun Liu and Pedro Patron. 2017. Trust Triggers for
Multimodal Command and Control Interfaces. In Proceedings of 19th ACM
International Conference on Multimodal Interaction, Glasgow, UK, November
13–17, 2017 (ICMI’17), 8 pages.
DOI: 10.1145/3136755.3136764

1 INTRODUCTION
As intelligent algorithms and autonomous systems become increas-
ingly widespread, an important question arises as to whether we
can trust such technology, especially when they are making deci-
sions in critical situations such as those for command and control
(C2). Trust depends on delivery, transparency and accountability
[16]. You trust your doctor because you can see what they are do-
ing and they take responsibility for anything that goes wrong. �e
same holds true for autonomous systems, we trust them when it is
clear what they are designed to do, when their behaviour is trans-
parent and when someone takes responsibility for their actions. On
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the one hand, establishing trust will be key to the adoption of such
systems, particularly in a human-robot teaming scenario [12]. On
the other hand, there is the need for the trust level to be appropriate,
so that the human-in-the-loop knows when to intervene.

Autonomous systems, by their very nature, act independently
making key decisions on which actions to take. �ey are able to
adapt, modifying pre-set plans and behaving in a less observably
deterministic fashion [5]. �is behaviour is key to their success and
recent wide-spread adoption in a variety of domains and applica-
tions (e.g. air vehicles for farmers, underwater pipeline monitoring).
It is challenging to maintain trust with such autonomous systems,
particularly autonomous underwater vehicles (AUV) as they are
not visible at all times. As autonomy becomes more advanced, then
transparency of actions will be even harder to establish.

�e question addressed in this paper is whether a carefully de-
signed multimodal interface that uses graphics and natural language
can help maintain the appropriate-level of trust by increasing trans-
parency and improving the user’s Mental Model of the autonomous
system. Mental Models, in cognitive theory, provide one view on
how humans reason either functionally (i.e. understanding what
the AUV does) or structurally (i.e. understanding how it works) [6].
Mental models are important because what the user believes they
know about a system strongly impacts how they use it. In the study
described here, Mental Models are garnered through a carefully
cra�ed questionnaire to capture how the AUV is perceived through
the multimodal interface to address the following hypotheses:

• H1: �ere is a relationship between trust and the subject’s
clarity of Mental Model;

• H2: Subjects will have a clearer Mental Model in the multi-
modal condition; and

• H3: Experts in general have a clearer Mental Model.
�e operator’s trust in the system should remain steady unless

anomalous behaviour or serious faults are observed, in which case
the trust should reduce as a mission abort may be necessary to e.g.
avoid loosing a vehicle. As well as the above mentioned hypotheses,
we examine a number of triggers that either increase or decrease
user trust and whether these changes in trust are appropriate. If so,
then the interface is doing what it is designed to do. Trust triggers
examined include the following:

• Trigger 1: Con�dence in the reporting;
• Trigger 2: Anomalous sensor readings;
• Trigger 3: System fault reporting; and
• Trigger 4: Unexpected autonomous system behaviour.

We analyse and compare these trust triggers across two conditions:
multimodal and language-only. �e language-only condition was
used because language-only uses are important given the variety
of types of platforms on which the system could be deployed e.g.
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communicating with voice-only on the phone/radio; or using smart
phones, which have limited real estate.

1.1 Background
Studying trust and trust dimensions has been the topic for a large
body of multi-disciplinary work in psychology and sociology, with
models of interpersonal and inter-organisational relationships. �ese
�ndings have been adapted by economists and computer scientists
in particular with the view of modelling trust in e-commerce, e.g.
[11]. �ere is a consensus that trust is multi-dimensional. [9]
showed correlation of trust for their adaptive touchable interface
for photo sharing with a number of dimensions including serious-
ness, controllability, security, privacy and transparency but did not
show correlation of trust with any usability ratings.

Previous work speci�cally looking at transparency of autonomous
systems investigates enabling the mission plan to be more scrutable
and less opaque [15]. However, this work looks at explaining only
the plans whereas our work combines the plans with logs of real
missions in order to generate accurate reports of what is actu-
ally happening. Other previous a�empts have been made to build
natural language interfaces to bring mission states and purposes
closer to human operators. However, these are only in simulated
environments for pre-mission veri�cations [5].

Recent work also includes generating explanations of robot ac-
tions, e.g. why it took a certain route [14, 18] and creation of
strategic messages through human-robot interaction [10] with the
aim to increase trust. �ese systems, however, have had limited
success and deal mostly with robots that one can interact with.
Rather than focusing on such human-robot interaction, we inves-
tigate here an intermediary multimodal interface for maintaining
situation awareness, such as that seen in command and control
centres, which may be remote from the autonomous systems in
the �eld. �is work contributes in that it shows the importance of
transparency of actions and that this transparency can be achieved
through a carefully designed multimodal interface.

In the remainder of the paper, we will brie�y discuss the mul-
timodal interface call REGIME, which we will be evaluating to
determine the e�ect on real users’ levels of trust. We will then
describe the evaluation and discuss results and future work.

2 THE REGIME MULTIMODAL INTERFACE
Figure 1 shows the REGIME multimodal interface, which consists
of two parts: the le�-hand-side of the �gure constitutes the vehicle
trace as displayed on SeeByte’s C2 common operator interface
called SeeTrack. It is designed to generate visual updates with
regards vehicles running SeeByte’s autonomy architecture so�ware
called Neptune, which is platform agnostic and runs on various
AUVs such as REMUS and IVER. On the right-hand-side of the
�gure, one can see example natural language updates in-real time
produced by the REGIME system as described in [3, 4].

Figure 2 shows the general architecture of the reporting system
whereby there are three sources of information: 1) the mission plan;
2) a web-server API providing navigation information and system
status such as faults via an underwater acoustic communication
link; and 3) output from an Event Detector. �e system focuses
on two major event types: wide area surveys (lawnmowers) and

Figure 1: �e Multimodal REGIME interface with natural
language updates on the right hand side. ©SeeByte Ltd,
©Heriot-Watt University

Figure 2: System architecture for in-mission reporting with
example outputs. ©SeeByte Ltd, ©Heriot-Watt University

close inspection of objects of interest (reacquisitions) [13] for Mine
Counter Measure (MCM) missions, where the vehicle is surveying
an area for mines for disposal. Please refer to [3] for details of
this event detection algorithm. �is identi�ed sequence of events
is then aligned to the sequence of planned events taken from the
mission plan to derive mission progress.

2.1 Generation of Natural Language Updates
�e set of recognised events, along with other items of interest are
encapsulated in formal semantics, which is then sent to the Natural
Language Generation component, composed of various reporter
modules that use templates for realisation (see Figure 2 for example
outputs). �ese reporter modules are as follows:

• Mission Plan Reporter briefs on the plan of the mission;
• Mission Progress Reporter briefs on status with relation

to the mission objectives;
• Asset Status Reporter briefs on any warnings coming

from the asset;
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Certainty Information Verbal Indicators
Level Type

Very High (3) Mission plan,
Asset status

Declarative sentences,
‘Virtually certain’,
‘�e system is reporting’

High (2) Mission progress,
objective progress

‘We believe/estimate’,
‘It is likely/probably’,
‘Estimated velocity’,
‘�e vehicle seems to’

Medium (1) Manoeuvre ‘Chances are’
Table 1: Prompt design for re�ecting the level of uncertainty

• Objective Progress Reporter briefs on progress status
for the current objective (e.g. doing a survey or a reaquisi-
tion);

• Manoeuvre Reporter briefs on status if the asset is ma-
noeuvring e.g. towards the starting location of a new ob-
jective or the recovery point.

2.2 System Prompt Design
Given that the system infers events from (noisy) data and meta-
data, the system assigns a level of con�dence with that item of
information (very high, high or medium). In order to re�ect this
level of con�dence, verbal indicators were used e.g. “it is likely
that…”. Such verbal indicators have been used in weather reporting
to re�ect levels of certainty [2, 8]. It is important to note, however,
that such verbal indicators are used to re�ect uncertainty about
weather in the future, whereas here we are looking at reporting
what is happening in real time or in the recent past.

We, therefore, looked to intelligence reporting for verbal indi-
cators for estimative probability and uncertainty [7], where the
author discusses three types of reporting: 1) a judgement or esti-
mate with li�le concrete evidence; 2) something knowable in terms
of human understanding but not precisely known, and not with
strong evidence; and 3) reporting an indisputable fact, i.e. known
with a high degree of certainty. �e author goes on to suggest
verbal quali�ers for these varying levels of certainty, which we
took and modi�ed for the system prompt design.

In addition to examining the above-mentioned literature, an
informal study was undertaken of logs of textual communication
between human operators. Here, we can see similar use of verbal
indicators of uncertainty, examples are given below:

• low on ba�ery it looks like
• vehicle X is not recovered yet I believe
• �at is probably the default value but not what is actually

happening.
• Probable cause…

Table 1 shows the �nal verbal indicators implemented in the
system, whereby the likelihood levels of the information are derived
from a number of factors including the information source, be it
from the web-service API or the Event Detector.

Figure 3: Screenshot of multimodal condition. In the
language-only condition the �gure is replaced by an image
of an AUV. Image ©SeeByte Ltd

3 METHODOLOGY
Subjects were recruited to do an on-line evaluation where they
walked through a mission and were given periodic updates. �e
subjects were �rst asked a number of initial questions to gauge their
level of expertise in terms of general computing and experience
with AUVs. From these questions, a score of expertise was derived:
1 for novice, 2 for intermediate and 3 for expert. �e questions were
as follows:

• Highest degree? (Multiple choice)
• Experience with computers: how would you rate your

expertise with computers? (rating scale)
• Experience with computers: I have been working with

computers for how many years? (multiple choice)
• Experience with computers: how many hours a day do you

use a computer and/or gaming device? (multiple choice)
• How would you rate your expertise with Autonomous

Underwater Vehicles (AUVs)? (rating scale)
• At how many AUV missions have you been in a�endance?

(multiple choice)
• Have you worked with simulations of AUVs? (multiple

choice)

Firstly, all subjects were given an overview of the same mission
as depicted in Figure 4. �e subjects were then asked to read 39
short updates of this mission one at a time and rate them on 3
scales. �e three questions were on a 5-point Likert scale to capture
the level of trust in the AUV, the con�dence in the reporting and
whether the language used was appropriate. Subjects were asked
to go through and rate each update at a reasonable pace but think
about the wording carefully.
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Figure 4: Introduction to the mission given to both groups
of participants. Image ©SeeByte Ltd

�e study was a between-subjects design with two conditions
where one group was shown a sequence of u�erances generated by
the system (‘language-only condition’) and the second group was
given both language and a visual representation of the predicted
vehicle path and current position (‘multimodal condition’) as shown
in Figure 3. In the language-only condition, the text and questions
were the same but the graphic was replaced by a picture of the AUV
that did not change from one update to the next.

A�er rating all of the in-mission updates, subjects were asked
questions to garner an idea of their overall mental model of the
subject in terms of understanding what the system is doing and
how it works. �e questionnaire was created for the study by
combining questions based on the literature with respect to the
notion of mental models [6] and also established questions from
the �eld of spoken dialogue system evaluation [17]. �e questions
from the post-questionnaire are listed here and were on a 5-point
Likert scale:

• Q1: In general, I trusted the AUV was doing what it should
be doing

• Q2: I have an overall understanding of how the AUV was
working
• Q3: have an overall understanding of why it was doing

what it was doing
• Q4: I have con�dence that the reporting was an accurate

re�ection of what the system was doing
• Q5; I would feel con�dent making a decision whether to

abort the mission or not based on this reporting
• Q6: �e language was appropriate given that one is never

completely sure what an AUV is doing underwater
• Q7: �e language used in the reporting was natural
• Q8: I would �nd it useful to have this type of reporting

during the mission

Figure 5: Occupation of Participants

�e scenario was a typical scenario where the vehicle scans the
seabed �oor for items of interest such as unexploded mines. How-
ever, the scenario was carefully cra�ed to induce a variety of trust
ratings from the user through unexpected behaviour of the vehicle,
anomalous reporting of sensor readings and fault reportings. We
are, therefore, looking for trust to be at the appropriate level and
vary in a manner corresponding to the scenario. It is, therefore, not
appropriate to report and compare central tendency for trust across
conditions. Rather, we investigate here correlations and behaviour
pa�erns for trust.

4 RESULTS
A study was conducted with 15 subjects who were mostly so�-
ware/development engineers and vehicle operators with varying
experiences and computer programming expertise (see Figure 5). 7
subjects were put in the language-only condition, with 8 subjects
in the multimodal condition. As shown in Figure 6, the partici-
pants were mostly between 31-35 years old and male (2 women, 12
men and 1 who would rather not say). 60% of the subjects were
expert and 33% were intermediate with one subject classi�ed them-
selves as novice. �e experts were reasonably balanced between
conditions with 4 in language-only and 5 in the multimodal condi-
tions. For reasons outside of the control of the experimenters, the
conditions were not gender-balanced with the 2 females both in
the language-only condition. One participant in the multimodal
condition declined to declare their gender.

4.1 General Usability
Overall the system received high usability ratings (see ’both’ in
Figure 8 for results for the combined conditions) where mode=5
on a 5 point Likert scale for the post-questionnaire questions on
understanding how the system was working (Q2) and understand-
ing what it was doing on the mission (Q3), thus re�ecting a high
situation awareness induced by the natural language. We also ob-
served a mode=5 for language appropriateness (Q6), re�ecting the
e�ective design of the natural language generation system as well
as mode=5 for whether subjects found the system useful (Q8). In
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Figure 6: Age of Participants

Figure 7: Scatterplots showing the relationship between
trust (Q1) and the two questions related to theMental Model
(Q2/3) (Spearman rho=0.79 and rho=0.76 respectively)

the remainder of the section, we discuss the hypotheses in turn
then examine the trust triggers mentioned in the Introduction.

4.2 Trust and the Mental Model (H1)
H1 posits that there is a relationship between trust and the subjects’
clarity of Mental Model. Whilst trust has many dimensions, here
we investigate the relationship between trust and the user’s mental
model as ratings in two of the questions in the post-questionnaire.
Figure 7 shows a correlation between trust (Q1) and understanding
of the how the system works (Q2) (rho=0.79); and trust (Q1) and
understanding of what the system is doing (Q3) (rho=0.76) where
both are signi�cant (p<0.01 by Spearman Rho correlation for non-
parametric data1). �is implies that, in general, the clearer the
user’s mental model, the more the subject trusts the system and
provides evidence to accept H1.

4.3 Multimodal vs Language-only (H2)

Hypothesis H2 states that subjects in the multimodal condition
have a clearer mental model than the language-only condition.
Indeed as illustrated in Figure 8, the subjects in the language-only
condition have a lower level of overall understanding of the system
(Q2) mode=4 compared to the multimodal condition with mode=5,
thus providing indications that one can accept H2 (although more
data would need to be collected in order to run statistical analysis).
1Note that these correlation results need to be interpreted with caution due to the low
number of subjects

Figure 8: Post-questionnaire responses for the separate con-
ditions in terms of mode on a 5-point Likert scale. ‘Both’ is
the two conditions combined. Error bars represent standard
deviation

Perhaps surprisingly, the language-only condition has higher
ratings for Q5, Q6, Q7 and Q8. However, all but Q8 relate to the
appropriateness and naturalness of the language and the same
language was used for both conditions. We can only infer that
the subjects in the language-only condition were paying greater
a�ention to the language and thus rated it di�erently. �e language-
only system was rated higher for the question regarding usefulness
of the system (Q8). �is may be because the language-only system
is �exible in terms of the platform it could run on (e.g. SMS, chat)
and so may be deemed to have more uses.

4.4 Expertise and Mental models (H3)

H3 states that experts will have a clearer mental model than less
experienced subjects. Figure 9 shows ratings for the �rst three
questions in terms of the level of expertise, and shows that the
expert subjects, indeed, have a clearer mental-model in terms of
generally trusting the system (Q1), understanding what it is doing
(Q2) and how it works (Q3). It is noted that mixed-method signi�-
cance testing would need to be run with more subjects to account
for variance between expert level and condition (language-only vs.
multimodal) to truly understand which has the greater e�ect in
terms of overall subjective ratings.

4.5 Trigger 1: Con�dence in the Reporting
System

�e subject was asked to rate each u�erance in terms of their
con�dence in the reporting system. Variations in this con�dence
in the reporting could be triggered by the uncertainty terminology
as depicted in Table 1, as well as other factors such as sources
of information known to be unreliable by the subjects. Across
all u�erances, we observe a relatively high correlation over both
conditions for the subjects’ con�dence in the reporting and system
trust (rho=0.69, p<0.01). �is is broken down into expertise and
conditions in Figure 10. In this �gure, for the areas where there
is low con�dence in the reporting but high system trust, this is
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Figure 9: Mode of the three levels of expert ratings for the
�rst three questions from the post-questionnaire. Error bars
represent standard deviation (which is zero for Novice as
there was only one Novice subject)

Figure 10: Trigger 1: Scatter plot showing the relationship
between system trust and subject con�dence in the report-
ing, broken down by expertise level and by condition. All
correlations are signi�cant to p<0.05

where the mental model of the user would take over with the user
having a good idea that the system is behaving in a manner as
would be expected. We observe this phenomenon for experts, in
particular, experts in the multimodal condition, where they have
the visual input as well as their experience to con�rm their beliefs
in the system.

�e novice/intermediate subjects tend to have higher con�dence
and a high level of trust in both conditions with the sca�er-plot
clustering around the top right corner, whereas the experts have
more of a spread, perhaps because they have a be�er understand-
ing of the system. In the language-only condition, the trust level
correlates highly with the con�dence in the reporting (rho=0.87),
whereas this is not the case in the multimodal, where experts are
willing to assign higher levels of trust even if there are doubts over
the accuracy of the information being reported (rho=0.36).

Figure 11: Trigger 2: For utterances referring to anomalous
reporting of battery updates: mean responses on a 5-point
Likert scale for trust in the AUV and con�dence in the re-
porting system

4.6 Trigger 2: Anomalous Reporting

�e e�ect on trust when the system reports false information was
investigated. In order to do this, ba�ery level updates were mod-
i�ed to include readings that were clearly wrong at two points
in the mission (U17 and U38). U1 is given for context to indicate
that the second reading is clearly a vast reduction in ba�ery level,
which could either be related to the reading being inaccurate or
a system fault. �e third update reports no reduction in ba�ery
levels, indicating misinformation as the system must have used up
some of its ba�ery at this stage of the mission. Speci�cally, the
fabricated readings were as follows:

• U1: Update on auv1 at time 13:03:11: �e asset is reporting
an initial ba�ery level of 100.0%.

• U17 Update on auv1 at time 13:13:44: �e asset is reporting
the ba�ery level as 52.0%.

• U38 Update on auv1 at time 14:11:23: �e asset is reporting
the ba�ery level as 52.0%.

Figure 11 shows the mean ratings for the di�erent conditions for
trust and reporting con�dence. As expected, the scenario creates an
initial lowering of the trust and con�dence in the reporting but only
in the language-only condition, it then rises for U38 when perhaps
the subjects realise that it is the reporting that is at fault here and
the system is �ne. A di�erent pa�ern is observed for the multimodal
system where there is a clear drop but only at U38. As mentioned
above, it may be that the users are paying less a�ention to the
language in the multimodal condition and therefore only realise
later that these readings are anomalous. A fourth reading may well
result in a similar rising pa�ern as observed in the language-only
condition.

4.7 Trigger 3: System Fault Reporting

In the scenario, we simulated voltage level faults in order to garner
the subject’s reactions in terms of perceived trust to these faults in
the two conditions. �ese faults were reported as follows:
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Figure 12: Trigger 3: For utterances referring to faults (U6 is
given for context): mean responses on a 5-point Likert scale
for Trust and Con�dence in the reporting

• U7: Update on auv1 at time 13:04:19: WARNING! �e asset
is reporting a voltage level fault.

• U12: Update on auv1 at time 13:09:49 �e asset is still
reporting a voltage level fault.

• U24: Update on auv1 at time 13:45:40 �e asset is still
reporting a voltage level fault.

Voltage faults are quite serious (rating 8 out of 10 by an expert
with 10 being the most serious), however they are o�en ignored by
operators. �e reason behind this is that they are hard to detect, so
reporting is o�en a false positive. �is makes experienced operators
o�en conclude that the vehicle is just “crying wolf”. �is is re�ected
in Figure 12 that shows the mean trust and con�dence in the re-
porting across the two conditions. In both conditions, we observe
an initial drop at U7. In the language-only condition, however, both
trust and con�dence in the reporting rises again across U12 and
U24, likely because with no visual evidence to support the fault, the
user’s trust rises again. For the multimodal ratings, we see more of
a downward trend for these types of u�erances until U24 where
perhaps the user eventually takes this warning as a false positive.

4.8 Trigger 4: Unexpected Autonomous
Behaviour

In order to understand the subjects’ reaction to highly autonomous
behaviour in the vehicle, the scenario re�ected a change in the
system’s goal ordering. �is is somewhat unusual but none-the-less
realistic behaviour as the system has a level autonomy that would
allow it to re-order goals based on, for example, environmental
factors. �ese updates in question are as follows where the initial
mission plan is to go to Target0:

• U3. Update on auv1 at time 13:03:27: Chances are the asset
auv1 is heading to target Target0

• U4. Update on auv1 at 13:03:45: Chances are the asset auv1
is heading to survey area Survey0.

Figure 13 shows the di�erent reactions for multimodal vs. language-
only. Here, we see a more distinct drop in trust in the language-only

Figure 13: Trigger 4: Mean ratings for trust levels for the�rst
6 utterances with U3 and U4 containing updates reporting
on anomalous behaviour

condition. As mentioned above, the users in the multimodal condi-
tion generally have a be�er mental model of what the system can
do and, therefore, have more faith that the system is actually doing
what it is supposed to do.

5 SUMMARY AND DISCUSSION OF RESULTS
With respect to the initial hypotheses (H1), we have suggested
evidence for a relationship between how much a user trusts a
system and their Mental Model. �is goes for both understanding
how the vehicle works and why it is doing what it is doing, with
a signi�cant correlation between these ratings and trust. Subjects
rated these Mental Model questions higher for the multimodal
condition (thus answering H2), where visual information can help
increase transparency of actions of the vehicle. Finally, we tested
the hypotheses that the experts had a clearer self-judged Mental
Model than non-experts, which turned out to be the case supporting
the acceptance of H3.

Having established general trends regarding the subjects and
their Mental Models, the discussion turned to aspects of interaction
that could trigger an increase or a decrease in trust and how the type
of interface (multimodal vs language-only) and the expertise/Mental
Model of the subjects a�ects the extent to which this happens.

�e subject’s con�dence in the reporting i.e. the reporting in-
terface itself (Trigger 1) seems to be a key trigger for non-experts,
particularly in the language-only condition. Anomalous reporting
(Trigger 2) is a trust trigger for both conditions but with a delayed
e�ect for the multimodal condition. Trigger 3 of repeated fault
reporting needs more investigation as there seems to be message
fatigue that does not result in the desired long-term reduction in
trust. Finally with regards Trigger 4, when the vehicle does some-
thing unexpected, one expects a lowering of trust until the system
is back on track. �is is observed in both conditions however the
drop is more pronounced in the language-only condition.

With respect to interface design choices, we have illustrated pros
and cons for adopting a multimodal interface. Higher user con�-
dence and clearer Mental Models are observed in the multimodal
condition. �e multimodal interface rightly upholds user trust even
if the user has li�le con�dence in the reporting. Finally, unexpected
but valid autonomous behaviour results in a more appropriate drop
in trust in the multimodal condition than the language-only condi-
tion. Previous studies have investigated the e�ect on cognitive load
for a similar multimodal C2 interface [1]. Cognitive loading maybe
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in an issue here for multimodality, whereby the subjects may be
distracted by the visual interface and not take note of anomalies
brought to the a�ention through the text alerts. �is is shown by
a delayed response in the drop of trust in the multimodal condi-
tion. Intelligent alerting that take cognitive load into consideration
would help in this regard.

6 FUTUREWORK AND APPLICATIONS
�is study informs further areas of study and applications. For ex-
ample, understanding dimensions of trust, as outlined above, could
be used to inform mitigation strategies to maintain the appropriate
level of trust. Such mitigation strategies would adapt the report-
ing output and interface in order to re-establish con�dence in the
reporting system and the appropriate level of trust. In addition,
this work could be used to inform formal graphical models of trust
such as dynamic Bayesian Networks as in [9]. �ese would model
causalities and help explain, in terms of conditional probabilities,
the direct in�uences in trust (points raised in the qualitative feed-
back of this study). �e work could also be used to develop the
idea of multimodal reporting further with advanced user interfaces
such as 3D interfaces, augmented reality and tele-existence.

It was suggested in the qualitative feedback, one future aspect
would be to include in the reporting the source of the informa-
tion/information carrier and more explicitly the corresponding
level of certainty. It would be key to know if the information sent
by the source carries uncertainty or if it was the medium used to
carry that information that added the uncertainty. For example, if
updates from the AUV are intermi�ent, is it because the asset is
damaged, because the network is being jammed, or because my
receiver is broken?

Further studies will expand the scenario to include multi-vehicle
operations, bringing another level of complexity into the equation.
�is will no longer just be about reporting the mission progress of
an individual vehicle, but also about understanding the actions of
individual assets and the overall group based on what the operator
thinks each platform has managed to hear from the other platforms.
�is would eventually lead to the possibility of human-system
teaming with autonomous systems working together seamlessly
with humans. In addition, with multiple vehicles the visual interface
is much harder to interpret and so the language updates may play
a greater role.
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